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Preface

This edition of the IBM @server zSeries 900 Technical Guide contains additional and
updated information on the following topics:

» New 16 Turbo models

» Customer Initiated Upgrade (CIU) support

» Concurrent memory upgrades

» Concurrent undo Capacity BackUp (CBU)

» OSA-E High Speed Token Ring support

» OSA-Express enhancements

» Enhanced IBM PCI Cryptographic Accelerator (PCICA) for security
» Customer-defined UDXs

» FICON Express channel cards, CTC support, Cascading Directors support, 2Gbit/sec
links

» Fibre Channel Protocol (FCP) support for SCSI devices
» HiperSockets support

» Intelligent Resource Director (IRD) LPAR CPU Management support for non-z/OS logical
partitions

» System Managed Coupling Facility Structure Duplexing
» Message Time Ordering for Parallel Sysplex

» 64-bit support for Coupling Facility

» RMF support for PCICA, PCICC, and CCF

» RMF reporting on System Assist Processor (SAP)

Note that a chapter containing information on connectivity has been added to this edition, as
well as a new appendix describing fiber cabling services.

This IBM Redbook is intended for IBM systems engineers, consultants, and customers who
need the latest information on z900 features, functions, availability, and services.

The team that wrote the second edition

This redbook was produced by a team of specialists from around the world working at the
International Technical Support Organization, Poughkeepsie Center.

Franck Injey is a Project Leader at the International Technical Support Organization,
Poughkeepsie. He has 25 years of experience working on S/390 hardware and system
performance. Before joining the ITSO, Franck was a Consulting IT Architect in France.

Mario Almeida is a Certified Consulting IT Specialist in Brazil. He has 28 years of experience
in IBM Large Systems. His areas of expertise include zSeries and S/390 servers support,
large systems design, data center and backup site design and configuration, and FICON
channels. Mario was a coauthor of the first edition of this technical guide, and he also
coauthored the IBM 2029 DWDM and FICON Native Planning redbooks.
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zSeries 900 overview

This chapter gives a high-level view of the IBM @server zSeries 900 family of servers (z900).
All the topics mentioned in this chapter are discussed in greater detail elsewhere in this book.

IBM has expanded the S/390 Complementary Metal Oxide Semiconductor (CMOS) server
family with the introduction of the z900. The S/390 9672 Generation 5 and 6 servers are
upgradable to the z900. The z900 servers represent a new generation of Central Processor
Complexes (CPCs) that feature enhanced performance, support for Linux, enhanced Parallel
Sysplex features, additional hardware management controls, and enhanced functions to
address e-business processing. The z900 introduces an enterprise class e-business server
optimized for integration, data, and transactions in the modern e-business world. With the
2900 architecture and its outstanding technology, the zZ900 models are designed to facilitate
IT Business Transformation and relieve the stress of business-to-business and
business-to-customer growth pressure.

The z900 processor enhances performance by exploiting the z/Architecture and technology
through many design enhancements. The z900 has up to 20 processors, from one-way to
16-way servers, in a symmetrical processing complex.

The z900 servers were initially introduced in 2000 and the information covered in this book
includes the 2001 and 2002 enhancements.

© Copyright IBM Corp. 2002 1



1.1 Introduction

2

The IBM zSeries 900 (z900) family of servers offers 42 air-cooled models, from one-way to
16-way, utilizing up to 20 processing units. These servers can be configured in numerous
ways to offer outstanding flexibility and speed deployment of e-business solutions. Each z900
server can operate independently or as part of a Parallel Sysplex® cluster of servers. In
addition to supporting z/OS™, the z900 can host from tens to hundreds of Linux® images
running identical or different applications in parallel, based on z/VM™ virtualization
technology.

The z900 family is based on the IBM z/Architecture™, which supports a new standard of
performance and integration by expanding on the balanced system approach of the IBM
S/390® architecture.

The z900 is designed to eliminate bottlenecks associated with the lack of addressable
memory through its virtually unlimited 64-bit addressing capability, providing plenty of
“headroom” for unpredictable workloads and growing enterprise applications.

Robust network and 1/0O subsystem connectivity provides a balanced system design. High
speed interconnects for TCP/IP communication, known as HiperSockets™, let TCP/IP traffic
travel between partitions at memory speed, rather than network speed. A high performance
Gigabit Ethernet feature is one of the first in the industry capable of achieving line speed: one
Gigabit per second. Furthermore, the availability of native Flber CONnectivity (FICON™)
devices, Fibre Channel Protocol (FCP) channels, 2 Gigabit/sec links, and FICON Support of
Cascaded Switches can increase I/O performance, consolidate channel configuration, and
help reduce total cost of ownership. The total result is ultra high speed communications within
the server, between servers, to devices, and out to users, allowing greater integration
between traditional and Web applications to maximize e-business effectiveness.

zSeries 900 has an enhanced I/O subsystem. The I/O subsystem includes Dynamic Channel
Path Id (CHPID) Management (DCM) and channel CHPID assignment. These two functions
increase the number of CHPIDs that can be used for I/O connectivity. In the servers prior to
the z900 it was not always possible to use the full range (256) of CHPIDs; for example, the
installation of an OSA-2 required the allocation of 4 CHPIDs, one of which was usable and the
remaining 3 “blocked” and not available for use. This is no longer the case with z900. The
exploitation of these functions allows the full use of the bandwidth available for 256 channels
in the z900. The subchannel addresses have been increased to 512 K for the system and
63 K for an LPAR.

Within the z900 the number of FICON channels, operating either in FICON or FCP modes,
has been increased to 96, giving the z900 three times the concurrent I/O capability of a fully
configured IBM 9672 G6 Server. Fewer FICON channels are required to provide the same
bandwidth as ESCON, reducing channel connections and thus reducing I/O management
complexity. FICON also addresses the architectural implementation constraints of ESCON.
For example, the number of devices per channel increases from 1 K to 16 K.

The z900 has improved the coupling efficiency when configured in a Parallel Sysplex by
increasing both long distance InterSystem Coupling (ISC) channels and short distance
Integrated Cluster Bus (ICB) bandwidth, as well as improving the message passing protocols.

The z900 family of servers also automatically directs resources to priority work through
Intelligent Resource Director (IRD). The z900 IRD combines the strengths of three key
technologies: z/OS Workload Manager (WLM), Logical Partitioning, and Parallel Sysplex
clustering.
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1.2 z900 family models

The z900 has a total of 42 models to offer flexibility in selecting a system to meet the

customer's needs. Forty-one of the models are general purpose and capacity servers. The
remaining model is the Coupling Facility Model 100. There are a wide range of upgrade

options available, which are described on the following pages. Capacity Upgrade on Demand
(CUoD), Customer Initiated Upgrades (CIU), and Capacity BackUp (CBU) are available. The
2900 has also been designed to offer high performance and efficient I/O structure to meet the

demands of e-business, as well as high demand transaction processing applications. Up to
256 ESCON channels will now fit into a single I/O cage; or a total of 96 FICON and/or FCP
channels and 160 ESCON channels can be accommodated in a fully configured system.

To provide the best choice of processor for the application, two packaging options have been
developed. Although similar in structure, one packaging has a 12-Processor Unit (PU)

MultiChip Module (MCM) and two memory cards. The other packaging has a 20-PU MCM
and four memory cards. Both have equivalent 1/O capability. The processor models and a

discussion of configurations follow.

The z900 has two different system infrastructures. These are:

» The model range that supports a 12-PU MCM.

» The model range that supports a 20-PU non-Turbo or Turbo MCM.

z900 Family of Servers

—= Capacity Models -

101 1C1 )
102 1C2
103 1C3
104 1C4
105 1C5
106 1C6
107 1C7
108 1C8
109 1C9
. 110
100 CF Model 111
: 12
= CMOS 8S (Copper interconnect)
=12 PUs 13
= Up to 9 CPs or 8 IFLs/ICFs 114
= 5 - 32 GB Memory 115
= 1.3 ns cycle time 116

= Modular Cooling Unit (MCU)

2c1
2C2
2C3
2C4
2C5
2C6
2C7
2C8

= CMOS 8S (Copper interconnect)

= 20 PUs

= Up to 16 CPs or 15 IFLs/ICFs

=10-64 G

B Memory

= 1.3 ns cycle time
= Modular Cooling Unit (MCU)

L_2C9

210
211
212
213
214
215
216

= Turbo Models

= CMOS 8SE (Copper and SOI)
= 20 PUs

= Up to 16 CPs or 15 IFLs/ICFs
= 10 - 64 GB Memory

= 1.09 ns cycle time

= Modular Cooling Unit (MCU)

Figure 1-1 Models in the z900 family of processors
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The z900 general purpose, capacity and Coupling Facility (CF) models are:

Z900 models 101 to 109

These nine models are general purpose servers and range from a 1-way to 9-way
symmetrical multiprocessor (SMP). The servers have a 12-PU MCM, two memory buses, and
can support up to 32 GB processor storage (entry storage is 5 GB). The PU has a cycle time
of 1.3 nanoseconds (ns). These models can easily upgrade from one model to the next
through CUoD or CIU, and support CBU. Also, there are upgrade paths to the Models 110
through 116, Models 2C1 through 2C9, and Models 210 through 216; however, the upgrades
will require a system outage. Models 101 to 109 have 2 System Assist Processors (SAPs) as
standard and 24 Self-Timed Interfaces (STIs) for I/O attachment. Spare PUs on the MCM can
be assigned as a CP, SAP, Integrated Facility for Linux (IFL), or Internal Coupling Facility
(ICF), providing concurrent server upgrades.

2900 models 110 to 116 and 210 to 216

These fourteen models are general purpose servers and range from a 10-way to a 16-way
symmetrical multiprocessor (SMP). The servers have a 20-PU MCM, four memory buses and
can support up to 64 GB processor storage (entry storage is 10 GB). The PU for Models 110
to 116 has a cycle time of 1.3 nanoseconds and for Models 201 to 216, a cycle time of 1.09
nanoseconds. Models 110 to 116 and 210 to 216 can easily upgrade from one model to the
next in the same range through CUoD and CIU, and support CBU. Models 110 to 116 and
210 to 216 have 3 SAPs as standard and up to 24 STls for I/O attachment. Spare PUs on the
MCM can be assigned as a CP, SAP, IFL, or ICF, providing concurrent server upgrades.

2900 models 1C1 to 1C9 and 2C1 to 2C9

These eighteen models are capacity servers and range from a 1-way to a 9-way symmetrical
multiprocessor. These servers have a design and cycle time identical to models 110 to 116
and 210 to 216, including a 20-PU MCM, four memory buses, and support up to 64 GB
processor storage (entry storage is 10 GB). Models 1C1 to 1C9 and 2C1 to 2C9 are available
as an option for CUoD, CIU, and CBU requirements, and can be upgraded to a 16-way z900
without a system outage. Customers whose capacity requirements are likely to exceed the
Model 101 to 109 range should consider the 1C1 to 1C9 or 2C1 to 2C9 as alternatives.

z900 Model 100

Model 100 is the standalone Coupling Facility in the z900 family. This model can have up to 9
ICF engines. It is recommended that the z900 CF Model 100 be used in production data
sharing configurations for its improved coupling efficiency.

Customers can upgrade current 9672 R06 models to the z900 Coupling Facility Model 100,
maximizing the coupling efficiency. The z900 CF Model 100 can be upgraded to the z900
general purpose or capacity models.

1.3 System functions and features

The z900 general purpose and capacity models provide high performance and flexibility due
to an improved design and use of technology advances.
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Processor

- 64-bit Architecture

- 20 PUs (max 16 CPs) - Turbo & non-Turbo

- CMOS 8SE or 8S Technology

= Crypto Coprocessors (SCM on board, CMOS 7S)
- MCU on all models

- Capacity Upgrade on Demand

- Capacity BackUp

- Customer Initiated Upgrade

Memory

- 64-bit architecture

- Maximum memory = 64 GB

- Concurrent memory Upgrade

44

- Up to 96 2Gb/s FICON Express Channels:

FC (native), FCV (Bridge) or FCP modes

- Up to 88 Parallel channels (96 on upgrade on RPQ)
- FICON CTC

- CHPID assignment function
- 1/O priority queuing
- Dynamic CHPID management

Open systems
- OSA-2 (FDDI, Token Ring)

- OSA-Express (GbEthernet, ATM, Fast EN, Token Ring)

- HiperSockets

[ ]

- PCICC and PCICA
- FCP for Linux

y i I
Xy, 1o
- 64-bit architecture (43/48-bit I/O addressing in H/W)
B - Up to 256 ESCON channels (16-port ESCON cards)
- Upto 24 x 1GB/s STls Links

Parallel Sysplex

Z Frame

[ ] L]
Coupling Facility model

A Frame ame  _sc3 ICB3,ICB2, IC-3

(fOI’ - System-Managed CF Structure Duplexing
- Intelligent resource Director
featur

Hardware System Structure
- Primary Service Element
- Alternate Service Element
- PSCN 2000

Figure 1-2 z900 functions and features

1.3.1 Processor

MultiChip Module technology

The MultiChip Module (MCM) for the z900 is an approximately 5-inch-square ceramic
substrate (20 PU models) consisting of 101 layers of glass ceramic and six layers of thin film
wired with 1 km of wire. The PU chip is based on CMOS 8SE with copper interconnect and
Silicon-on-insulator (SOI) technologies on turbo models, or CMOS 8S with copper
interconnect technology on non-turbo models.

20-PU MCM

The 20-PU MCM is the technology cornerstone for the z900, from a 1-way up to a full 16-way
server. Combining up to 32 z900s in a Parallel Sysplex, installations can realize up to
512-way processing.

While present installations may employ a conglomerate of multiserver systems, the z900
offers the new paradigm of the Multi-System Server (see Figure 1-3 on page 6). The z900
models offer unparalleled flexibility to the enterprise in speedy deployment of e-business
solutions.
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Figure 1-3 Example of a multisystem server

The MCM on the z900 offers flexibility in enabling spare PUs via the Licensed Internal Code
Configuration Control (LICCC) to be used for a number of different functions. These are:

» A Central Processor (CP)

» An Integrated Facility for Linux (IFL)

» An Internal Coupling Facility (ICF)

» A System Assist Processor (SAP)

The number of CPs and SAPs assigned for particular general purpose models depends on

the configuration. A standard configuration has the standard number of SAPs and a modified
configuration has more than the standard number of SAPs.

The number of spare PUs is dependent on how many CPs, SAPs, ICFs and IFLs are present
in a configuration. All z900 configurations have at least one spare PU.

1.3.2 Memory

6

64-bit addressing

The implementation of the 64-bit z/Architecture eliminates any bottlenecks associated with
lack of addressable memory by making the addressing capability virtually unlimited

(16 exabytes).

Expanded Storage (ES) is still supported under 31-bit architecture. For 64-bit z/Architecture,
ES is supported by z/VM and guest systems running under z/VM. It is not supported by z/OS.

IBM eServer zSeries 900 Technical Guide



Hiperspace services have been re-implemented to use real storage rather than expanded
storage. Although OS/390 Release 10 does not support expanded storage when running
under the new architecture, all of the Hiperspace APls, as well as the Move Page (MVPG)
instruction, continue to operate in a compatible manner. There is no need to change products
that use Hiperspaces.

Up to 64 GB of memory

The z900 continues to employ storage size selection by Licensed Internal Code Configuration
Control introduced on the 9672 G5/G6 processors. Memory cards installed may have more
usable memory than required to fulfill the server order. LICCC will determine how much
memory is used from each card. Memory upgrades within the installed memory cards are
concurrent.

1.3.3 /O connectivity
I/0 cages

The z900 contains an I/O subsystem infrastructure which uses an I/O cage that provides 28
I/O slots, compared to the 9672 G5/G6 style cage with 22 slots. ESCON, FICON, FICON
Express (either in FICON or FCP modes), PCI Cryptographic Coprocessor (PCICC), PCI
Cryptographic Accelerator (PCICA), ISC links and OSA-Express cards plug into the zSeries
I/O cage - FC 2023. The z900 still supplies a Compatibility I1/0O cage - FC 2022, which has 22
slots, to accommodate parallel channels, OSA-2 (FDDI and Token Ring), and ESCON
four-port channel cards. ESCON four-port channel cards are used only in upgrading from a
9672 G5/G6 model. The I/O cards can be hot-plugged in the zSeries I/O cage. Installation of
an 1/0 cage remains a disruptive upgrade, so the Plan Ahead feature remains an important
consideration when ordering a z900 system.

The zSeries 1/0O cage takes advantage of an exclusive IBM packaging technology that
provides a subsystem with approximately seven times higher bandwidth than the previous
G5/G6 1/0O cage. Each general purpose z900 model comes with one zSeries 1/O cage
standard in the A-Frame (the A-Frame also contains the processor CEC cage). The zSeries
I/O cage, using new 16-port ESCON cards, can hold 256 ESCON channels; previous
packaging required three I/O cages to package the same number of channels. For FICON
and FICON Express, the zSeries /0 cage can accommodate up to 16 cards or 32 channels
per cage; with the previous technology, up to 36 channels would require three 1/O cages.
Thus, much denser packaging and higher bandwidth has been achieved.

Both FC 2022 and FC 2023 cages are available on a z900. However, the 1/0 cage in the
A-frame will always be FC 2023. See Figure 1-4 on page 8 for details.

The Z-Frame is an optional I/O Frame and attaches to the A-Frame. The Z-Frame can contain
up to two of the new zSeries 1/O cages, up to two compatibility /0O cages or a mixture of both.
Figure 1-4 shows the layout of the A- and Z-Frames and both types of I/0 cages.
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Figure 1-4 Cage layout and options

24 Self-Timed Interfaces

All 2900 models have 24 Self-Timed Interfaces (STls). An STl is an interface to the Memory
Bus Adaptor (MBA), used to gather and send data. Each of the 24 STIs has a bidirectional
bandwidth of 1 GB/sec.

Up to 256 ESCON channels

ESCON channels are available on the z900 processor via two different ESCON channel
cards. These are:

» The FC 2323 channel card designed for the FC 2023 I/O cage has sixteen ports and is
new for the z900 processors. For this card, up to 15 ports will be used for ESCON
connectivity; the last one is reserved as a spare port.

» The FC 2313, 4-port channel card as used in the 9672 CMOS family (G3, G4, G5, and G6)
of servers.

Up to 88 paraliel channels

The 4-port parallel channel card is the same card used on G5/G6 models and is orderable on
the z900. However, it must plug into a compatibility I/0O cage FC 2022. The 3-port parallel
card, if present during an upgrade from a G5/G6, will be carried forward.

Up to 88 parallel channels can be ordered on a new-build z900 and up to 96 via RPQ
8P2198. This RPQ provides an additional compatibility /O cage (FC 2022) to enable
installation of the extra parallel channel cards. This RPQ is not required if a G5/G6 model with
more than 88 parallel channels is upgraded to a z900.

The z900 models are the last family of zSeries servers offering parallel channels.

Up to 96 FICON/FICON Express channels

In the z900, the number of FICON/FICON Express channels has been increased to 96, each
of which can operate at up to 2 Gbps. Both channel types are available in Long Wave (LX)
and Short Wave (SX), and are installed in a zSeries I/O cage FC 2023 only.

8 IBM eServer zSeries 900 Technical Guide



The FICON/FICON Express LX and SX channel cards have two ports. LX and SX ports are
ordered in increments of two and cannot be intermixed on a single card. The maximum
number of FICON/FICON Express cards is 48, installed in the three 1/O cages.

The FICON Express channel cards can operate in FICON native (FC), FICON Bridge (FCV)
or Fibre Channel Protocol (FCP) modes. The maximum combined FC, FCV, and FCP
channels is 96.

The FICON channel card features are only available for upgrades; FICON Express channel
features are available for new builds and for upgrades.

Up to 96 Fibre Channel Protocol channels

The z900 supports up to 96 FCP channels for Linux. The same two-port FICON or FICON
Express channel card features used for FICON channels are used for FCP channels as well.
FCP channels are enabled on these existing cards as a new mode of operation and new
CHPID definition. FCP is available in long wavelength (LX) and short wavelength (SX)
operation. zSeries supports FCP channels, switches and FCP/SCSI devices with full fabric
connectivity under Linux for zSeries. Support for FCP devices means that zSeries servers will
be capable of attaching to select FCP/SCSI devices and may access these devices from
Linux for zSeries. This expanded attachability means that customers have more choices for
new storage solutions, or may have the ability to use existing storage devices, thus leveraging
existing investments and lowering total cost of ownership for their Linux implementation.

The support for FCP channels is for Linux only. Linux may be the native operating system on
the zSeries server, or it can be in LPAR mode, or operating as a guest under z/VM 4.3 (4.3
only). Note that FCP device support is not available for native z/VM 4.3; rather, z/VM 4.3 acts
as facilitator for the FCP function, allowing it to pass through the z/VM systems direct to the
Linux guest.

The 2 Gb/s capability on the FICON Express channel cards means that up to 2 Gb/s link data
rates are available for FCP channels as well.

FICON CTC function

Native FICON channels support CTC on the z900 and z800. G5 and G6 servers can connect
to a zSeries FICON CTC as well. This FICON CTC connectivity will increase bandwidth
between G5, G6, z900, and z800 systems.

Because the FICON CTC function is included as part of the native FICON (FC) mode of
operation on zSeries, FICON CTC is not limited to intersystem connectivity (as is the case
with ESCON), but will also support multiple device definitions. For example, ESCON channels
that are dedicated as CTC cannot communicate with any other device, whereas native FICON
(FC) channels are not dedicated to CTC only. Native can support both device and CTC mode
definitions concurrently, allowing for greater connectivity flexibility.

FICON support of cascaded directors

Native FICON (FC) channels support FICON cascaded directors. This support is for a two
director, single hop configuration only. This means that a Native FICON (FC) channel or a
FICON CTC can connect a server to a device or other server via two (same vendor) FICON
directors in between. This type of cascaded support is important for disaster recovery and
business continuity solutions because it can provide high availability, extended distance
connectivity, and (particularly with the implementation of 2 Gb/s Inter-Switch Links) has the
potential for fiber infrastructure cost savings by reducing the number of channels for
interconnecting the two sites.
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FICON support of cascaded switches have the added value of ensuring high integrity
connectivity. Transmission data checking, link incidence reporting, and error checking are
integral to the FICON architecture, providing a true enterprise fabric.

Open Systems Adapter 2 (OSA-2)

The S/390 Open Systems Adapter 2 (OSA-2) Fiber Distributed Data Interface (FDDI) and
Token Ring (TR) features are supported on z900. The OSA-2 FDDI feature is available for
new builds and for upgrades, and the OSA-2 TR feature is only available for upgrades. The
OSA-2 features can only be used in an FC 2022 1/O cage.

The OSA-2 features continue to require the S/390 Open Systems Adapter Support Facility
(OSA/SF) when configuring and customizing the features, and updating the supported
software.

OSA-Express Gigabit Ethernet, ATM 155, Fast EN, Token Ring

The S/390 Open Systems Adapter-Express (OSA-Express) features—Gigabit Ethernet, Fast
Ethernet, 155 ATM and Token Ring—have been redesigned in support of the I/O
infrastructure for the z900. The redesigned OSA-Express features require the zSeries I/0O
cage (FC 2023). The OSA-Express feature codes currently available on the S/390 Parallel
Enterprise G5 and G6 servers are different on the z900.

A new, higher performing Gigabit Ethernet feature is implemented in the z900. It has a 64-bit
PCI/66 MHz infrastructure capable of achieving a line speed of 1 Gb/sec. This new design
incorporates two ports in a single 1/O slot. Each port uses one CHPID.

Channel CHPID assignment

The z900 provides customers with the option of remapping the CHPID-to-channel number
assignment. This enables customers to map physical channels on the z900 to any CHPID
numbers. CHPID number reassignment helps customers design and maintain existing 1/O
definitions during system upgrades to a 2900 or within the z900.

1.3.4 Cryptographic coprocessors

10

IBM leads the industry in bringing greater security to e-business with its high availability
CMOS Cryptographic Coprocessors. This feature has earned Federal Information Processing
Standard (FIPS) 140-1 Level 4, the highest certification for commercial security ever awarded
by the U.S. Government. For the 2900, the two Cryptographic Coprocessors Single Chip
Modules (SCMs) have been moved from the MCM to the CPC Cage. The SCMs are plugged
directly into the rear of the CPC backplane. The SCMs are individually serviceable,
minimizing system outages.

The z900 servers can also support a combination of up to eight optional Peripheral
Component Interconnect Cryptographic Coprocessor (PCICC) or up to six PCI Cryptographic
Accelerator (PCICA) features. Each PCICC or PCICA feature contains two cryptographic
coprocessors. This provides the capability to support the high-performance Secure Sockets
Layer (SSL) needs of e-business applications, reaching up to 7000 SSL handshakes per
second.

The combination of the coprocessor types enables applications to invoke industry-standard
cryptographic capabilities—such as DES, Triple DES, or RSA—for scalable e-transaction
security and the flexibility to adopt new standards quickly.
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1.3.5 Parallel Sysplex support

InterSystem Coupling channels

A 4-port ISC-3 card structure is provided on the z900 family of processors. It consists of a
mother card with two daughter cards that have two ports each. Each daughter card is capable
of operating at 1 Gbps in compatibility (sender/receiver) mode or 2 Gbps in peer mode up to
10 km. The mode is selected for each port via CHPID type in the IOCDS.

InterSystem Coupling (ISC-3) channels provide the connectivity required for data sharing
between the coupling facility and the CPCs directly attached to it. ISC-3 channels are
point-to-point connections that require a unique channel definition at each end of the channel.
ISC-3 channels operating in peer mode provide connection between z900 models. ISC-3
channels operating in compatibility mode provide connection between z900 models and ISC
channels on 9672 models.

Integrated Cluster Bus-3

The Integrated Cluster Bus-3 (ICB-3) uses an STI link to perform z900 coupling
communication otherwise performed by ISC links. The connectors are located on the
processor board. The cost of coupling is reduced by using a higher performing but less
complex transport link suitable for the relatively short distances (up to 10 meters) used by
most z900 coupling configurations. ICB-3 is the native connection between z900 servers and
operates at 1 GB/sec. The maximum number of ICB-3s is limited to 16.

Integrated Cluster Bus

The Integrated Cluster Bus (ICB) uses a secondary STI from an STI-H card to perform S/390
coupling communication otherwise performed by ISC links.This compatibility mode ICB
feature is used to attach a 9672 G5/G6 server to a z900 server via an ICB and operates at
333 MB/s. Up to 8 ICBs (16 via an RPQ) are available on the general purpose models and up
to 16 on the z900-100 Coupling Facility model.

Internal Coupling-3

The Internal Coupling-3 (IC-3) channel emulates the peer mode coupling link functions in LIC
between images within a single system. No hardware is required; however, a minimum of two
CHPID numbers must be defined in the IOCDS.

System-managed CF structure duplexing

System-managed Coupling Facility (CF) structure duplexing provides a general purpose,
hardware-assisted, easy-to-exploit mechanism for duplexing CF structure data. This provides
a robust recovery mechanism for failure such as loss of a single structure or CF, or loss of
connectivity to a single CF, through rapid failover to the other structure instance of the duplex
pair.

64-bit Coupling Facility Control Code
The Coupling Facility Control Code (CFCC), CFLEVEL 12 and above, uses 64-bit addressing
for all structure types. This allows addressing capability to structures having more than 2 GB.

1.3.6 Intelligent Resource Director

Exclusive to IBM's z/Architecture is Intelligent Resource Director (IRD), a function that
optimizes processor and channel resource utilization across Logical Partitions (LPARs) based
on workload priorities. IRD combines the strengths of the zZ900 Processor Resource/Systems
Manager (PR/SM) logical partitioning, Parallel Sysplex clustering, z/OS Workload Manager
and Channel Subsystem (CSS).
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Intelligent Resource Director uses the concept of an LPAR cluster, the subset of z/OS
systems in a Parallel Sysplex cluster that are running as LPARs on the same z900 server. In a
Parallel Sysplex environment, Workload Manager directs work to the appropriate resources
based on business policy. With IRD, resources are directed to the priority work. Together,
Parallel Sysplex technology and IRD provide the flexibility and responsiveness to e-business
workloads unrivaled in the industry.

IRD has three functions: LPAR CPU management, dynamic channel path management, and
channel subsystem priority queuing.

LPAR CPU management

Workload Manager (WLM) and PR/SM dynamically adjust the weight and the number of
logical processors within a logical partition and the processor weight based on the WLM
policy. The ability to move the CPU weights across an LPAR cluster provides processing
power to where it is most needed based on WLM goal mode policy.

The z/OS V1 R2 WLM also implements the capability for LPAR weight management of CPs
for non-z/OS logical partitions, running Linux or z/VM operating systems.

Dynamic channel path management

This feature enables customers to have channel paths that dynamically and automatically
move to those I/O devices that have a need for additional bandwidth due to high I/O activity.
The benefits are enhanced by the use of goal mode and clustered LPARs.

Channel subsystem priority queuing

Channel subsystem priority queuing on the z900 allows priority queueing of I/O requests
within the channel subsystem and the specification of relative priority among LPARs. WLM in
goal mode sets priorities for an LPAR and coordinates this activity among clustered LPARs.

1.3.7 Workload License Charge

Workload License Charge (WLC) is a software license charge option available on z900 for the
z/OS operating system and some related products. WLC allows sub-capacity software
charges, which are based on z/OS logical partition utilization rather than in the server’s total
Million Service Units (MSUs) value. The logical partition utilization is based on the rolling
4-hour average utilization value.

WLC sub-capacity implements the software charges independency from the hardware
installed capacity, allowing independent growth of hardware and software. With sub-capacity,
a z900 model upgrade changing the server's MSUs does not affect software charges for
Variable WLC (VWLC) products; software charges on these products are affected by the
logical partition utilization where they run.

1.3.8 Hardware consoles

12

Hardware Management Console and Support Element interface

On z900 servers the Hardware Management Console (HMC) provides the platform and user
interface that can control and monitor the status of the system via the two redundant Support
Elements installed in each z900.

The z900 server implements two fully redundant interfaces, known as the Power Service
Control Network (PSCN), between the two Support Elements and the CPC.

Error detection and automatic switch-over between the two redundant Support Elements
provides enhanced reliability and availability.
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1.4 Concurrent upgrades

The z900 servers have concurrent upgrades capability via the Capacity Upgrade on Demand
(CUoD) function. This function is also used by Customer Initiated Upgrades (ClUs) and by the
Capacity BackUp (CBU) feature implementation.

Capacity Upgrade on Demand

Capacity Upgrade on Demand offers server upgrades via Licensed Internal Code (LIC)
enabling. CUoD can concurrently add processors (CPs, IFLs or ICFs), memory, and channel
cards to an existing configuration, when no hardware changes are required, resulting on an
upgraded server.

Adequate planning is required to exploit this function. Proper MCM type and memory card
sizes must be used, and the Plan Ahead feature with concurrent conditioning enablement is
required to ensure that all required infrastructure is available for I/O upgrades.

Customer Initiated Upgrade

Customer Initiated Upgrades are Web-based solutions for customers ordering and installing
upgrades via the IBM Resource Link and the z900 Remote Support Facility (RSF). A CIU
requires a special contract and registration with IBM. The CIU uses the CUoD function to
allow concurrent upgrades for processors (CPs, IFLs and ICFs) and memory, resulting in an
upgraded server.

As a CUoD, it also requires proper planning with respect to MCM type and memory card
sizes. CIU is not available for /0 upgrades.

Capacity BackUp (CBU)

Capacity BackUp (CBU) is a temporary upgrade for customers who have a requirement for a
robust disaster/recovery solution. It requires a special contract with IBM. CBU can
concurrently add CPs to an existing configuration when another customer’s servers are
experiencing unplanned outages.

The proper number of CBU features, one for each “backup” CP, must be ordered and installed
to restore the required capacity under disaster situations. The CBU activation can be tested
for disaster/recovery procedures validation and testing.

Since this is a temporary upgrade, the original configuration must be restored after a test or
disaster recovery situation.

1.5 64-bit z/Architecture

The zSeries is based on the z/Architecture, which is designed to eliminate bottlenecks
associated with the lack of addressable memory and automatically directs resources to
priority work through Intelligent Resource Director (IRD). The z/Architecture is a 64-bit
superset of the ESA/390 architecture.

z/Architecture is implemented on the z900 to allow full 64-bit real and virtual storage support.
A maximum 64 GB of real storage is available on z900 servers. z900 can have logical
partitions using 31-bit or 64-bit addressability.

The z/Architecture has:

» 64-bit general registers.

» New 64-bit integer instructions.
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Most ESA/390 architecture instructions with 32-bit operands have new 64-bit and 32- to
64-bit analogs.

» New 64-bit branch instructions.

64-bit addressing is supported for both operands and instructions for both real addressing
and virtual addressing.

» 64-bit address generation.

z/Architecture provides 64-bit virtual addressing in an address space, and 64-bit real
addressing.

» 64-bit control registers.

z/Architecture control registers can specify regions, segments, or can force virtual
addresses to be treated as real addresses. The prefix area is expanded from 4K to 8K
bytes.

» New instructions provide quad-word storage consistency.

» The 64-bit I/O architecture allows CCW indirect data addressing to designate data
addresses above 2 GB for both format-0 and format-1 CCWs.

» |IEEE Floating Point architecture adds twelve new instructions for 64-bit integer
conversion.

» The 64-bit SIE architecture allows a z/Architecture server to support both ESA/390 (31-bit)
and z/Architecture (64-bit) guests. Zone Relocation is expanded to 64-bit for LPAR and
z/VM.

» Use of 64-bit operands and general registers for all Cryptographic Coprocessor
instructions and Peripheral Component Interconnect Cryptographic Coprocessors and
Accelerators instructions is added.

The implementation of 64-bit z/Architecture can reduce problems associated with lack of
addressable memory by making the addressing capability virtually unlimited (16 exabytes).

Value Summary

Most of the value of the 64-bit z/Architecture is delivered by the operating system. Additional
exploitation is provided by select zSeries elements (VSAM, and others) and IBM middleware
products. Immediate benefit will be realized by the elimination of the overhead of Central
Storage to Expanded Storage page movement and the relief provided for those constrained
by the 2 GB real storage limit of ESA/390. Application programs will run unmodified on the
z900.

1.6 z900 Support for Linux

Linux and zSeries make a great team. Linux is Linux, regardless of the platform on which it
runs. It is open standards-based, supports rapid application portability, and it can be adapted
to suit changing business needs. That's why it brings access to a very large application
portfolio. zSeries enables massive scalability within a single server. Hundreds of Linux
images can run simultaneously, providing unique server consolidation capabilities and
reducing both cost and complexity.

Of course, no matter which Linux applications are brought to the zSeries platform, they all
benefit from high speed access to the corporate data that typically resides on zSeries.

To enable Linux to run on the S/390 and zSeries platform, IBM has developed and provided a
series of patches. IBM continues to support the open source community.
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Linux for zSeries supports the 64-bit architecture available on zSeries servers. This
architecture eliminates the existing main storage limitation of 2 GB. Linux for zSeries provides
full exploitation of the architecture in both real and virtual modes. Linux for zSeries is based
on the Linux 2.4 kernel. Linux for S/390 is also able to execute on zSeries and S/390 in 32-bit
mode. The two most common modes Linux for zSeries would be run are z/VM or Integrated
Facility for Linux.

1. z/VNM Version 4

z/VM enables large scale horizontal growth of Linux images when using Linux on zSeries.
Only z/VM gives the capability to run tens to hundreds of Linux for zSeries or Linux for
S/390 images. This version of z/VM is priced on a per-engine basis (one-time charge) and
supports the IBM Integrated Facility for Linux (IFL) processor features for Linux-based
workloads and standard engines for all other zSeries and S/390 workloads.

2. Integrated Facility for Linux

This optional feature provides a way to add processing capacity, exclusively for Linux
workload, with no effect on the model designation. IFLs can be used for Linux or for z/VM
operating systems. No z/OS or OS/390 workload will be able to run in this IFL processor.
Consequently, these engines will not affect the IBM S/390 and zSeries software charges
for workload running on the other engines in the system.

Fibre Channel Protocol channels

FICON channels can operate in FCP mode, allowing Linux operating systems running in z900
servers to have access to FCP/SCSI devices. This simplifies migration and server
consolidation on z900 servers, which can access and use currently existing SCSI devices.

1.7 Autonomic Computing

To help customer enterprises deal effectively with complexity, IBM announced Project eLiza
(Autonomic Computing), a blueprint for self-managing systems. The goal is to use technology
to manage technology, creating an intelligent, self-managing IT infrastructure that minimizes
complexity and gives customers the ability to manage environments that are hundreds of
times more complex and more broadly distributed than those that exist today. This enables
increased utilization of technology without the spiraling pressure on critical skills, software,
and service/support costs.

Autonomic Computing (AC) represents a major shift in the way the industry approaches
reliability, availability, and serviceability (RAS). It harnesses the strengths of IBM and its
partners to deliver open, standards-based servers and operating systems that are
self-configuring, self-protecting, self-healing and self-optimizing. AC technology helps ensure
that critical operations continue without interruption and with minimal need for operator
intervention.
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Figure 1-5 Functionality of Autonomic Computing

The goal of AC is to help customers dramatically reduce the cost and complexity of their
e-business infrastructures, and overcome the challenges of systems management. zSeries
plays a major role in AC because of its self-management, self-healing, and self-optimizing
capabilities.

zSeries servers and z/OS provide the ability to configure, connect, extend, operate, and
optimize the computing resources to efficiently meet the “always-on” demands of e-business.
In addition, new virtual Linux servers can be added in just minutes with the zSeries
virtualization technology to respond rapidly to huge increases in user activity.

One of the key functions of z/OS is Intelligent Resource Director, an exclusive IBM technology
that makes the zSeries servers capable of automatically reallocating processing power to a
given application on the fly, based on the workload demands experienced by the system at
that exact moment. This advanced technology, often described as the “living, breathing
server,” allows the z900 and z/OS to provide nearly unlimited capacity and nondisruptive
scalability, according to priorities determined by the customer.
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zSeries 900 system structure

This chapter introduces the IBM @server zSeries 900 system structure, covering details
about processors, memory, and channel subsystem designs.

The most important functions and features are described, along with functional
characteristics, configuration options, and examples.

The objective is to explain how the z900 system works, the main components and their
relationships, from both hardware and usage points of view. This knowledge is an important
requisite for planning purposes; it will enable you to define and implement the configuration
that best fits your requirements.

The following topics are included:

» “Design highlights” on page 18

» “System design” on page 19

» “Modes of operation” on page 29

» “Model configurations” on page 33

> “Memory” on page 48

» “Channel Subsystem” on page 56
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2.1 Design highlights

18

The z900 design is a result of the continuous evolution of the S/390 CMOS since the early
9672 servers were introduced, in 1994. This robust design has been continuously improved,
adding even more capacity, performance, functionality, and connectivity. The z900 servers are
the first servers that implement the z/Architecture.

The main objectives of the z900 system design, which are covered in this chapter and in the
following ones, are:

» To offer a flexible infrastructure to concurrently accommodate a wide range of operating
systems and applications, from the traditional S/390 and zSeries systems to the new world
of Linux and e-business.

» To have state-of-the-art integration capability for server consolidation, offering
virtualization techniques such as:

— Logical partitioning, which allows up to 15 logical servers
— z/VM, which can virtualize hundreds of servers as Virtual Machines

— HiperSockets, which implements virtual LANs between logical and/or virtual servers
within a z900 server

This allows logical and virtual server coexistence and maximizes the system utilization by
sharing hardware resources.

» To have high performance to achieve the outstanding response times required by
e-business applications, based on z900 processor technology, architecture, and high
bandwidth channels, which offer high data rate connectivity.

» To offer the high capacity and scalability required by the most demanding applications,
both from single system and from clustered systems points of view.

» To have the capability of concurrent upgrades for processors, memory, and 1/O
connectivity, avoiding server outages even in such planned situations.

» To implement a system with high availability and reliability, from the redundancy of
critical elements and sparing components of a single system, to the clustering technology
of the Parallel Sysplex environment.

» To have a broad connectivity offering, supporting open standards such as Gigabit
Ethernet (GbE) and Fibre Channel Protocol (FCP) for Small Computer System Interface
(SCSI).

» To provide the highest level of security, offering two standard Cryptographic Coprocessors
and optional PCI Cryptographic Coprocessors and Accelerators for Secure Sockets Layer
(SSL) transactions of e-business applications.

» To be self-managing, adjusting itself on workload changes to achieve the best system
throughput, through the Intelligent Resource Director and the Workload Manager
functions.

» To have a balanced system design, providing large data rate bandwidths for high
performance connectivity along with processor and system capacity.
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2.2 System design

The IBM z900 server's Symmetrical MultiProcessor (SMP) design uses a subsystem
interconnection that is an extension of the IBM 9672 G5/G6 server’s BiNodal Cache
Architecture. This system “nest” structure uses separate connections for address, data, and
to control memory fetches. An Elastic Interface (El) to memory and within memory has been
added for bandwidth.

All 2900 server models have two processor clusters. Each cluster has 6 or 10 Processing
Units (PUs), the Storage Control Element (SCE) with associated cache Level 2, local main
memory and Memory Bus Adapters (MBAs).

The following sections describe the z900 system structure, showing a logical representation
of the data flow from PUs, L2 cache, memory cards, and MBAs, which connect I/O through
Self-Timed Interfaces (STls).

2.2.1 20-PU system structure
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Figure 2-1 20-PU system structure

The z900 20-PU server models (110 to 116, 210 to 216, 1C1 to 1C9, and 2C1 to 2C9) have 2
processor clusters. Each cluster has 10 PUs, 2 MBAs and 2 memory cards, all of them
connected to the System Controller Element (SCE).

The SCE, which incorporates an Integrated System Coherent function, is a central integrated
crossbar switch and shared L2 cache. The SCE consists of:

» One Storage Control (SC) CMOS 8S chip

» Four Storage Data (SD) CMOS 8S chips (4 MB each)

» Dual pipeline processing
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The L2 cache consists of the 4 SD chips, resulting in a 16 MB L2 cache per cluster. The SC
chip controls the access and storing of data in the 4 SD chips. The L2 cache is shared by all
PUs within a cluster; it has a store-in buffer design. The connection to processor storage is
done by 4 high-speed Memory Buses.

Each PU chip has its own 512 KB Cache Level 1 (L1), split into 256 KB for data and 256 KB
for instructions. L1 cache is designed as a store-through cache, meaning that altered data
must also be stored to the next level of memory (L2 cache). The z900 turbo models (210 to
216 and 2C1 to 2C9) use the CMOS 8SE PU chips running at 1.09 ns and the other ones use
the CMOS 8S PU chips running at 1.3 ns.

There are 24 STI buses to transfer data, with a bidirectional bandwidth of 1 GB/s. An STl is an
interface to the Memory Bus Adapter (MBA) and can be used to connect:

» ESCON channels (16 port cards) in an I/O cage.
» FICON channels (FICON or FCP modes, 2 port cards) in an I/O cage.

» OSA-Express (OSA-E Gb Ethernet, Fast Ethernet, High Speed Token Ring, ATM)
channels in an 1/0O cage.

» ISC-3 links (up to 4 coupling links per mother card), via an ISC Mother (ISC-M) card in an
I/O cage.

» Integrated Cluster Buses (ICBs) channels, both ICB (333 MB/s) and ICB-3 (1 GB/s), in an
I/O cage.

ICB (compatibility mode ICB) requires an STI-H card.

» PCI Cryptographic Coprocessors (PCICC) in an I/O cage. Each PCI Cryptographic
Coprocessor feature contains two cryptographic coprocessor daughter cards.

» PCI Cryptographic Accelerator (PCICA) in an 1/O cage. Each PCI Cryptographic
Accelerator feature contains two cryptographic accelerator daughter cards.

» ESCON channels (4 port cards), Parallel channels (3 or 4 port cards) or OSA-2 (FDDI or
Token Ring) cards, via a Fast Internal Bus Buffer (FIBB) and a Channel Adapter (CHA)
card in a compatibility I/0 cage.

This requires an STI-H card.

The 333 MB/s STl links are also available via STI-H multiplexer cards. The maximum total
number of STIs can be up to 20 1 GB/s STls and 16 333 MB/s STIs.

I/O devices pass data to Central Storage through the Memory Bus Adapter. The physical path
from the channel includes the Channel card, the Self-Timed Interconnect bus, the Storage
Control, and the Storage Data chips. See more detailed information about the /O subsystem
in “Channel Subsystem” on page 56.

The z900 20-PU server models have 4 memory cards. Each memory card has a capacity of
4 GB, 8 GB or 16 GB, resulting in up to 64 GB of memory Level 3 (L3).

Storage access is interleaved between the storage cards, which tends to equalize storage
activity across the cards. Also, by separating the address and command from the data bus,
contention is reduced.

A complete 2900 20-PU system has 20 PUs, 32 MB L2 Cache, 4 MBAs, 4 memory cards (up
to 64 GB), 2 CEs, 2 ETRs, and up to 24 1-GB/s STls.
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Dual Cryptographic Coprocessors

All z900 models have a standard Cryptographic Coprocessor Feature (CCF), provided by
dual Cryptographic Coprocessors. The Cryptographic Element (CE) chips use CMOS 7S

technology and, as for PCI Cryptographic Coprocessors and PCI Cryptographic Accelerators,
use 64-bit operands and general registers for all crypto coprocessor instructions.

Different from 9672 G5/G6 servers, the CE chips have been moved from the MultiChip

Module (MCM) to the Single-Chip Modules (SCMs) located on the rear CPC cage. Both CEs
have dual paths to a PU in each cluster in a twin-tailed configuration. This allows continued
crypto operation even if a failed PU connected to a CE is spared. See more information about

sparing in 2.2.6, “Processing Unit sparing” on page 28.

Cryptographic functions are described in Chapter 4, “Cryptography” on page 163.

Dual External Time Reference

The z900 servers implement a dual External Time Reference (ETR). The ETR cards provide
the interface to the IBM Sysplex Timers, which are used for timing synchronization between

systems on a Parallel Sysplex environment.

All zZ900 models have two ETR cards with dual paths to each cluster, allowing continued
operation even if a single ETR card fails. This redundant design also allows concurrent

maintenance.

ETR connections are described in Section 3.8, “External Time Reference” on page 142.

2.2.2 12-PU system structure
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Figure 2-2 12-PU system structure

The z900 12-PU server models, Model 100 and Models 101 to 109, also have two processor

clusters and basically the same system structure as the 20-PU server models, with the

following differences:
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» There are 6 PUs per cluster.

» Each SCE has 2 SD chips, resulting in an 8 MB L2 cache per cluster.
» There are 2 memory buses.

» There are 2 memory cards, resulting in up to 32 GB of memory.

All z900 12-PU server models use the CMOS 8S PU chips running at 1.3 ns.

A complete z900 12-PU system has 12 PUs, 16 MB L2 Cache, 4 MBAs, 2 Memory cards
allowing up to 32 GB, 2 CEs, 2 ETRs, and up to 24 1-GB/s STls.

2.2.3 Processing units

22

One of the most important components of the z900 server is the Processing Unit (PU). This is
where instructions are executed and their related data reside. The instructions and the data
are stored in the PU’s high-speed buffer, called cache Level 1 (L1). As shown later on this
chapter, each PU has two individual processors inside and the instructions are executed twice
in parallel, at the same time, on both internal processors. This dual processor design allows a
simplified error detection process.

Each Processing Unit is contained on one processor chip. All the PUs of a zZ900 server reside
in a MultiChip Module, which is the heart of the system. An MCM can have 12 or 20 PUs,
depending on the model. This approach allows a z900 server to have more PUs than required
for a given initial configuration. This is a key point of the z900 system design and is the
foundation for the scalability of a single system.

All processor chips on a zZ900 model are physically identical, but a PU can have multiple
functions, one at a time. The function that a PU will have is set by the Licensed Internal Code
that is loaded. This is called PU assignment and is always done during a z900 system
initialization time (Power-On-Reset). Unassigned PUs are called spare PUs .

This design brings an outstanding flexibility to the z900 servers, as any processor chip can
assume any PU function. This also has an essential role in zZ900 system availability, as these
PU assignments can be done dynamically, with no server outage, allowing:

» Concurrent upgrades

Except on fully configured models, concurrent upgrades can be done by the LIC, which
assigns a PU function to a previously unassigned (spare) PU. No hardware changes are
required and it can be done via Capacity Upgrade on Demand (CUoD), Customer Initiated
Upgrade (CIU) or Capacity BackUp (CBU).

Concurrent upgrades are described in Chapter 6, “Capacity upgrades” on page 205.

» PU sparing
In the rare case of a PU failure, the failed PU’s function is dynamically and transparently
reassigned to a spare PU. See more details about PU sparing in “Processing Unit sparing”
on page 28.

A PU can be assigned as:

» A Central Processor (CP)
All general purpose and capacity models have at least one CP.

» An Integrated Facility for Linux (IFL)
IFLs are optional features for general purpose and capacity models.

» An Internal Coupling Facility (ICF)
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ICFs are optional features for general purpose models, capacity models, and the
standalone Coupling Facility model. The standalone Coupling Facility model can have only
ICFs and SAPs.

» A System Assist Processor (SAP)

The number of CPs and SAPs assigned for particular general purpose models or capacity
models depends on the configuration. The z900 12-PU MCM models have 2 SAPs as
standard and the 20-PU MCM models have 3 SAPs as standard configurations. A standard
configuration has the standard number of SAPs, a modified configuration has more than the
standard number of SAPs.

The number of spare PUs is dependent on the MCM type and how many CPs, SAPs, IFLs
and ICFs are present in a configuration. A z900 configuration has at least one spare PU.

Central Processors

A Central Processor is a PU that has the z/Architecture and ESA/390 instruction sets. It can
run z/Architecture, ESA/390, Linux, and TPF operating systems. In Logical Partition mode it
can also run the Coupling Facility Control Code (CFCC). See more information about LPARs
in “Logical Partitioning overview” on page 30.

CPs can be used in Basic mode or in LPAR mode. In LPAR mode, CPs can be defined as
dedicated or shared. Reserved CPs can also be defined to a logical partition, to allow for
nondisruptive image upgrades. (See 2.2.4, “Reserved Processors” on page 25 for details.)
The z900 12-PU MCM models can have up to 9 CPs. The z900 20-PU MCM models can have
up to 16 CPs.

All CPs within a configuration are grouped into a CP pool. Any z/Architecture, ESA/390 and
TPF operating systems can run on CPs that were assigned from the CP pool.

Within the capacity of the MCM, CPs can be concurrently added to an existing configuration
via Capacity Upgrade on Demand (CUoD), Customer Initiated Upgrade (CIU) or Capacity
BackUp (CBU). See Chapter 6, “Capacity upgrades” on page 205.

Integrated Facilities for Linux

An Integrated Facility for Linux (IFL) is a PU used to run Linux and z/VM operating systems.
Up to 15 optional orderable IFLs are available, depending on the zZ900 model (see Table 2-3
on page 36 and Table 2-4 on page 37).

The IFL processors can only be used in LPAR mode. IFL processors can be dedicated to a
Linux or a z/VM logical partition, or shared by multiple Linux and/or z/VVM logical partitions
running in the same z900 server.

All IFL processors within a configuration are grouped into the ICF/IFL processor pool. The
ICF/IFL processor pool appears on the hardware console as ICF processors. The number of
ICFs shown there is the sum of IFL and ICF processors present on the system. Except for
z/NVM, no z/Architecture, ESA/390, or TPF operating systems can run using a processor from
the ICF/IFL processor pool.

IFLs do not change the model of the z900 server. Software products licensing charges based
on the CPU model are not affected by the addition of IFLs.

Within the limits of the MCM, IFLs can be concurrently added to an existing configuration via
CUoD and CIU, but IFLs cannot be added via CBU. See Chapter 6, “Capacity upgrades” on
page 205.
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Internal Coupling Facilities

An Internal Coupling Facility (ICF) is a PU used to run the IBM Coupling Facility Control Code
(CFCQC) for Parallel Sysplex environments. Up to 15 optional orderable ICFs are available,
depending on the z900 model (see Table 2-3 on page 36 and Table 2-4 on page 37).

The ICF processors can only be used in LPAR mode, by Coupling Facility logical partitions.
ICF processors can be dedicated to a CF logical partition or shared by multiple CF logical
partitions running in the same z900 server.

All ICF processors within a configuration are grouped into the ICF/IFL processor pool. No
z/Architecture, ESA/390, or TPF operating systems can run using an ICF processor from the
ICF/IFL processor pool. The ICF/IFL processor pool appears on the hardware console as ICF
processors. The number of ICFs shown there is the sum of IFL and ICF processors present
on the system.

Only Coupling Facility Control Code (CFCC) can run on ICF processors; ICFs do not change
the model type of the z900 server. This is important because software product licensing
charges based on the CPU model are not affected by the addition of ICFs.

Within the limits of the installed MCM, ICFs can be concurrently added to an existing
configuration via CUoD and CIU, but ICFs cannot be added via CBU. See Chapter 6,
“Capacity upgrades” on page 205.

Dynamic ICF Expansion

Dynamic ICF Expansion is a function that allows a CF logical partition running on dedicated
ICFs to acquire additional capacity from the LPAR pool of shared CPs or shared ICFs. The

trade-off between using ICF features or CPs in the LPAR shared pool is the exemption from
software license fees for ICFs. Dynamic ICF Expansion is available on any z900 model that
has at least one ICF. Dynamic ICF Expansion requires that the Dynamic CF Dispatching be
turned on (DYNDISP ON).

For more information, see Chapter 5, “Sysplex functions” on page 175.

Dynamic Coupling Facility Dispatching

The Dynamic Coupling Facility Dispatching function has an enhanced dispatching algorithm
that lets you define a backup coupling facility in a logical partition on your system. While this
logical partition is in backup mode, it uses very little processor resource. When the backup CF
becomes active, only the resource necessary to provide coupling is allocated. The CFCC
command DYNDISP controls the Dynamic CF Dispatching (DYNDISP ON enables this
function).

For more information, see Chapter 5, “Sysplex functions” on page 175.

System Assist Processors

A System Assist Processor (SAP) is a PU that runs the channel subsystem Licensed Internal
Code to control I/O operations. One of the SAPs in a configuration is assigned as a Master
SAP, and is used for communications between the MultiChip Module and the Support
Element.

In LPAR mode, all SAPs perform I/O operations for all logical partitions. The z900 12-PU
MCM models have 2 SAPs as standard and the 20-PU MCM models have 3 SAPs as
standard configurations.

Channel cards are assigned across SAPs to balance SAP utilization and improve 1/0
subsystem performance. See 2.6, “Channel Subsystem” on page 56 for more details.

IBM eServer zSeries 900 Technical Guide



A standard SAP configuration provides a very well balanced system for most environments.
However, there are application environments with very high I/O rates (typically some TPF
environments), and in this case additional SAPs can increase the capability of the channel
subsystem to perform I/O operations. Additional SAPs can be added to a configuration by
either ordering optional SAPs or assigning some CPs as SAPs. Orderable SAPs may be
preferred since they do not incur software charges, as when CPs are assigned as SAPs.

In the z900 servers the number of SAPs can be greater than the number of CPs and the
number of used STls. Changing the number of SAPs is disruptive to a 2900 configuration.

Optional additional orderable SAPs

An available option on some general purpose models is additional orderable SAPs. These
additional SAPs increase the capacity of the channel subsystem to perform 1/O operations
without impacting the number of PUs assigned as CPs. Optional orderable SAPs can vary
from 0 for models with no extra PUs to from 1 to 5, depending on the model. All configurations
must have at least one spare PU (see Table 2-3 on page 36 and Table 2-4 on page 37).

Note that z900 Models 109, 116 and 216 have no additional orderable SAP capability.

Optionally assignable SAPs

Depending on the model of the general purpose models, up to five available general purpose
CPs may be optionally assigned as SAPs instead of CPs. This reassignment capability better
balances the resources of the general purpose models for some TPF environments.

No additional action is necessary if you intend to activate a modified server configuration in a
basic operating mode. However, if you intend to activate a modified server configuration with
a modified SAP configuration in logically partitioned (LPAR) mode, a reduction in the number
of CPs available will reduce the number of logical processors you can activate. Activation of a
logical partition will fail if the number of logical processors you attempt to activate exceeds the
number of CPs available. To avoid a logical partition activation failure, you should verify that
the number of logical processors assigned to a logical partition does not exceed the number
of CPs available.

2.2.4 Reserved Processors

In LPAR mode, Reserved Processors can be defined to a logical partition. Reserved
Processors are implemented by the Processor Resource/System Manager (PR/SM) to allow
nondisruptive image upgrades. Reserved processors are like “spare logical processors.”
They can be defined as Shared or Dedicated to CPs, IFLs, or ICFs.

Reserved processors can be dynamically configured online by an operating system that
supports this function, if there are enough physical processors available to satisfy this
request. The previous PR/SM rules regarding logical processor activation remain unchanged.

Reserved Processors also provide the capability of defining to a logical partition more logical
processors than the number of available physical processors in a configuration. This makes it
possible to configure nondisruptively online more logical processors after additional physical
processors have been made available concurrently, via CUoD, CIU or CBU.

Without the Reserved Processors definition, a logical partition processor upgrade is
disruptive, requiring:

a. The partition deactivation.
b. A Logical Processor definition change.
c. The partition activation.
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The maximum number of Reserved Processors (Rmax) that can be defined to a logical
partition depends upon the number of PUs not assigned as SAPs and the number of logical
processors that are being defined:

Rmax <= (number of non-SAP PUs - 1) - (number of defined logical processors)

The number of non-SAP PUs is reduced by 1 because a spare PU must be present in any
configuration.

As an example, consider the z900 Model 105 standard configuration shown on the top in
Figure 2-3.
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Figure 2-3 Reserved Processors and upgrades (step 1)

This 12-PU MCM model has 5 CPs, 2 SAPs and 5 spare PUs. In this case the number of
non-SAP PUs is 12 - 2 = 10. The maximum number of logical processors plus Reserved
Processors is 10 - 1 = 9 (non-SAP PUs minus last spare PU).

The logical partition LP1 is defined on the z900 Model 105 with 4 logical CPs and 5 reserved
CPs (the maximum allowed for this configuration). Suppose there are no activated partitions
with dedicated processors at this time. As the number of activated logical CPs can be up to
the number of physical CPs, the LP1 partition can configure nondisruptively one more CP
online (Figure 2-3, bottom).

With no Reserved Processors this task would require the partition deactivation to define more
logical CPs, thus being disruptive.

Now this z900 Model 105 is concurrently upgraded via CUoD to a Model 107 by assigning
two available spare PUs as CPs (Figure 2-4). After this model update, this z900 server has 7
CPs, but the logical partition LP1 still has only 5 logical CPs.
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Figure 2-4 Reserved Processors and upgrades (step 2)

As LP1 was previously configured with the maximum number of reserved processors, this
logical partition can still be upgraded. If the LP1 partition needs more capacity, it can
configure up to 2 more CPs online, as shown in Figure 2-5, resulting in 7 logical CPs.

Model 107
(Physical View)) CPO | CP1 | CP2 | CP3 CP4 | CP5 | CP6 | Spare |Spare |Spare | SAPO | SAP1
7 CPs
LP1 . . . . .
Logical View) Logical| Logical|Logical| Logical| Logical{ Res Res Res Res
(Log cPo | cP1 | cP2 | cp3 [ cPa | cP i cP i cP | cP
5 CPs
last spare PU
Model 107
(Physical View), CPO | CP1 | CP2 | CP3 | CP4 | CP5 | CP6 | Spare |Spare |Spare | SAPO | SAP1
7 CPs
LP1 Logical|Logical
(Logical View) Logical| Logical| Logical|Logical | Logical| . CP5 CPé6 Res Res
> E cro | cp1 | cp2 | cp3 | cpa }(X cP | cP
. ¢

\/ last spare PU

configure online

Figure 2-5 Reserved Processors and upgrades (step 3)

In this case, there are still two more spare PUs to be used for server upgrades and 2 more
reserved logical CPs to be used for image upgrades.

All steps shown, from first image upgrade, model upgrade, and second image upgrade, were
nondisruptive. See more information about nondisruptive upgrades in 6.5, “Nondisruptive
upgrades” on page 219.
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2.2.5 Processing Unit assighnments

Processing Unit (PU) assignments are made at the Initial Microcode Load (IML) time during a
Power-On-Reset (POR).

» CPs are assigned from the lowest numbered PUs, alternating across the two clusters to
equalize load in each cluster and maximize throughput.

» SAPs are assigned from the highest numbered PUs. Optional SAPs are kept on one
cluster to minimize impact of SAP activity on L2 cache.

» IFLs and ICFs are assigned from the remaining highest numbered PUs, and are kept on
one cluster to minimize impact of IFL/ICF activity on the L2 cache.

» The two PUs associated with the alternate path from each CE are the last to be assigned
as CPs, SAPs, IFLs, or ICFs.

2.2.6 Processing Unit sparing
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Transparent CP/ICF/IFL sparing

All 2900 models introduced will come with at least one spare PU. CP/ICF/IFL sparing is
transparent in all modes of operation and requires no operating system or operator
intervention to invoke a spare CP, ICF or IFL processor. This function is available on all zZ900
servers, including the model 100 which supports sparing for all ICF features (including the
model configured with nine ICF features).

With transparent sparing, the application that was running on the failed processor will be
preserved and will continue processing on a new physical processor (one of the spare PUs),
with no customer intervention required. If there are no spare PUs available, Application
Preservation is invoked.

Application Preservation

Application Preservation is used in the case where a processor fails and there are no spare
PUs available. The state of the failing processor is passed to another active processor where
the operating system uses it and, through the operating system recovery services,
successfully resumes the task—in most cases without customer intervention.

Dynamic SAP sparing/reassignment

Dynamic recovery is provided in case of failure of the System Assist Processor (SAP). In the
event of a SAP failure, if a spare PU is available, in most cases the spare PU will be
dynamically activated as a new SAP. If there is not a spare PU available, and the CPC has
more than one CP, an active CP will be reassigned as a master SAP. In either case, there is
no customer intervention required. This capability eliminates an unplanned outage and
permits a service action, if necessary, to be deferred to a more convenient time.

Sparing rules
The sparing rules for the allocation of CPs, crypto CPs, Master SAP (MSAP), SAPs, ICFs and
IFLs are as follows:

» For crypto CPs, they are spared into their dual path spare PU if available. If the dual path
spare PU is not available, then sparing starts from the highest and continues in
descending order:

a. Spare with the non-crypto PU spares until they are all used.

b. The last resort for sparing, if a non-crypto spare is not available, is to use the other dual
path spare.
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» For general purpose CPs, ICFs and IFLs, non-crypto CP sparing starts from the highest
and continues in descending order:

a. Spare with the non-crypto PU spares until they are all used.
b. Next, spare with CE 1’s dual path.
c. As a last resort, spare with CE 0’s available dual path.

» For SAPs, sparing starts from the top and continues in descending order:

a. Use non-dual path spares until they are all used.
b. If a non-dual path spare is not available, then use:
* The dual path for CE 1
e As last resort, the dual path for CE 0

c. If SAP sparing is not possible and this is a Master SAP (MSAP) (“slave” SAPs are not
reassigned), proceed with MSAP reassignment as follows:

* Highest available PU that is varied off (soft deconfigured)

* Highest available slave SAP

* Highest non-crypto CP not in a dedicated logical partition and in wait state

* Highest non-crypto CP in a dedicated logical partition and in wait state

* Highest available non-crypto CP that is not in a dedicated logical partition and is in
problem state

* Highest available non-crypto CP that is not in a dedicated logical partition and is in
supervisor state

* Highest available non-crypto CP that is in a dedicated logical partition and is in
problem state

* Highest available non-crypto CP that is in a dedicated logical partition and is in
supervisor state

* Highest crypto CP not in a dedicated logical partition and in wait state

* Highest crypto CP in a dedicated logical partition and in wait state

* Highest available crypto CP that is not in a dedicated logical partition and is in
problem state

* Highest available crypto CP that is not in a dedicated logical partition and is in
supervisor state

* Highest available crypto CP that is in a dedicated logical partition and is in problem
state

* Highest available crypto CP that is in a dedicated logical partition and is in
supervisor state

Note: ICFs and IFLs are never used for MSAP reassignment.

2.3 Modes of operation

Figure 2-6 on page 30 shows the z900 modes of operation diagram, which summarizes all
available combinations of CPC modes, image modes, processor types, operating systems,
and architecture modes, that are discussed in this section.

There is no special operating mode for the 64-bit z/Architecture mode, as the architecture
mode is not an attribute of the definable images operating mode.

The 64-bit operating systems are IPLed into 31-bit mode and, optionally, can change to 64-bit
mode during their initialization. It is up to the operating system to take advantage of the
addressing capabilities provided by the architectural mode.

The operating systems supported on z900 servers are shown in Chapter 7, “Software
support” on page 227.
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Figure 2-6 z900 Modes of Operation diagram

All z900 models (except the Model 100) can operate either in Basic Mode or in Logically
Partitioned Mode. The Coupling Facility model 100 can operate only in Logically Partitioned
Mode.

Logical Partitioning overview

Logical Partitioning is a function implemented by the Processor Resource/Systems Manager
(PR/SM), available on all z900 servers.

PR/SM enables z900 servers to be initialized for logically partitioned operation, supporting up
to 15 logical partitions. Each logical partition can run its own operating system image in any
image mode, independently from the other logical partitions. A logical partition can be
activated or deactivated at any time, but a new logical partition can only be added disruptively,
as it requires a Power-On-Reset (POR). Some LPAR functions and facilities may not be
available to all operating systems, as they may require software corequisites.

IFL and ICF processors can only be used in LPAR mode.

Each logical partition has the same resources as a “real” CPC, which are:
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» Processor(s)

Called Logical Processor(s), they can de defined as CPs, IFLs or ICFs. They can be
dedicated to a partition or shared between all partitions. When shared, a processor weight
can be defined to provide the required level of processor resources to a logical partition.
Also, the capping option can be turned on, which prevents a logical partition from
acquiring more than its defined weight, limiting its processor consumption.

For z/OS Workload License Charge (WLC), a logical partition “Defined Capacity” can be
set, enabling the soft capping function. See 7.9, “Workload License Charges” on page 239
for details.

Only Coupling Facility (CF) partitions can have both dedicated and shared logical
processors defined.

The number of defined logical processors can be up to the number of “real” processors
available. However, additional reserved processors can be defined to allow nondisruptive
processor upgrades to a logical partition. The weight and the number of online logical
processors of a logical partition can be dynamically managed by the LPAR CPU
Management function of the Intelligent Resource Director, to achieve the defined goals of
this specific partition and of the overall system.

» Memory

Memory, either Central Storage or Expanded Storage, must be dedicated to a logical
partition. The defined storage(s) must be available during the logical partition activation,
otherwise the activation fails.

Reserved storage can be defined to a logical partition, enabling concurrent memory add to
and removal from a logical partition, using the LPAR Dynamic Storage Reconfiguration.
See “LPAR Dynamic Storage Reconfiguration” on page 56.

» Channels

Channels (other than parallel channels) can be shared between logical partitions, by
including the partition name in the partition list of a Channel Path ID (CHPID). I/O
configurations are done by the 1/0 Configuration Program (IOCP) or the Hardware
Configuration Dialog (HCD). IOCP is available on z/OS, 0S/390, z/VM, VM/ESA, and
VSE/ESA operating systems, and in the z900 hardware console. HCD is available on z/OS
and OS/390 operating systems.

ESCON and FICON channels can be managed by the Dynamic CHPID Management
(DCM) function of the Intelligent Resource Director. DCM enables the system to respond
to ever changing channel requirements by moving channels from lesser used control units
to more heavily used control units as needed.

2.3.1 Basic Mode

In Basic Mode a z900 server can use only CPs and SAPs, because IFL and ICF processors
can only be defined and used in LPAR Mode. In Basic Mode a z900 server can be defined to
operate in one of the following image modes:

» ESA/390 Mode, to run:

— An z/Architecture operating system image, only on CPs.
— An ESA/390 operating system image, only on CPs.
— A Linux operating system image, only on CPs.

» ESA/390 TPF Mode, to run:
— A TPF operating system image, only on CPs.

Table 2-1 shows the required PU types and operating systems for Basic Modes.
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Table 2-1 Basic Mode

Basic Mode PU type Operating Systems

ESA/390 CPs z/Architecture operating systems
ESA/390 operating systems
Linux

ESA/390 TPF CPs TPF

2.3.2 Logically Partitioned Mode

In Logically Partitioned Mode up to 15 logical partitions can be defined on any zZ900 model. A
logical partition can be defined to operate in one of the following image modes:

» ESA/390 mode, to run:

— An z/Architecture operating system image, only on dedicated or shared CPs.
— An ESA/390 operating system image, only on dedicated or shared CPs.
— A Linux operating system image, only on dedicated or shared CPs.

» ESA/390 TPF mode, to run:
— A TPF operating system image, only on dedicated or shared CPs.

» Coupling Facility mode, to run a CF image, by loading the CFCC into this logical partition.
This CF image can run either on:

— Dedicated or shared CPs

— Dedicated or shared ICFs

— Dedicated and shared ICFs

— |ICFs dedicated and CPs shared

» Linux-only mode, to run:

— A Linux operating system image, on:
¢ Dedicated or shared IFLs
e Dedicated or shared CPs

— A z/VM operating system image, on:
* Dedicated or shared IFLs
e Dedicated or shared CPs

Table 2-2 shows all LPAR modes, required PU types and operating systems and which PU
types can be configured to a logical partition image. The available combinations of dedicated
(DED) and shared (SHR) processors are also shown. For all combinations, an image can also
have Reserved Processors defined, allowing nondisruptive image upgrades.

Table 2-2 LPAR Mode and PU usage

LPAR Mode PU type | Operating Systems PUs usage
ESA/390 CPs z/Architecture operating systems | CPs DED or CPs SHR
ESA/390 operating systems
Linux
ESA/390 TPF CPs TPF CPs DED or CPs SHR
Coupling ICFs CFCC ICFs DED or ICFs SHR
Facility and/or or CPs DED or CPs SHR
CPs or ICFs DED and ICFs SHR
or ICFs DED and CPs SHR
Linux Only IFLs or Linux IFLs DED or IFLs SHR
CPs z/NM or CPs DED or CPs SHR
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2.4 Model configurations

The z900 model nomenclature is based on the number of CPs available in each configuration.
So any z900 model designation always indicates how many CPs are presented, but it does
not say how many IFLs or ICFs processors, if any, are installed. The IFLs and ICFs are
optional features of a z900 model.

The z900 models are classified into the following groups:

» General purpose models: 101 to 109, 110 to 116, and 210 to 216

» Capacity models: 1C1 to 1C9 and 2C1 to 2C9

» Coupling Facility model: 100

Basically, the last digits indicate the number of CPs, the C indicates a Capacity model and the
first digit indicates the processor speed.

» Models 1xx are non-turbo models.
» Models 2xx are turbo models.
» Models xCx are capacity models.

The 2900 servers’ Machine Type is 2064. Using the machine type-model structure naming,
the z900 server model 101 is called 2064-101.

There are three possible MCM types:

» The 12-PU MCM with a 1.3 ns cycle time, used for z900 models 100 and 101 to 109

» The non-turbo 20-PU MCM with a 1.3 ns cycle time, used with z900 models 1C1 to 1C9
and 110 to 116

» The turbo 20-PU MCM with a 1.09 ns cycle time, used with models 2C1 to 2C9 and 210 to
216

Concurrent upgrades can only be done within a server model range having the same MCM
type. Processor upgrades (CPs, IFLs, or ICFs) that require an MCM-type replacement are
disruptive.

Table 2-3 on page 36 and Table 2-4 on page 37 show the configuration options for all z900
models. The Capacity models are shown in shaded areas on the tables.

2.4.1 General purpose models

There are twenty-three z900 general purpose models, with from one to sixteen CPs. Except
on the 16-CP models 116 and 216, all other models can have optional IFLs or ICFs (see
Table 2-3 and Table 2-4).

Concurrent upgrades can be done if an MCM-type replacement is not required. So upgrades
on models with no IFL or ICF can be nondisruptive within the following model ranges:

» 101 through 109

» 110 through 116

» 210 through 216

Processor concurrent upgrades require PU spares. If there are IFL or ICF processors on a
configuration, they reduce the number of spare PUs. As an example, consider a z900 model

103. From its 12 PUs, 3 are assigned as CPs and 2 as SAPs, resulting in 7 spare PUs. If a
model 103 configuration now includes 4 IFLs, the number of spares is reduced to 3 PUs. As

Chapter 2. zSeries 900 system structure 33



every z900 model configuration must have at least one spare PU, this model 103 with 4 IFLs
has only 2 PUs left for future concurrent upgrades, which can be CP, IFL, or ICF additions. So,
if more CPs would be required, the maximum concurrent upgrade allowed is up to the model
105, with 5 CPs.

Upgrades from z900 models 101 through 109 cannot be done concurrently to models 110
and above, as this upgrade requires:

The 12-PU MCM replacement to the non-turbo 20-PU MCM
Two additional memory cards

Modular Cooling Unit (MCU) subsystem replacement

One additional Distributed Converter Assembly (DCA)

v

vYyy

Upgrades from z900 models 110 through 116 cannot be done concurrently to models 210
and above, as this upgrade requires the non-turbo 20-PU MCM replacement to the turbo
20-PU MCM.

Upgrades from z900 models 101 through 109 cannot be done concurrently to models 210
and above, as this upgrade requires:

The 12-PU MCM replacement to the turbo 20-PU MCM
Two additional memory cards

Modular Cooling Unit (MCU) subsystem replacement
One additional Distributed Converter Assembly (DCA)

v

vYyy

2900 general purpose models can have CBU features. The number of CBU features available
on each model is shown on Table 2-3 and Table 2-4. The maximum number depends upon
the number of spare PUs available in a configuration. One CBU feature is required for each
“stand-by” CP processor.

More information about CBU is in 6.4, “Capacity BackUp (CBU)” on page 216.

2.4.2 Capacity models

34

There are eighteen z900 Capacity models.

They use a 20-PU MCM, have one to nine CPs, and all can have optional IFLs or ICFs. See
Table 2-3 and Table 2-4.

2900 Capacity models are appropriate choices when needed CBU results in models in which
the sum of CPs, IFLs and ICFs is 10 or more. CBUs can only add CPs, but a zZ900 model with
CBU features can also have IFLs and ICFs.

2900 Capacity models are also indicated for an initial configuration when growth expectations
will result in models having more than 9 processors, including CPs, IFLs, and ICFs.

They are also indicated even on some initial configurations where the required processor
capacity implies a turbo model.

2900 models 1C1 to 1C9 use the non-turbo 20-PU MCM and 4-bus memory required on
models 110 and up.

2900 models 2C1 to 2C9 use the turbo 20-PU MCM and 4-bus memory required on models
210 and up.

Upgrades on models with no IFL or ICF can be nondisruptive within the following model
ranges:

» 1C1 through 116
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» 2C1 through 216

If there are IFLs or ICFs processors in a configuration, the sum of the number of those
processors must be taken into account when planning for concurrent upgrades.

Upgrades from z900 Models 1C1 through 1C9 cannot be done concurrently to Models 2C1
through 2C9 or to Models 210 and above, as this upgrade requires the non-turbo 20-PU MCM
replacement by the turbo 20-PU MCM.

The number of CBU features available on each model is shown on Table 2-3 and Table 2-4.
The maximum number depends upon the number of spare PUs available in a configuration.
One CBU feature is required for each “stand-by” CP.

More information about CBU is in Section 6.4, “Capacity BackUp (CBU)” on page 216.

2.4.3 Coupling Facility model

There is only one z900 Coupling Facility server: the model 100. It can have only ICFs and
SAPs. The z900 Model 100 is designed to run only Control Facility Control Code (CFCC).

It uses the 12-PU MCM and can have up to 9 ICF processors. There is no CBU feature
available on the z900 model 100, as CBU applies only to CPs.
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Table 2-3 z900 non-turbo model configurations

2900 MCM Type CPs | SAPs | SAPs | ICFs IFLs | Spare | CBUs | Memory | Memory | STis
Model Std. Opt. Opt. Opt. PUs Capacity | Buses | 1GB/s
PUs | Cycle (GB)
Time
101 12 1.3 ns 1 2 0-3 ] 0-8 0-8 9-1 0-8 5-32 2 24
102 12 1.3 ns 2 2 0-3 0-7 0-7 8-1 0-7 5-32 2 24
103 12 1.3 ns 3 2 0-3 | 0-6 0-6 7-1 0-6 5-32 2 24
104 12 1.3 ns 4 2 0-3 ] 0-5 0-5 6-1 0-5 5-32 2 24
105 12 1.3 ns 5 2 0-3 0-4 0-4 5-1 0-4 5-32 2 24
106 12 1.3 ns 6 2 0-3 ] 0-3 0-3 4-1 0-3 5-32 2 24
107 12 1.3 ns 7 2 0-2 0-2 0-2 3-1 0-2 5-32 2 24
108 12 1.3 ns 8 2 0-1 0-1 0-1 2-1 0-1 5-32 2 24
109 12 1.3 ns 9 2 0 0 0 1 0 5-32 2 24
1C1 20 1.3 ns 1 3 0-5|10-15]0-151] 16-1 | 0-15 10 - 64 4 24
1C2 20 1.3 ns 2 3 0-5 | 0-14 | 0-14 | 15-1 | 0-14 10 - 64 4 24
1C3 20 1.3 ns 3 3 0-5]10-13 1 0-13 | 14-1 | 0-13 10 - 64 4 24
1C4 20 1.3 ns 4 3 0-5|0-12 | 0-12 | 13-1 | 0-12 10 - 64 4 24
1C5 20 1.3 ns 5 3 0-5 0-11 | 0-11 12-1 | 0- 11 10 - 64 4 24
1C6 20 1.3 ns 6 3 0-5|10-10|0-10| 11-1 | 0-10 10 - 64 4 24
1C7 20 1.3 ns 7 3 0-5 ] 0-9 0-9 | 10-1 | 0-9 10 - 64 4 24
1C8 20 1.3 ns 8 3 0-5 | 0-8 0-8 9-1 0-8 10 - 64 4 24
1C9 20 1.3 ns 9 3 0-5 0-7 0-7 8-1 0-7 10 - 64 4 24
110 20 1.3 ns 10 3 0-5 ] 0-6 0-6 7-1 0-6 10 - 64 4 24
111 20 1.3 ns 11 3 0-5 ] 0-5 0-5 6-1 0-5 10 - 64 4 24
112 20 1.3 ns 12 3 0-4 0-4 0-4 5-1 0-4 10 - 64 4 24
113 20 1.3 ns 13 3 0-3 | 0-3 0-3 4-1 0-3 10 - 64 4 24
114 20 1.3 ns 14 3 0-2 0-2 0-2 3-1 0-2 10 - 64 4 24
115 20 1.3 ns 15 3 0-1 0-1 0-1 2-1 0-1 10 - 64 4 24
116 20 1.3 ns 16 3 0 0 0 1 0 10 - 64 4 24
100 12 1.3 ns 0 2 0 1-9 0 9-1 0 5-32 2 24
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Table 2-4 z900 turbo models configurations

2900 MCM Type CPs | SAPs | SAPs | ICFs IFLs | Spare | CBUs | Memory | Memory | STis
Model Std. Opt. Opt. Opt. PUs Capacity | Buses | 1GB/s
PUs | Cycle (GB)
Time
2C1 20 1.09 ns 1 3 0-5 0-15 [ 0-15|16-1 | 0-15 10 - 64 4 24
2C2 20 1.09 ns 2 3 0-5 0-14 [ 0-14 | 15-1 | 0-14 10 - 64 4 24
2C3 20 1.09 ns 3 3 0-5 0-13 [ 0-13 | 14-1 | 0-13 10 - 64 4 24
2C4 20 1.09 ns 4 3 0-5 0-12 [ 0-12 | 13-1 | 0-12 10 - 64 4 24
2C5 20 1.09 ns 5 3 0-5 0o-11 [ O0-11 | 12-1 | 0O-11 10 - 64 4 24
2C6 20 1.09 ns 6 3 0-5 0-10 [ 0-10 | 11-1 | O-10 10 - 64 4 24
2C7 20 | 1.09ns 7 3 0-5 0-9 0-9 [ 10-1 0-9 10 - 64 4 24
2C8 20 [ 1.09ns 8 3 0-5 0-8 0-8 9-1 0-8 10 - 64 4 24
2C9 20 1.09 ns 9 3 0-5 0-7 0-7 8-1 0-7 10 - 64 4 24
210 20 [(1.09ns] 10 3 0-5 0-6 0-6 7-1 0-6 10 - 64 4 24
211 20 [ 1.09ns | 11 3 0-5 0-5 0-5 6-1 0-5 10 - 64 4 24
212 20 1.09 ns 12 3 0-4 0-4 0-4 5-1 0-4 10 - 64 4 24
213 20 [(1.09ns ] 13 3 0-3 0-3 0-3 4-1 0-3 10 - 64 4 24
214 20 1.09 ns 14 3 0-2 0-2 0-2 3-1 0-2 10 - 64 4 24
215 20 1.09 ns 15 3 0-1 0-1 0-1 2-1 0-1 10 - 64 4 24
216 20 1.09 ns 16 3 0 0 0 1 0 10 - 64 4 24

The following z900 configuration examples use the information on Table 2-3 and Table 2-4:
1. z900 Model 101 configuration:

It uses the 12-PU MCM.

It has 1 CP and 2 SAPs in the standard configuration, resulting in 9 spare PUs.

Up to 3 optional additional SAPs can be ordered, which reduces the number of spare
PUs. This modified configuration also reduces the maximum number of ICFs, IFLs and
CBU features that can be ordered.

From the remaining PUs, up to 8 optional ICFs can be ordered.

From the remaining PUs, up to 8 optional IFLs can be ordered.

The number of spare PUs is the number of the MCM PUs minus the number of CPs,
SAPs, ICFs, and IFLs ordered. The minimum number of spare PUs on any
configuration and model is one.

Up to 8 Capacity BackUp (CBU) features can be ordered in the standard configuration.
Each CBU feature requires a spare PU and the maximum number depends on the
number of additional SAPs, ICFs, and IFL ordered.

Memory can be from 5 GB to 32 GB.

2. z900 Model 210 configuration:

A z900 Model 210 uses the turbo 20-PU MCM and has 10 CPs and 3 SAPs. Upto 6
CBU features can be ordered.

The standard configuration has 7 spare PUs, and it can be upgraded concurrently up to
Model 216.
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— A Model 210 with 2 IFLs has 5 spare PUs, it can be upgraded concurrently up to Model
214 and can have up to 4 CBU features.

3. z900 Model 2C8 configuration:

— A z900 Model 2C8 uses the turbo 20-PU MCM, with 8 CPs and 3 SAPs. This capacity
model can have up to 8 CBU features.

— The standard configuration has 9 spare PUs, and can be upgraded concurrently up to
Model 216.

— A Model 2C8 with 1 ICF has 8 spare PUs, it can be upgraded concurrently up to Model
215 and can have up to 7 CBU features.

Note that the number of spare PUs defines how many CPs, ICFs, and IFLs can be added on
future upgrades. When hardware changes are not required, processor upgrades can be
concurrent via CUoD, CIU or CBU (remember that CBU can only add CPs). Image (logical)
upgrades can be nondisruptive if previously configured with reserved processors. See 6.5,
“Nondisruptive upgrades” on page 219 for details.

Adding more logical partitions to an existing configuration is disruptive, because a Power-On-
Reset must be executed using a new IOCDS having the new partitions added.

2.4.4 Hardware Management Console

All z900 models include a Hardware Management Console (HMC) and two internal Support
Elements (SEs).

On z900 servers the HMC provides the platform and user interface that can control and
monitor the status of the system. The SEs are basically used by IBM service representatives.

More than one HMC can be ordered, providing more flexibility and additional points of control.
The HMC can also provide a single point of control and single system image for a number of
CPCs configured to it.

The internal SEs for each CPC are attached by local area network (LAN) to the HMC, and
allow the HMC to monitor the CPC by providing status information. Each internal SE provides
the HMC with operator controls for its associated CPC, so you can target operations in
parallel to multiple or all CPCs, or to a single CPC.

The second SE, called Alternate SE, is standard on all zZ900 models and serves as a back-up
to the primary SE. Error detection and automatic switch-over between the two redundant SEs
provides enhanced reliability and availability. There are also two fully redundant interfaces,
known as the Power Service Control Network (PSCN), between the two SEs and the CPC.

See more details about the HMC and SEs on Appendix B, “Hardware Management Console
and Support Element” on page 251.

2.4.5 Frames

38

The z900 frames are enclosures built to Electronic Industry Association (EIA) standards. The
2900 servers can have up to three frames, depending on the channel configuration and the
battery backup option.

All 2900 servers have one A Frame and optionally one Z Frame and/or one B Frame
(Figure 2-7). The A and Z frames contain two cage positions (top and bottom).

IBM eServer zSeries 900 Technical Guide



M Central Process
/O Cages Complex (CPC)

N | B Ceee

I li

——|

Y
\ Ny

= T Internal Battery
|:| |:| I:l I:l Feature (IBF)

Z Frame A Frame B Frame

Figure 2-7 Frames

A frame
The A frame contains the CPC cage on the top, with its Modular Cooling Units (MCUs), and
one I/O cage on the bottom.

The I/O cage of the A frame is the zSeries I/O cage Feature Code 2023 (FC 2023), which can
house any channel cards except parallel channel cards, ESCON 4-port channel cards, and
OSA-2 cards. It can have up to 256 ESCON channels or up to 32 FICON channels.

Z frame

The optional Z frame is attached to the A frame and contains up to two I/O cages, one at the
top and one on the bottom. The Z frame is included on a z900 server when the A frame I/O
cage is not enough to hold all channel cards required by the I/O configuration.

The Z frame’s I/O cages can be either zSeries I/0O cages (FC 2023) or compatibility 1/0 cages
(FC 2022), in any mix. The compatibility 1/0 cage FC 2022 can house only parallel channel
cards, ESCON 4-port channel cards, and OSA-2 cards.

Table 2-5 shows the possible combinations of the zSeries (FC 2023) and compatibility (FC
2022) 1/O cage positions in the Z frame.

Table 2-5 Z frame I/O cages positions

Z frame top Z frame bottom
FC 2023 -

- FC 2022

FC 2022 FC 2022

FC 2023 FC 2022

FC 2023 FC 2023
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B frame

The optional B frame is attached to the A frame and contains the Internal Battery Features
(IBFs). The B frame can house up to 6 IBFs and can only be shipped with a new A frame.

Internal Battery Feature

The optional Internal Battery Feature provides the function of a local uninterruptible power
source. The IBF further enhances the robustness of the IBM CMOS power design, increasing
Power Line Disturbance immunity.

It provides battery power to preserve processor data in case of a loss of power on both of the
AC supplies from the utility company. The IBF can hold power briefly over a “brownout” or for
orderly shutdown in case of a longer outage. This is especially useful for the nonvolatility of
production Coupling Facilities.

The IBF provides up to 20 minutes of full power or up to 2 hours of hold-up in Power Save
mode for the z900 standalone Coupling Facility model. IBFs can also be used on general
purpose or capacity models which have coupling facility logical partitions.

Currently, IBFs can only be ordered during an initial configuration. They cannot be installed
on an existing z900 server as an upgrade.

Power save state and Power Save mode for Coupling Facilities

Power save state is available on z900 servers to preserve coupling facility storage across a
utility power failure. Power save state allows coupling facility structures to be saved intact.
This simplifies the subsystem recovery and restart activity that would have been require had
the structures been lost. Power save state requires an installed and operational
uninterruptible power source.

You must set the condition by which the coupling facility determines its volatility status.
Software subsystems with structures defined in the coupling facility can monitor this status.
The Coupling Facility Control Code (CFCC) MODE command is used to set the volatility.

The MODE POWERSAVE (the default) determines the volatility status of the coupling facility
based on whether or not:

» A Logical Uninterruptible Power Supply (LUPS), such as the IBF, is installed.

» The LUPS has batteries that are online and charged.

If a LUPS is installed and its batteries are online and charged, CFCC sets its status to
nonvolatile. If either condition is not met, coupling facility volatility status is volatile.

The IBFs operate in conjunction with an external LUPS to provide additional hold-up if
required.

2.4.6 CPC cage

40

The base Central Processor Complex (CPC) cage consists of specialized modules and cards
that provide central processor, storage, channel, voltage and power control resources, and
Sysplex Timer attachment capability.

The CPC cage is located at the top position of the z900 A frame, above the I/O cage and
below the Modular Cooling Units (MCUs), as shown in Figure 2-8.
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Figure 2-8 Central Processor Complex cage

The CPC cage contains:

>

>

'S

The MultiChip Module on the front.

Memory cards: 2 cards are used in the 2-bus models, and 4 cards are used in the 4-bus
models (2 on the front and 2 on the rear).

Two Cryptographic Element (CE) chips, moved from the MCM to the Single-Chip Modules
(SCMs) mounted on the rear CPC cage, eliminating the need to change the MCM in the
event of a CE chip failure. The SCMs are individually replaceable.

Two External Time Reference/Oscillator (ETR/OSC) half high cards, plugged in the rear.
This redundant design allows continued operation and concurrent maintenance in the
case of an ETR card failure.

STI (1 GB/s) links: 24 are available, of which 16 plug directly to the board in the rear of the
CPC, while 8 are plugged on cards (CAP/STI and STI-H or STI-G) in the front of the CPC.

Distributed Converter Assemblies (DCAs): up to three, located in the rear of the cage
(2-bus models utilize the first two DCA positions and 4-bus models utilize all three DCA
positions). The DCA cards provide the required voltages for the processor cage. The N+1
power supply design means that there is one more DCA card supplied than required to
deliver the processor cage power. If one DCA should fail, the power requirement for the
cage module would be provided by the remaining DCA. The DCAs are concurrently
maintainable, meaning that the card can be changed without taking the system down.
Cryptographic battery units are mounted on the front plate of DCAs in positions 1 and 2.

Special hardware for cooling: evaporator, desiccant container, cartridge heaters.

The Power and Service Control Network (PSCN) features redundant cage controllers for logic
and power control. This design enables nondisruptive service to the controllers.
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Modular Cooling Unit

The Modular Cooling Units (MCUSs) are the main components of the z900 servers’
refrigeration system. There are two MCUs mounted above the CPC to provide N+1 cooling for
the MCM. MCUs are made up of three subsystems:

» The Modular Refrigeration Unit (MRU)
» The Motor Scroll Assembly (MSA)
» The Motor Drive Assembly (MDA)

In addition to the MCUs, the refrigeration subsystem has an evaporator, a dry air subsystem,
and board heater cartridges, all located on the CPC cage.

The MCUs utilize a closed-loop liquid cooling subsystem and incorporate an N+1 design
point, enabling concurrent maintenance. One MCU may be serviced concurrently while the
system is running. MCU sensors detect the installation site’s air temperature and humidity
and adjust the server interior environment accordingly.

There are two MCU types, one for the 12-PU MCM servers, and another for the 20-PU MCM
servers. Both non-turbo and turbo 20-PU MCMs use the same MCU type. Upgrades from a
12-PU MCM to any 20-PU MCM z900 model require that the MCUs be replaced.

2.4.7 MultiChip Module design

The z900 MultiChip Module (MCM) is the world’s densest logic package (Figure 2-9). The
20-PU MCM contains 35 chips (30 are CMOS 8SE technology on turbo models or CMOS 8S
technology on non-turbo models) and the 12-PU MCM has 23 chips (18 are CMOS 8S). This
127 x 127 mm ceramic substrate consists of 101 layers of glass ceramic and 6 layers of thin
film wired with 1 km of wire. It has more than 2.5 billion transistors, copper interconnects and
4224 pins.

o m )
SD5 soi i i
]|
i i i H
[N SRR TN SR RR T
]sm[ SD3
N TR SRTES SEOREAT [
]snsl sD2
A E SD4 SDo
L

BT

MultiChip Module (MCM)
(127 x 127 mm)

H

SEHIEE:
IEmEa
pEEE
mEzzEes
ElazilgelE

<Tmo=zmZ

e 35 chips on 20-PU MCMs
e 23 chips on 12-PU MCM

e 2.5 billion transistors

e 101 glass ceramic layers

CPC Cage - front view e 6 thin film layers
® 4224 pins

— =10 >=-T>0
_—|0')\\Q)>O

o -<§\O§I‘I‘I§

w

Figure 2-9 MultiChip Module
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The MCM includes up to 20 PUs, the System Controller Element (SCE), four Memory Bus

Adapters (MBAs), and the system clock. The 20-PU SCE’s Cache Level 2 (L2) size is 32 MB

and consists of 234 million transistors incorporated in a binodal design.

The Cryptographic Coprocessor chips, called Cryptographic Elements (CEs), are not
mounted on the MCM. They are designed as Single-Chip Modules (SCMs) mounted on the
rear CPC cage and individually serviceable. This eliminates the need for changing the MCM
in the event of a CE chip failure.

The MCM plugs into a board that in turn is part of the CPC cage. All z900 MCMs are cooled
by IBM’s Modular Cooling Units (MCUs).

Figure 2-10 shows the 20-PU MCM and its 35 chips:

» 20 PU CMOS 8S chips on non-turbo models
20 PU CMOS 8SE chips on turbo models
» 2 Storage Control (SC) CMOS 8S chips
» 8 Storage Data (SD) CMOS 8S chips (4 MB each)
» 4 Memory Bus Adapter (MBA) chips
» 1 Clock chip
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Figure 2-10 20-PU MultiChip Module
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2.4.8 PU design

The z900 servers utilize two types of PU chips:

» CMOS 8S (0.18 micron) with Copper Interconnect technology running at 769 MHz,
resulting in a cycle time of 1.3 nanoseconds.

» CMOS 8SE (0.18 micron) with Copper Interconnect and Silicon-On-Insulator (SOI)
technologies running at 917 MHz, resulting in a cycle time of 1.09 nanoseconds.

Each PU chip is 17.9 x 9.9 mm and has 47 million transistors (Figure 2-12).

The z900 turbo models (2C1 to 2C9 and 210 to 216) use the CMOS 8SE chips, and the z900
non-turbo models (100, 101 to 116 and 1C1 to 1C9) use the CMOS 8S chips.

The 64-bit z/Architecture is supported by 139 new opcodes, 16x64-bit General Purpose
Registers (GPRs), and translation. It also has 34 new opcodes for the ESA/390 architecture.
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Processing Unit (PU) Chip
(17.9 x 9.9 mm)

e CMOS 8S on Standard Models
e Copper Interconnect Technology
e Cycle time = 1.3 ns

o CMOS 8SE on Turbo Models
e Copper and SOI Technologies

LLLLLEDEL) e Cycle time = 1.09 ns
o 47 million transistors
MultiChip Module (MCM) * 512 KB L1 cache:

e Data = 256 KB
o Instructions = 256 KB

Figure 2-12 Processing Unit

Each PU has a 512 KB on-chip Cache Level 1 (L1), which is now split into a 256 KB L1 cache
for instructions and a 256 KB L1 cache for data, providing greater bandwidth.

Decimal performance improvements have been made through a 64-bit versus a 32-bit adder
along with hardware BCD Divide. Non-destructive 64-bit shifts have been designed to
increase performance.

Dual processor design

The z900 servers use the same dual processor design (Figure 2-13) introduced on 9672 G6
servers.
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Figure 2-13 Dual processor design

Each PU has a dual processor and each processor has its own Instruction Unit (I-Unit) and
Execution Unit (E-Unit), which includes the Floating Point function. The instructions are
executed in parallel on each processor and compared after processing.

This design simplifies error detection during instruction execution, saving additional circuits
and extra logic required to do this checking. The z900 servers also contain error checking
circuits for data flow parity checking, address path parity checking and L1 cache parity
checking.

Compression Unit on a chip

In the G5/G6 servers, hardware compression was made by microcode. The z900 PUs have a
new unit, the Compression Unit, on the chip. This new implementation provides better
hardware compression performance, allowing 2 to 3 times fewer cycles than the G6 servers.

Processor Branch History Table (BHT)

The Branch History Table (BHT) implementation on processors has a key performance
improvement effect. It was part of the IBM ES/9000 9021 design and its first CMOS
implementation was on 9672 G5 servers.

For 9672 G6 servers the hardware algorithm was further enhanced for very tight loops. On
2900 servers the BHT is 4 times larger than on G6 servers, having 4 entries of 2 KB each.
The z900’s BHT is multiported and has significant branch performance benefits. BHT allows
each CP to take instruction branches based on a stored BHT, which improves processing
times for calculation routines. Using a 100-iteration calculation routine as an example
(Figure 2-14), hardware preprocesses branch incorrectly 99 times without the BHT. With BHT,
it preprocesses branch correctly 98 times.

46 IBM eServer zSeries 900 Technical Guide



Without BHT: With BHT:

Hardware branch

/ guess OK

Hardware branch
guess not OK
99 of 100 times

/ | Hardware branch guess OK

Hardware branch
guess OK

98 of 100 times

X: Guess Path el 4
o -1 Guess Path
¢~ | Actual Path Actual Path

Figure 2-14 Branch History Table (BHT)

» Without BHT, the processor:

— Makes an incorrect branch guess the first time through the loop, at the second branch
point in the example.

— Preprocesses instructions for the guessed branch path.

— Starts preprocessing a new path if branch not equal to guess.

— Repeats this 98 more times until the last time when the guess matches the actual
branch taken.

» With BHT, the processor:

— Makes an incorrect branch guess the first time through the loop, at the second branch
point in the example.

— Preprocesses instructions for the guessed branch path.

— Starts preprocessing a new path if branch not equal to guess.

— Updates the BHT to indicate the last branch action taken at this address.

— The next 98 times the branch path comes from the BHT.

— The last time the guess is wrong.

The key point is that, with the BHT, the table is updated to indicate the last branch action
taken at branch addresses. Using the BHT, if a hardware branch at an address matches a
BHT entry, the branch direction is taken from the BHT. Therefore, in the diagram the branches
are correct for the remainder of the loop through the program routine, except for the last one.

IEEE Floating Point

The inclusion of the IEEE Standard for Floating Point Arithmetic (IEEE 754-1985) in S/390
was made to further enhance the value of this platform for this type of calculation.

The 9672 G5 and G6 servers have 121 new floating-point instructions over prior S/390 CMOS
models (Hex Floating Point had 54 instructions). Based on a new RXE format with 48-bit
instruction, 16 new floating-point registers (compared to the present 4 registers on S/390
models) and a new floating-point register, the IEEE implementation is on the CP chip, with
better function and flexibility.

On 2900 servers, the IEEE Floating Point Arithmetic implementation has added 12 new
instructions for 64-bit integer conversion.
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The key point is that new Java and C/C++ applications require IEEE Floating Point and this
hardware implementation improves their performance for:

» Java floating-point operations

Former support was provided by software emulation. This new hardware enablement
optimizes performance while remaining compliant with the Java specification for
floating-point support.

» C/C++ programs

They are recompiled to allow usage of the additional floating-point registers.

2.5 Memory
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As in the PU and MCM designs, the z900 memory design also provides great flexibility and
high availability, allowing:

» Concurrent Memory upgrades (except when physically installed capacity is reached)

The z900 servers may have more physically installed memory than the initial available
capacity. Memory upgrades within the physically installed capacity can be done
concurrently by the Licensed Internal Code and no hardware changes are required.
Concurrent memory upgrades can be done via Capacity Upgrade on Demand or
Customer Initiated Upgrade. Note that memory upgrades cannot be done via Capacity
BackUp. See more details about concurrent upgrades in 6.1, “Concurrent upgrades” on
page 206.

» Dynamic Memory sparing

Memory cards are equipped with spare memory chips. During normal operations, the
system monitors and records accumulation of failing bits in memory chips that are
corrected by Error Correction Code (ECC). Before a failure threshold is reached that could
result in an uncorrectable error, the system invokes a spare memory chip in place of the
one with the accumulated failing bits. The z900 servers have enhanced the Dynamic
Memory sparing with up to 16 times more chips available for sparing. This dramatically
increases redundancy and virtually eliminates the need to replace a memory card due to a
DRAM failure.

» Partial Memory Restart

In the rare event of a memory card failure, Partial Memory Restart enables the system to
be restarted with half of the original memory. Processing can be resumed until a
replacement memory card is installed.

Memory error checking and correction code detects and corrects single bit errors, using the
Error Correction Code (ECC). Also, because of the memory structure design, errors due to a
single memory chip failure are corrected.

Storage background scrubbing provides continuous monitoring of storage for the correction of
detected faults before the storage is used.

The memory storage protect key design was enhanced by adding a third key array to each
memory card, improving the level of redundancy from 2 to 3. The Cache Level 1 (L1) delete
was also enhanced.

The memory cards use the latest fast 64 Mb Synchronous DRAMSs. Storage Access is
interleaved between the storage cards and this tends to equalize storage activity across the
cards. Also, by separating the address and command from the data bus, contention is
reduced.
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2.5.1 Memory configurations

The memory cards are located in the front and rear of the CPC cage, close to the MCM. A
2900 server can have up to four memory cards, as shown in Figure 2-15.

Memory Cards
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Figure 2-15 Memory cards

All the 20-PU MCM z900 servers have four memory buses and four memory cards, two in the
front and two in the rear of the CPC cage. The 12-PU MCM models have two memory buses
and two memory cards, one in the front and the other in the rear of the CPC cage.

Table 2-6 shows the number of memory buses, memory cards and the memory capacity
range of the z900 models.

Table 2-6 z900 models and memory cards

2900 Model MCM Memory Memory Memory Capacity
Buses Cards Range

100, 101 to 109 12-PU 2 2 5GBto 32 GB

110 to 116, 1C1 to 1C9 20-PU 4 4 10 GB to 64 GB

210 to 216, 2C1 to 2C9 Turbo 20-PU | 4 4 10 GB to 64 GB

Each memory card can have 4 GB, 8 GB or 16 GB of capacity. All memory cards installed in a
server must have the same capacity. The total capacity installed may have more usable
memory than required for a configuration and Licensed Internal Code Configuration Control
(LIC-CC) will determine how much memory is used from each card. The sum of the LIC-CC
provided memory from each card is the amount available for use in the system.

Table 2-7 shows the storage granularity and the memory cards used on the z900 servers. The
2-bus models can have up to 32 GB, using 2 memory cards of 16 GB each. The 4-bus models
can have up to 64 GB by using 4 memory cards of 16 GB each.
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Table 2-7 Storage capacity and memory cards

Storage capacity options Storage capacity options
(2-bus models) (4-bus models)
Available | Physical cards Physical Available Physical cards Physical
capacity capacity capacity capacity
5GB 2x4GB 8 GB 10 GB 4x4GB 16 GB
6 GB 2x4GB 8 GB 12 GB 4x4GB 16 GB
7 GB 2x4GB 8 GB 14 GB 4x4GB 16 GB
8 GB 2x4 GB 8 GB 16 GB 4x4GB 16 GB
10 GB 2x8GB 16 GB 18 GB 4x8GB 32 GB
12 GB 2x8GB 16 GB 20GB 4x8GB 32 GB
14 GB 2x8GB 16 GB 24 GB 4x8GB 32 GB
16 GB 2x8GB 16 GB 28 GB 4x8GB 32 GB
18 GB 2x 16 GB 32 GB 32GB 4x8GB 32GB
20GB 2x 16 GB 32 GB 40 GB 4x 16 GB 64 GB
24 GB 2x 16 GB 32 GB 48 GB 4x 16 GB 64 GB
28 GB 2x 16 GB 32 GB 56 GB 4x 16 GB 64 GB
32GB 2x 16 GB 32 GB 64 GB 4x 16 GB 64 GB

The memory capacity boundaries represented in the shaded areas on Table 2-7 are dictated
by the physical card capacities. These boundaries are 8 GB, 16 GB and 32 GB for the 2-bus
models, and 16 GB, 32 GB and 64 GB for the 4-bus models. Memory upgrades that do not
cross a boundary can be done concurrently, as they do not require hardware changes.

Concurrent memory upgrades can only be done for systems in LPAR mode and if the storage
granularity does not change (see Table 2-9 on page 55). As a result, concurrent memory
upgrades are allowed within the following ranges:

» 5GBto8GB

10 GB to 16 GB
18 GB to 32 GB
» 40 GBto 64 GB

v

v

Capacity Upgrade on Demand (CUoD) for memory can be used to order more memory than
needed on the initial model but that is required on the target model. See 6.1, “Concurrent
upgrades” on page 206.

Processor memory, even though physically the same, can be configured as both Central
storage and Expanded storage.

Central storage

Central storage (CS) consists of main storage, addressable by programs, and storage not
directly addressable by programs. Non-addressable storage includes the Hardware System
Area (HSA). Central storage provides:

— Data storage and retrieval for the PUs and I/O.
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— Communication with PUs and 1/O.
— Communication with and control of optional expanded storage.
— Error checking and correction.

Central storage is shared by all processors, but cannot be shared between images. Any
system image, in Basic or in LPAR mode, must have a central storage size defined. This
defined central storage is allocated exclusively for the image during the image activation time.

The amount of central storage of a CPC can range from 256 MB to 64 GB using
z/Architecture, or 256 MB to 2 GB using ESA/390 architecture.

Any image type can have more than 2 GB defined as central storage, but 31-bit operating
systems cannot use central storage above 2 GB (see “Storage operations” on page 52 for
more details).

Expanded storage (ES)

Expanded storage (ES) can optionally be defined on z900 servers, except the standalone
Coupling Facility Model 100. Expanded storage is physically a section of processor storage. It
is controlled by the operating system and transfers 4 KB pages to and from central storage.

Except for z/VM, z/Architecture operating systems do not use expanded storage. As they
operate in 64-bit addressing mode, they can have all the required storage capacity allocated
as central storage. z/VM is an exception since, even operating in 64-bit mode, it can have
guest virtual machines running in 31-bit addressing mode, which can use expanded storage.

It is not possible to define expanded storage to a Coupling Facility image. Any other image
type can have expanded storage defined, even if this image will run a 64-bit operating
systems and will not use it.

In Basic mode, expanded storage is configured at Power-On-Reset. The maximum expanded
storage is equal to the available processor storage capacity minus the configured central
storage.

In LPAR mode, central storage is placed into a single storage pool called “LPAR Single
Storage Pool”, which can be dynamically converted to expanded storage and back to central
storage as needed.

LPAR single storage pool

In LPAR mode, storage is not split into central storage and expanded storage at
Power-On-Reset time. Rather, the storage is placed into a single central storage pool that is
dynamically assigned to ES and back to CS as needed.

Logical partitions are still defined to have CS and optional ES as before. Activation of logical
partitions, as well as dynamic storage reconfigurations, will cause LPAR to convert the
storage to the type needed. The Storage Assignment function of a Reset Profile in LPAR
mode just shows the total “Installed Storage” and the “Customer Storage,” which is the total
installed storage minus the Hardware System Area (HSA).

Activation of logical partitions as well as dynamic storage reconfigurations will cause LPAR to
convert the storage to the type needed (ES to CS or CS to ES). This does not require a POR
anymore. No new software support is required to take advantage of this function.
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Hiperspaces on z/Architecture mode

Hiperspace services have been re-implemented to use central storage rather than expanded
storage. All of the Hiperspace APls, as well as the Move Page (MVPG) instruction, continue
to operate in a compatible manner. There is no need to change products that use
Hiperspaces.

Hardware System Area

The Hardware System Area (HSA) is a non-addressable storage area that contains the CPC
Licensed Internal Code and configuration-dependent control blocks. The HSA size varies
according to:

» Power-On-Reset mode of the CPC.

» Number of installed processors.

» Size and complexity of the system I/O configuration.

» The expansion percentage used for dynamic I/O configuration.

For planning purposes, you can assume the following HSA maximum sizes:
— Basic mode: 144 MB.
— LPAR mode and memory <= 32 GB: 288 MB.
— LPAR mode and memory > 32 GB: 384 MB.

The z900’s HSA can have up to 63K subchannels per logical partition and up to 512K
subchannels in total.

2.5.2 Storage operations
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In the z900 servers, memory can be assigned as a combination of central storage and
expanded storage, supporting up to 15 logical partitions in LPAR mode.

Before one can activate a logical partition, central storage (and optional expanded storage)
must be defined to the logical partition. In LPAR mode, all installed storage can be configured
as central storage. Each individual logical partition can be defined to a maximum of 2 GB (in
ESA/390 architecture mode) or the current maximum 64 GB (in z/Architecture mode) of
central storage.

In LPAR mode, central storage can be dynamically assigned to expanded storage and back to
central storage as needed, without a Power-On-Reset (POR). See “LPAR single storage pool”
on page 51.

Memory cannot be shared between system images. When a logical partition is activated, the
storage resources are allocated in contiguous blocks. You can dynamically reallocate storage
resources for z/Architecture and ESA/390 Architecture mode logical partitions running
operating systems that support Dynamic Storage Reconfiguration (DSR). See “LPAR
Dynamic Storage Reconfiguration” on page 56.

Operating systems running under z/VM can exploit the z/VM capability of implementing virtual
memory to guest virtual machines. The z/VM dedicated real storage can be “shared”
between guest operating systems’ memories.

Figure 2-16 shows the zZ900 modes and memory diagram, which summarizes all image
modes, with their processor types and the Central Storage (CS) and Expanded Storage (ES)
definitions allowed for each mode.
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2900 CPC Image Definable Central Storage (CS)
Modes Modes and Expanded Storage (ES)

ESA/390—— ESA/390 Mode ——— > CS<=64GB

Mode * CPs only ES = Yes
ESA/390 TPF ESA/390 TPF Mode —— CS<=64GB
Mode e CPs only ES = Yes

Logically
Partitioned ——— Coupling Facility Mode — CS < =64 GB
Mode  ICFs and/or CPs ES=No

Linux Only Mode —— CS<=64 GB
o [FLs orCPs ES =Yes

Figure 2-16 Modes and memory diagram

Table 2-8 shows the 2900 storage allocation and usage possibilities, which depend upon the
image and architecture modes.

Table 2-8 Storage definition and usage possibilities

Image mode Architecture mode | Maximum central storage Expanded storage
(addressability) - -
Architecture 2900 2900 Operating
definition | definable | system usage
ESA/390 z/Architecture (64-bit) | 16 EB 64 GB yes only by zZNM
ESA/390 (31-bit) 2GB 64 GB yes yes
ESA/390 TPF ESA/390 (31-bit) 2GB 64 GB yes yes
Coupling Facility | CFCC (64-bit) 16 EB 64 GB no no
Linux Only z/Architecture (64-bit) | 16 EB 64 GB yes only by zZNM
ESA/390 (31-bit) 2GB 64 GB yes yes

Remember that either a z/Architecture mode or an ESA/390 architecture mode operating
system can run in an ESA/390 mode on a z900. Any ESA/390 image, in Basic mode or in
LPAR mode, can be configured with more than 2 GB of central storage and can have
expanded storage. These options allow you to configure more storage resources than the
operating system is capable of addressing.

ESA/390 mode

In ESA/390 mode, storage addressing can be 31 or 64 bits, depending on the operating
system architecture and the operating system configuration.
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An ESA/390 mode image is always initiated in 31-bit addressing mode. During its
initialization, a z/Architecture operating system can change it to 64-bit addressing mode and
operate in the z/Architecture mode.

Some z/Architecture operating systems, like z/OS, will always change this addressing mode
and operate in 64-bit mode. However, other z/Architecture operating systems, like the z/VM
and the OS/390 Version 2 Release 10, can be configured to change to 64-bit mode or to stay
in 31-bit mode and operate in the ESA/390 architecture mode.

z/Architecture mode

In z/Architecture mode, storage addressing is 64 bits, allowing for an addressing range of up
to 16 exabytes (16 EB). The 64-bit architecture allows a maximum of 16 EB to be used as
central storage. However, the current z900 implementation limit is 64 GB of storage.

Expanded storage can also be configured to an image running an operating system in
z/Architecture mode. However, only z/VM is able to use expanded storage. Any other
operating system running in z/Architecture mode (like a z/OS or a Linux for zSeries image)
will not address the configured expanded storage. This expanded storage remains
configured to this image and is unused.

ESA/390 architecture mode

In ESA/390 architecture mode, storage addressing is 31 bits, allowing for an addressing
range of up to 2 GB. A maximum of 2 GB can be used for central storage. Since the processor
storage can be configured as central and expanded storage, processor storage above 2 GB
may be configured and used as expanded storage. In addition, this mode permits the use of
either 24-bit or 31-bit addressing, under program control, and permits existing application
programs to run with existing control programs.

However, as an ESA/390 mode image can be defined with up to 64 GB of central storage, the
central storage above 2 GB will not be used but remains configured to this image.

ESA/390 TPF mode
In ESA/390 TPF mode, storage addressing follows the ESA/390 architecture mode, to run the
TPF/ESA operating system in the 31-bit addressing mode.

Coupling Facility mode

In Coupling Facility mode, storage addressing is 64 bits for a Coupling Facility image running
CFLEVEL 12 or above, allowing for an addressing range up to 16 EB. However, the current
z900 implementation limit for storage is 64 GB.

Expanded storage cannot be defined for a Coupling Facility image.

Only IBM’s Coupling Facility Control Code can run in Coupling Facility mode.

Linux Only mode

In Linux Only mode, storage addressing can be 31 or 64 bits, depending on the operating
system architecture and the operating system configuration, exactly in the same way as in the
ESA/390 mode.

However, only Linux and z/VM operating systems can run in Linux Only mode.
Linux for zSeries uses 64-bit addressing and operates in the z/Architecture mode.

Linux for S/390 uses 31-bit addressing and operates in the ESA/390 Architecture mode.
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z/VM operates as in the ESA/390 mode: it can be configured to use 64-bit addressing and
operate in the z/Architecture mode or to use 31-bit addressing and operate in the ESA/390
architecture mode.

2.5.3 Reserved storage

Reserved storage can optionally be defined to a logical partition allowing a nondisruptive
image memory upgrade on this partition. Reserved storage can be defined to both central
and expanded storage, and to any image mode except the Coupling Facility mode.

A logical partition must define an amount of central storage and optionally (if not a Coupling
Facility image) an amount of expanded storage. Both central and expanded storages can
have two storage sizes defined: an Initial value and a Reserved value.

The Initial storage size is the one allocated to the partition when it is activated.

The Reserved storage is an additional storage capacity beyond its initial storage size that a
logical partition can receive dynamically. The reserved storage sizes defined to a logical
partition do not have to be available when the partition is activated. They are just pre-defined
storage sizes to allow a storage increase from the logical partition point of view.

Without the reserved storage definition, a logical partition storage upgrade is disruptive,
requiring:

— Partition deactivation

— Aninitial storage size definition change

— Partition activation

The additional storage capacity to a logical partition upgrade can come from:

— Any unused available storage

— Another partition which can release some storage

— A concurrent CPC memory upgrade
A concurrent logical partition storage upgrade uses Dynamic Storage Reconfiguration (DSR)
and the operating system must use the Reconfigurable Storage Units (RSUs) definition to be

able to add or remove storage units. Currently, only z/OS and OS/390 operating systems have
this support.

2.5.4 LPAR storage granularity

Storage granularity for CS and ES in LPAR mode varies as a function of the total installed
storage, as shown on Table 2-9.

This information is required for Logical Partition Image setup and for z/OS and OS/390
Reconfigurable Storage Units definition.

Table 2-9 LPAR storage granularity

Total installed storage Partition storage granularity (CS and ES)
5GB <=S<=8GB 16 MB
8GB < S<=16GB 32 MB
16 GB< S<=32GB 64 MB
32GB < S<=64GB 128 MB
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2.5.5 LPAR Dynamic Storage Reconfiguration

Dynamic Storage Reconfiguration (DSR) on z900 servers allows an operating system running
in a logical partition to add nondisruptively its reserved storage amount to its configuration, if
any unused storage exists. This unused storage can be obtained when another logical
partition releases some storage, or when a concurrent memory upgrade takes place.

With enhanced DSR, the unused storage does not have to be continuous.

When an operating system running in a logical partition assigns a storage increment to its
configuration, LPAR will check if there are any free storage increments and will dynamically
bring the storage online.

LPAR will dynamically take offline a storage increment and will make it available to other
partitions when an operating system running in a logical partition releases a storage
increment.

2.6 Channel Subsystem
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The z900 Channel Subsystem (CSS) design provides great flexibility, and high availability and
performance, allowing:

» High bandwidth

The z900 CSS can handle up to 24 GB/s, which is three times the 9672 G6 server’s
bandwidth. Individual channels can have up to 2 Gb/s data rates.

» Wide connectivity

A 2900 server can be connected to an extensive range of interfaces, using protocols such
as Fibre Channel Protocol (FCP) for Small Computer System Interface (SCSI), Gigabit
Ethernet (GbE), Fast Ethernet (FENET), Asynchronous Transfer Mode (ATM) and High
Speed Token Ring, along with FICON, ESCON, parallel and coupling links channels.

» Concurrent channel upgrades

It is possible to concurrently add channels to a z900 server provided there are unused
channel positions in an 1/O cage. Additional I/O cages can be previously installed on an
initial configuration, via CUoD, to provide greater capacity for concurrent upgrades. This
capability may help eliminate an outage to upgrade the channel configuration. See more
information about concurrent upgrades in 6.1, “Concurrent upgrades” on page 206.

» Dynamic I/O configuration

Dynamic 1/O configuration enhances system availability by supporting the dynamic
addition, removal, or modification of channel paths, control units, I/O devices, and 1/O
configuration definitions to both hardware and software (if it has this support) without
requiring a planned outage. Dynamic I/O configuration is not available on the coupling
facility model.

» ESCON port sparing and upgrading

The ESCON 16-port I/O card includes one unused port dedicated for sparing in the event
of a port failure on that card. Other unused ports are available for growth of ESCON
channels without requiring new hardware, enabling concurrent upgrades via Licensed
Internal Code.
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» Partial 1/0 Restart

In the rare event of a Memory Bus Adapter failure, the system can be restarted to run with
only the 1/0O connections associated with the failed MBA deconfigured. This capability
enables the system to run partially degraded until the part is replaced, restoring full
capacity.

2.6.1 Channel Subsystem overview

Each z900 server has its own Channel Subsystem. The z900 CSS provides the server’s
communications to the outside world via channels. The CSS also provides “virtual”
communication between logical partitions within a same server.

The channels in the CSS permit transfer of data between main storage and 1/O devices or
other servers under the control of a channel program. The channels act independent of other
operations being performed by the server’s processors. The processors are free to resume
other operations after initiating an 1/0 operation.

The data and instructions stored in central storage, the memory Level 3 (L3) located in the
memory cards, reach the shared cache Level 2 (L2) on processor clusters via memory buses
(Figure 2-17). The 20-PU MCMs have four memory cards and four memory buses. Each
processor within a cluster has its own cache Level 1 (L1), where the instructions are
executed, and it is connected to the processor cluster’s L2 shared cache. Each cache L2 is
connected to two MBAs, which connect I/O through Self Timed Interfaces.

CPC Cage
CP/IFL HSA SAP IC Link (ICP)
SSCH Uow Channel Hipersocket (1QD)
selection PCICC (n/a)
MCM . 1 : . =y PCICA (n/a)
MBA MBA MBA MBA
HH 1 Copnp O BT SRS
IEnEEn fnpnnl iinnn BUNNNNE 4xCAPSTIports
/ | | 4 x STI-G ports
STI-H STI-H
STI [ [
cables i I Secondary STis

zSeries 1/0 Cage (FC 2023
ge ( ) Compatibility 1/0 Cage (FC 2022)

28 1/0
Slots

L0
Channel Cards

ESCON-16, OSA-E, ISC-3, FICON,
FICON Express, PCICC, PCICA

CNC, CVC, CTC, CBY, FC, FCV,
FCP, CFP, CFS, CFR, OSD, OSE

22 1/0
Slots

v

v
ICB-3 ICB

CBP,CBS,CBR 11— [

Channel Cards
Parallel, ESCON-4,
OSA-2 FDDI, OSA-2 TR

BL, BY, CNC, CVC,
CTC, CBY, OSA, OSE

Figure 2-17 Channel Subsystem overview

STls are bidirectional buses to transfer data between memory and channels, with a
bandwidth of 1 GB/s. There are 24 STls, six on each MBA, resulting in up to 24 GB/s of data
transfer capability for the z900 CSS.
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The z900 server’s CSS supports communications to:
» Other servers or devices, like disk and tape, using the following channel types:

— Parallel channels

— ESCON channels

— FICON or FICON Express channels
FICON or FICON Express channels can operate in FICON native (FC), FICON Bridge
(FCV) or Fibre Channel Protocol (FCP) modes.

» Local Area Networks, using the following channel types:

— Open Systems Adapter Express (OSA-E)
OSA-E channels can operate with Gigabit Ethernet, Fast Ethernet, Asynchronous
Transfer Mode, or High Speed Token Ring LANSs.

— Open Systems Adapter 2 (OSA-2)
OSA-2 channels can operate with Fiber Distributed Data Interface or Token Ring LANSs.

» Other zSeries or S/390 servers in a Parallel Sysplex environment, using the following
channel types:

— Integrated Cluster Bus links to connect to S/390 servers in compatibility mode
— Integrated Cluster Bus 3 links to connect to zSeries servers in peer mode
— InterSystem Coupling links

» PCI Cryptographic Coprocessors and the PCI Cryptographic Accelerators cards, which
are installed at a zSeries 1/0 cage’s 1/O slot.

» “Virtual” connections within a same z900 server, using:

— HiperSockets (iQDIO) channels, for virtual LANs using TCP/IP
— Internal Coupling (IC-3) channels, for coupling links in peer mode

The z900 CSS supports a mix of these channels, up to 256 channels in total.

Subchannels

The channel facility required to perform an I/O operation is called a subchannel. Each
subchannel is assigned to an Unit Control Word (UCW) control block.

The I/O Configuration Data Set (IOCDS) that is selected when the system is initialized defines
the channel paths on the CPC, the control units attached to the channel paths, and the I/O
devices assigned to the control units. The IOCDS is created using the Input/Output
Configuration Program (IOCP) and it is stored on the Support Element (SE) hard disk
associated with a CPC.

At system initialization, the IOCDS information is used to build the necessary UCW control
blocks in the Hardware System Area of central storage. HSA is not available for program use.

A 2900 server can have up to 63k subchannels in Basic mode or per image in LPAR mode,
and up to 512k subchannels in total within the HSA.

2.6.2 Channel Subsystem operations
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The z900 CSS handles all the system I/O operations. The CSS controls communication
between a configured channel and the control unit and device.

There are the following types of 1/0O operations:

» Channel Command Word (CCW) based I/O operations

Parallel, ESCON, FICON, OSA-2 and OSA-E (defined as OSE) channels use CCW-based
I/O operations as defined by the z/Architecture and ESA/390 architecture.
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» Queued Direct /0O (QDIO) operations

The OSA-Express Gigabit Ethernet, Fast Ethernet, High Speed Token Ring, and
Asynchronous Transfer Mode channel adapters (defined as OSD), and HiperSockets
(iQDIO), use the QDIO architecture for networking operations.

» Message operations
The Coupling Facility channels (ISC-3, ICB-3, ICB and IC-3) perform 1/O operations

according to the Message architecture. The CSS of the z900 standalone coupling facility

model can only perform Message operations.
» “Security” operations

The channel instructions used by the PCI Cryptographic Coprocessor (PICCC) and PCI

Cryptographic Accelerator (PICCA) operations.

Table 2-10 shows the channel types, channel instructions, and channel definitions
relationships.

Table 2-10 Channel types, instructions and definitions

Channels Channel Channel types Channel definitions
instructions
ESCON CNC, CTC, CVC, CBY
FICON FCV, FC, FCP
FICON Express FCV, FC, FCP
Parallel BL, BY
CCW-based SSCH OSA-2 TR OSA
OSA-2 FDDI OSA
OSA-E FEN OSE
OSA-E ATM OSE
OSA-ETR OSE
OSA-E GbE OsD
OSA-E FEN OSD
( QN[)eI‘g‘f"igg‘%) SIGA OSA-E ATM 0SD
OSA-ETR OSD
HiperSockets IQD
ISC-3 (Peer Mode) CFP
ISC-3 (Compatibility Mode) CFS, CFR
Coupling Channels SMSG ICB-3 (Compatibility Mode) | CBP
(Message)
ICB (Peer Mode) CBS, CBR
IC-3 (Peer Mode) ICP
PCICC (no definition)
Others Securty PCICA (no definition)
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The logical flow of an 1/O operation is illustrated in Figure 2-18 on page 61, using a
CCW-based I/O operation as an example.

A CCW-based I/O operation is always initiated by a CP or an IFL. The operating system
issues a Start Subchannel (SSCH) instruction to pass the 1/0 request to the z900 Channel
Subsystem. The I/O request is placed in the supporting I/O subchannel, using an Unit Control
Word. UCWs are stored in the Hardware System Area of central storage and are moved to a
channel subsystem during execution of an 1/0 operation.

One of the System Assist Processors, a processing unit running specialized Licensed Internal
Code, is informed that there is an I/O request. The SAP then selects one of the defined
channels that have an online path to the device to execute the operation. A path rotation
algorithm is used to optimize access to multipath control units like disks and tapes.

The SAP passes the 1/O request to the selected channel, via the MBA and STI which is
connect to the channel card. The selected channel determines if it is able to start the request
and if so, proceeds to address the required device over the attached channel path. Data
transfer either takes place from main storage to 1/O (write operation) or from 1/O to main
storage (read operation).

When the I/O operation is completed at the device level, the SAP is solicited to present
ending status to the CP or IFL on behalf of the channel.

All control communications between SAP and channels, and all data exchanges between
main storage and channels, use the z900 CSS structure:

» Memory Bus Adapter

» MBA Self Timed Interface ports
» Self Timed Interface cables

» For zSeries I/0O cage (FC 2023):

— Self Timed Interface - Multiplexer (STI-M) card
— I/O cage internal wiring
— Channel cards

» For Compatibility I/O cage (FC 2022):

— Self Timed Interface - Multiplexer (STI-H) card
— Fast Interface Buffer (FIB) cards

— I/O cage internal wiring

— Channel Adapter (CHA) cards

— Channel cards

2.6.3 Channel Subsystem structure
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The 2900 CSS can have up to 256 channels and 256 Channel Path IDs (CHPIDs). A channel
path is a single interface between a processor and one or more control units along which
signals and data can be sent to perform I/O requests. A CHPID is a value assigned to each
channel path of the system that uniquely identifies that path to the system.

A channel path is assigned to a port on a channel card (see Figure 2-18, from bottom to top).
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Figure 2-18 Channel Subsystem structure
The channel cards (CHANS) are installed in I/O cage slots.

On a zSeries 1/0O cage (FC2023), channel cards are connected to STI-Multiplexer (STI-M)
cards. Each STI-M card is connected to an STI from an MBA in the CPC cage, and creates
four secondary STI links. There are up to seven STI-M cards (one per I/O domain) on a
zSeries I/O cage. Each STI-M card can have up to four channel cards, resulting in up to 28
channel cards per zSeries /0 cage, the same number of the cage’s 1/O slots.

On a compatibility I/O cage (FC 2022), channel cards are connected to Channel Adapter
(CHA) cards. CHA cards are connected to STI-H cards via Fast Internal Bus Buffer (FIBB)
cards. Each STI-H card is connected to a STI from a MBA in the CPC cage, and creates four
secondary STI links. There are up to three FIBB cards (one per I/O domain) on a compatibility
I/O cage. Each FIBB card can have up to two CHA cards, and each CHA card can have up to
four channel cards, resulting in up to 24 channel cards per compatibility /0 cage. A
compatibility I/O cage has 22 1/O slots.

Integrated Cluster Bus (ICB) connections to another servers use STl links.

ICB-3 links are used to connect a z900 server to another z900 server, via 1 GB/s STl links
from a MBA of the CPC cage’s board.

ICBs are compatibility links used to connect a z900 server to a 9672 server, via 333 MB/s
secondary STI links from an STI-H card. The STI-H card is connected to an STI from a MBA
in the CPC cage, and creates four secondary STI links.

There are four MBAs in the z900 models (two per cluster). There are six STI ports per MBA,
allowing one z900 to have 24 STIs.
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Table 2-11 shows the relationship between MBA numbers and cluster numbers.

Table 2-11 MBA number to cluster number relationship

Cluster number 0 1

2.6.4 Self T

MBA number

In order to get maximum 1/O performance and availability, I/O cards should be equally
distributed over STIs, MBAs, and clusters. Channel paths defined to multipath devices should
also be equally distributed, when possible.

An understanding of the z900 CSS structure can help you to plan for maximum I/O availability
and performance.

imed Interfaces

All z900 server models have 24 Self Timed Interfaces (STIs). Although 24 STls are provided,
there can be up to 36 physical STI /inks.

The z900 servers have increased the CPC board STI bus speed, from the 333 MB/s
full-duplex as used on 9672 servers, to 1 GB/s full-duplex.

Ports for the STI links are packaged either on the CPC board, STI extender cards (CAP/STI
or STI-G), or STI multiplexer (STI-H) cards, as shown in Figure 2-19.

CPC CAGE

1GB/Sec
STI

>eC

Compatibility I/0 CAGE

Parallel

STI
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|

-FDDI
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\

1GB/Sec
STI

333 MB/Sec
STI

Figure 2-19 STls and I/O cages connections
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CPC board STI ports

The 1 GB/s STI links are used to connect all the I/O features in the zSeries 1/0O cages (FC
2023) and for the ICB-3 connections to other z900 servers. There are 16 ports at the back of
the CPC board available for the 1 GB/s STI links. These ports support a cable length of 10
meters.

CAP/STI card STI ports

There are four 1 GB/s STl links available from STI extender cards called CAP/STI cards. The
STl links from the CAP/STI cards only connect to the I/O cage and support a cable length of 4
meters. Two CAP/STI cards are installed at locations 04 and 18. Each card provides two
additional 1 GB/s STl links, resulting in four STI links.

STI-G card STI ports

There are up to four half-high extender cards called STI-Gs that can be plugged into slot
locations 01 and 03, up to two cards per slot. Each half-high STI-G extender card supports
one 1 GB/s STI link with a cable length of 4 meters, resulting in up to four STI links.

Because of restricted cable lengths for CAP/STI and STI-G, these STl links cannot be used
for Internal Cluster Bus-3 (ICB-3) attachments to other z900 servers.

The STI-G cards can be installed or replaced concurrently.

STI-H card STI ports (up to 16 secondary STI links)

Connectivity to the compatibility I/O cage (FC 2022) or Integrated Cluster Bus (ICB) is via STI
multiplexer cards called STI-H, to provide the lower speed (333 MB/s) STl links. The STI-H
multiplexer cards are half high and can be mixed with STI-G extender cards in CPC slot
locations 01 and 03.

Up to two cards can be plugged on each CPC slot, resulting in up to four STI-H cards. Each
STI-H multiplexer uses one of the system CPC board STls (1 GB/s) and provides four
secondary STI links (333 MB/s), resulting in up to 16 secondary STI links.

The secondary STI links from one of the STI-H cards must all be used either for ICB
connections or for attachment to a compatibility 1/0 cage. A mix of connections between ICB
and the compatibility 1/0 cage for one card is not allowed.

The I/O features supported by the multiplexer cards include ICB connections to 9672 G5/G6
and STI connections to I/O features supported on the optional compatibility I/O cage
(FC 2022).

The STI-H cards can be installed or replaced concurrently. However, additional consideration
is necessary when the STI-H is connected to an FIBB card, as FIBB cards cannot be
removed concurrently.

STI-M cards

For each zSeries I/0 cage domain, the MBA-to-channel card connectivity is achieved using
an STI-M card and a 1 GB/s STl cable. These half-high STI-M cards plug into specific slots
(5, 14, 23, and 28) in the zSeries 1/0 cage. Physical slot locations 5, 14, and 23 house two
half-high STI-M cards, while slot 23 has only one half-high card plugged in the top.

STI-M takes the 1 GB/s link, either from CAP/STI or STI-G extender cards located in the CPC
cage, or directly from the back of the CPC board.
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STI-M creates four secondary STI links, which are connected to the I/O cards through the FC
2023 cage board. The speed of the secondary link is determined by the feature card it is
attached to. The speeds are either 333 MB/s for FICON, FICON Express, ESCON-16,
OSA-E, PCICC and PCICA, or 500 MB/s for ISC-3.

Depending on the number of 1/O slots plugged into the cage, there may be from one to seven
STI-M cards plugged into a zSeries I/0 cage FC 2023.

The STI-M card can be installed or replaced concurrently.

2.6.5 1/0 cages
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The z900 servers can have up to three 1/0 cages to house the required channel cards. There
are two types of I/O cages:

» The zSeries I/O cage (FC 2023). Up to three zSeries 1/O cages can be installed on a z900.
The A frame always has one in the bottom and the Z frame can house up to two zSeries
I/O cage.

» The compatibility I/O cage (FC 2022). Up to two compatibility /O cages can be installed
on a z900 (the second one is the RPQ 8P2198). They are installed in the Z frame. The
standalone Coupling Facility model 100 cannot have a compatibility /O cage (FC 2022).

Table 2-12 shows the possible combinations of the zSeries (FC 2023) and compatibility (FC
2022) 1/0 cages positions in the A and Z frames.

Table 2-12 I/O cages positions

Number of Number of A frame Z frame Z frame
frames 1/O cages bottom top bottom

1 1 FC 2023

2 2 FC 2023 FC 2023

2 2 FC 2023 - FC 2022
2 3 FC 2023 FC 2022 FC 2022
2 3 FC 2023 FC 2023 FC 2022
2 3 FC 2023 FC 2023 FC 2023

Figure 2-19 on page 62 shows the connections between I/O cages and the CPC cage. The
zSeries I/0 cages use 1 GB/s STl links and the compatibility /O cages use 333 MB/s STI
links.

zSeries 1/O cage

The zSeries 1/0 cage (FC 2023) can house up to seven I/O domains. Each I/O domain is
made up of up to four I/O slots, making a total of 28 1/O slots per cage (see Figure 2-20). If
one /O domain is fully populated with ESCON-16 cards (15 available ports and one spare per
card), up to 60 (4 x 15) ESCON channels can be installed and used.

IBM eServer zSeries 900 Technical Guide



Rear of I/O Domain 6 I/O Domain 5 I/O Domain 4
I/0 cage I/O Slots I/O Slots I/O Slots
29-30-31-32 20-22-25-27 19-21-24-26
[1gB-sTl|;, |[1GB-STI|
36 35 34 33 32 31 30 29 k28 27 26 25 24 \23/ 22 21 20 19
L] \r
D1 D S S
C C [ty frygLrfr]r]l
AN AN AN A R A A A
/| 1 |o|o|lojo|ulololo|lo|m|o|o|0O]|O
C C
C C |G|G|G|G|c|F|E|F|E|e|FI|E|F|E
2 1 F
D e
o ———-Boad _—___———
Lol e SEole ool oSt
717 T AVARANARANENAN T AV
Oo|lofo]0 M OolojofOo|lO|O|O]|0O M O|0|0O|O
AlB|A|B|s|A|B|A[B|C|D|C|D|lC|D|C|D
ALY [
1 2 3 4 (SW 6 7 8 9 10 11 12 13(14) 15 16 17 18
T [icB-sT|' '[1GB-STI| [1cB-sTl|' '[1GB-STI|
|/O Domain O I/O Domain 1 /O Domain 2 I/O Domain 3
Frontof  |/O Slots I/O Slots I/O Slots I/O Slots
I/O cage  1-3-6-8 2-4-7-9 10-12-15-17 11-13-16-18

Figure 2-20 zSeries I/O cage (FC 2023)

The following 1/O feature ports are supported in the zSeries 1/0 cage:

Up to 256 ESCON
Up to 32 ISC-3

Up to 24 OSA-Express
Up to 16 PCICC
Up to 12 PCICA

vVvyvyvyYyy

Up to 32 FICON or FICON Express (FICON or FCP modes)

Any combination of FICON, FICON Express, OSA-E, PCICC and PCICA cannot exceed 32.

Each I/0 domain is connected to the CPC via a Self Timed Interface-Multiplexer (STI-M) card
and a 1 GB/s STI cable. Seven STI-M cards and STI cables are needed to support a full I/O

cage.

Table 2-13 shows the 1/O slots to I/O domains relationships.

Table 2-13 1I/O domains and I/O slots relationships

Domain 1/0 slots in domain
0 01, 03, 06, 08
1 02, 04, 07, 09
2 10, 12,15, 17
3 11,13, 16, 18

Chapter 2. zSeries 900 system structure

65



66

Domain I/0 slots in domain

4 19, 21, 24, 26
5 20, 21, 25, 27
6 29, 30, 31, 32

In addition, two Distributed Converter Assembly-Cage Controller (DCA-CC) cards and a
Power Sequence Control 24 V (PSC24V) plug into the cage.

Compatibility I/0 cage
The compatibility I/O cage (FC 2022) supports only the following 1/O attachments from the
9672 G5 and G6 general purpose models:

ESCON channels 4-port (FC 2313) on upgrades from 9672 G5/G6 to z900 only
Parallel channels 4-port (FC 2304)

Parallel channels 3-port (FC 2303) on upgrades from 9672 G5/G6 to z900 only
OSA-2 FDDI (FC 5202) and Token Ring (FC 5201)

v

vYyy

All other 9672 I/O feature cards are not supported on the compatibility I/O cage FC 2022.
They are feature code exchanged with the corresponding 1/O features supported on the
zSeries 1/0 cage FC 2023 on upgrades to z900 models.

CC-EXT |35
1 DCA/CC1 34
2 1/0 33
3 DCA/CC2 32 /0 D;)main
STH- 333MB/Sec * | CHA 31
- —1 5
6
7
8 .
I/O Domain
9
0
10
11
STI- 333MB/Sec "
STI- 333MB/Sec {5
14 I/O Domain
15 1
16
17

Figure 2-21  Compatibility I/O cage (FC 2022)

The Fast Internal Bus Buffer (FIBB) cards in locations 12, 13, and 05 connect to STl links
(333 MB/s) from the CPC cage. The FIBB and Channel Driver (CHA) cards connect through
the cage board to the 1/O card slots forming an 1/O domain.

The FIBB or attached STI-H card and CHA cards cannot be installed or replaced
concurrently.
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All I/O card features supported on the compatibility I/O cage can be installed or replaced
concurrently.

Table 2-14 gives some details about FIBB, CHA and I/O slot relationships.

Table 2-14 FIBB, CHA, and I/O slot relationships

FIBB CHA I/O Slots I/0 domain
12 09 08,27,28,29 0
12 24 10,11,25,26 0
13 16 17,18,19,20 1
13 23 14,15,21,22 1
05 04 31,32,33,34 2
05 30 06,07 2

The FC 2020 and FC 2021 I/O cages used on previous 9672 systems are not compatible with
the z900 power subsystem communications. The compatibility I/O cage FC 2022 has two new
DCA cards (DCA/CC) and the UPC card is replaced by an extender card. The DCAs
communicate directly with the service network, a function performed by the UPC in previous
products.

Note: Conversion from 9672 1/0 cage FC 2020 or FC 2021 is not available as a field upgrade.
If an upgrade to 2900 model requires 9672 I/O cards or is transferring I/O cards to the new
system, a new compatibility 1/0 cage FC 2022 is shipped from manufacturing.

Compatibility I/0 cage plugging considerations
The compatibility I/O cage is connected to 333 MB/s STls from dedicated STI-H cards. As
shown in Table 2-15 and in Table 2-16, in most cases we need two STI-H cards.

There is a maximum of one compatibility I/O cage on a z900 new-build. This cage is always
installed in the bottom of the Z frame.

There is no compatibility I/O cage supported on the z900 standalone coupling facility model.

Table 2-15 Compatibility I/O cage Secondary STI pluggins

Card count Compatibility I/O cage (Z bottom)
Domain 0 Domain 1 Domain 2

1 20.0

2-16 20.0 22.0

17-22 20.0 22.0 22.1

As you can see in Table 2-15, the 2 to 16 cards’ configuration requires two domains to be
populated on the cage and two STI-H cards to be plugged into the CPC cage.

STI numbers shown in Table 2-15 are Secondary STI numbers.

RPQ 8P2198 - second compatibility I/O cage

For upgrades to z900 general purpose or capacity models, up to two of the original 1/0 cages
(FC 2020 or FC 2021) are replaced by compatibility /O cages. RPQ 8P2198 is available to
allow a second compatibility cage on z900 new builds and on channel upgrades to an existing
2900 model.
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Table 2-16 shows the STI pluggings with two compatibility /O cage installed.

Table 2-16 Compatibility I/O cage secondary STI plugging (upgrades or RPQ)

Card count | Compatibility I/O cage (Z bottom) Compatibility I/O cage (Z top)
Domain 0 Domain 1 Domain 2 Domain 0 Domain 1 Domain 2

1 20.0

2-16 20.0 22.0

17-22 20.0 22.0 221

23-44 20.0 20.1 20.2 22.0 22.1 22.2

This configuration uses only three out of the four STI-H card ports. The fourth port cannot be
used to connect ICB connections. The mixing of ICB FC 0992 and STI connections to I/O
cages FC 2022 from the same STI-H card is not supported.

2.6.6 Channels to SAP assignment

For the 9672 G5/G6 models, the channel-to-STI assignment was performed on an STI basis.
All the channels on an STI were supported by the same SAP, and the installed STls were
spread across the available SAPs.

For 2900, you should not be concerned with configuring for SAP affinity. In a z900 model the
assignment of a channel to a SAP is “channel card” by type balanced. The algorithm takes
the channel type that has the highest number of channel cards and spreads these (from
different I/O domains) as evenly as it can among the available SAPs. Then it takes the
channel card that has the next highest number of installed cards. Again these are evenly
divided and again spread among the SAPs, starting at the SAP (or SAPs) that has the least
number of supported channel cards. This is repeated until all the channel cards are assigned
to supporting SAPs. This assignment is performed at activation time (Power On Reset).
During concurrent installation of new channel cards, this process is only performed for the
newly added channel cards.

Table 2-17 provides an example of the z900 channel-to-SAP assignment process.

Table 2-17 Channels-to-STI assignment example

68

Number of Channel First SAP Second Third SAP
cards types SAP

14 FICON 5 5 4

10 ESCON-16 3 3 4

6 OSA-E 2 2 2

The z900 standalone coupling facility model 100 and the z900 general purpose models 101
to 109 have two SAPs. These models can be ordered with up to three additional SAPs
depending on your requirements and on availability of spare PUs left on the 12-PU MCM.

The z900 models 1C1 to 1C9, 110 to 116, 2C1 to 2C9, and 210 to 216 have three SAPs.

These models can be ordered with up to five additional SAPs depending on your

requirements and on availability of spare PUs left on a 20-PU MCM.

IBM eServer zSeries 900 Technical Guide



The restriction in 9672 to have the number of SAPs be equal or less than the number of STls
installed on the systems, and the restriction to have the number of SAPs be equal or less than
the number of CPs configured on the system, are no longer valid on all the z900 models.

If the number of configured SAPs is greater than the total number of channel cards installed,
some SAPs have no cards (channel ports) assigned to them and consequently are not used.
However, this can be a valid SAP configuration if you plan ahead for channel upgrades.

2.6.7 Channel feature cards

Table 2-18 gives a summary of all channel feature cards that are supported on z900 server
general purpose and capacity models.

Table 2-18 Channel feature cards and I/O cages

Channel Cards types Feature Codes zSeries 1/O cage Compatibility I/O cage
(FC) (FC 2023) (FC 2022)
ESCON-16 2323 Yes No
ISC-3 0218 (ISC-D), Yes No
0217 (ISC-M)
ISC-3 up to 20 Km RPQ 8P2197 Yes No
(1SC-D)
OSA-E GbE LX FC 2364 Yes No
OSA-E GbE SX 2365 Yes No
OSA-E ATM SM 2362 Yes No
OSA-E ATM MM 2363 Yes No
OSA-E FENET 2366 Yes No
OSA-E High Speed Token Ring | 2367 Yes No
PCICC 0861 Yes No
PCICA 0862 Yes No
FICON LW! 2315 Yes No
FICON SW' 2318 Yes No
FICON Express LX 2319 Yes No
(FICON or FCP mode)
FICON Express SX 2320 Yes No
(FICON or FCP mode)
OSA-2 FDDI 5202 No Yes
OSA-2 Token Ring? 5201 No Yes
ESCON-43 2313 No Yes
Parallel-4 2304 No Yes
Parallel-3* 2303 No Yes
Table notes:

1. Only FICON Express cards (FC 2319 or FC 2320) can be ordered on new z900 servers.
2. Only OSA-E High Speed Token Ring cards (FC 2367) can be ordered on new z900 servers.
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3. ESCON-4 channel cards (FC 2313) are only available from MES upgrades from 9672 G5/G6
servers.

4. Parallel-3 channel cards (FC 2303) are only available from MES upgrades from 9672 G5/G6
servers.

See details about channel cards in Chapter 3, “Connectivity” on page 71.

Channel card maintenance

Channel swapping
z900 channel swapping is supported using a special icon on the CHPID task area of the 2900
Support Element (SE).

All channel types can be swapped except the Internal Coupling (IC) and HiperSockets
(iQDIO) channels. The z900 allows up to four channels being swapped at the same time.

To be a candidate for channel swapping, two channel ports must have the same type defined
in IOCDS and must be in the “Reserved” architectured state. To put a channel in the
Reserved state, it must be configured offline to the operating system and the IBM Service
Representative must use the Service ON/OFF icon (Service ON) from the z900 Support
Element CHPID task area to place it in service status.

A channel can be swapped across different cards on different cages. An ESCON-4 channel
port to ESCON-16 channel port swap is supported, provided appropriate cable conversion
kits are available.

During channel swapping, an IBM service representative swaps the cables at the port
interface, thus channel swap is also known as a “cable swap” procedure.

The z900 channel swap procedure builds on the Channel CHPID assignment function
described in Section 3.1.3, “CHPID assignments” on page 76.

Repair and verify
The z900 Support Element code allows the IBM Service Representative to replace
concurrently any defective channel card via the “Repair and Verify” Maintenance Procedure.

Unlike on the 9672 G5/G6, on the z900 models the IBM Service Representative can replace a
channel card with swapped channels.

After card replacement, the interface cables must be plugged in to their previous locations
(just before the card replacement), considering swapped channels and spared channels
(ESCON-16 channel ports).
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Connectivity

This chapter describes the connectivity options available on the z900 server.

The z900 server channel features are discussed. The functions, modes, and configuration
options for each feature are described, including examples of usage. The z900 server
channel features covered in this chapter are:

'S

'S

'S

“Parallel channel” on page 85

“ESCON channel” on page 88

“Fibre Connection channel” on page 97

“FICON channel in Fibre Channel Protocol (FCP) mode” on page 118
“Open Systems Adapter-2 channel” on page 127

“OSA-Express channel” on page 131

“External Time Reference” on page 142

“Parallel Sysplex channels” on page 147

“HiperSockets” on page 157

© Copyright IBM Corp. 2002
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3.1 Connectivity overview

Input/output (I/O) channels are components of the z900 server Channel Subsystem (CSS).
They provide a pipeline through which data is exchanged between processors, or between a
processor and external devices. The most common type of device attached to a channel is a
control unit (CU). The CU controls 1/0 devices such as disk and tape drives.

Server-to-server communications are most commonly implemented using Inter-System
Channels (ISC), Integrated Cluster Bus (ICB) channels, and channel-to-channel (CTC)
connections.

As part of your system planning activity, you will make decisions about where to locate your
equipment, how it will be operated and managed, what the business continuity requirements
are for disaster recovery, tape vaulting, and so on. The type of software, operating systems,
and application programs you intend to use must support the features and devices on the
system.

3.1.1 Configuration planning

72

A connectivity configuration plan needs to cover physical and logical aspects. The required
physical resources must be available and the logical definitions must follow some rules.
The following physical resources are required for connectivity:

» Frame

» Proper I/O cage (zSeries or compatibility) on a frame

» /O slot on an I/O cage

» STl link

» STI-M cards for zSeries /O cage

» STI-H, FIBB and CHA cards for compatibility /0 cage

» Proper channel card on an I/O cage

» Port on a channel card

The z900 Configurator includes, for a server configuration, all physical resources required for
a given /O configuration, based on the supplied connectivity requirements.

Once the physical resources are installed, the definition phase starts. The channels must be
defined according to the architecture rules and the architecture’s implementation limits. As an
example, the maximum number of channels and CHPIDs is 256.

There are also other definition limits imposed by the server’s implementation, such as the
maximum number of subchannels in the Hardware System Area (HSA). The current limits are
63k subchannels in Basic mode or per logical partition, and 512k subchannels in total.

There are some addressing limits imposed by the architecture and by its implementation.
These limits are channel type dependent and must be taken into account when defining an
I/O configuration.

The most-used channel types for connectivity to control units, and to other servers, are
ESCON and FICON channels. Table 3-1 shows the addressing rules for ESCON and FICON
channel types.
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Table 3-1 Addressing limits for ESCON and FICON channels

ESCON channels FICON channels
(FC or FCP modes)

CU images (CUADD) / CU:

» Architected 16 256

» Implemented 16 16

UAs supported / channel:

» Architected iM 16M

» Implemented 1K 16K

UAs / physical CU:

» Architected 4K 64K
» CU implemented 4K 4K
» Addressable by a channel 1K 4K
UAs / logical CU (CUADD) 256 256

The maximum architected number of control unit images (CUADD parameter of IOCP) per
CU on FICON channels (256) is much higher than on ESCON channels (16), but in both
channel types the current implemented limit is the same (16 CU images).

One of the most important benefits of FICON channels is the maximum number of Unit
Addresses (UAs) per channel, which is currently implemented up to 16K addresses. ESCON
channels implement up to 1K of UAs per channel.

The number of UAs per physical CU that can be addressable by a channel is limited to 4K on
FICON channels and 1K on ESCON channels. The maximum number of UAs per logical
control unit (CUADD) is limited to 256 addresses on both channel types.

The Input/Output Configuration Program (IOCP) uses as input your I/0 configuration
definitions, and checks the configuration rules before creating the 1/0 Configuration Data Set
(I0CDS), which is used during the server's Power-On-Reset to build the I/O control blocks of
your configuration.

There are also some addressing limits that are control unit dependent, and that may impede a
logical partition activation if an addressing limit is exceeded. Table 3-2 shows, as an example,
the IBM Enterprise Storage Server (ESS) disk system addressing limits.

Table 3-2 Control Unit addressing limits example

IBM Enterprise Storage Server ESCON channels FICON channels
(FC or FCP modes)

Logical paths / CU port 64 256

Logical paths / LSS 128 128

The channel operational characteristics are also very important when deciding what type of
channel to use. Table 3-3 shows some differences between ESCON and FICON channels.
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Table 3-3 ESCON and FICON characteristics

ESCON channels

FICON channels
(FC or FCP modes)

Command execution

Synchronous to CU

Asynchronous to CU

Channel concurrent 1/0O operations

1

up to 32

Link rate 200 Mbit/sec 1.0625 Gbit/sec
Channel frame transfer buffer 2 KBytes 128 KBytes

Max distance without repeat 3 Km 10 Km (20 Km RPQ)
Max distance without droop 9 Km 100 Km

Those differences, along with the addressing capabilities, may affect configuration complexity,
topology, infrastructure, and performance.

3.1.2 Channel features support

Table 3-4 summarizes all the available channel features on z900 general purpose and
capacity servers, the maximum number of channels for each type, the number of I/O slots
required to achieve this number, and the channel increments.
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Table 3-4 Channel features support

Number of Maximum number
/0
Ch | feat Feat d CHPID Not
annel feature eature codes | ports/ | Channel /o cage | . tinition otes
. Channels (FC)
card increments slots
ESCON 16-port 2323 15 4 256 18 2023 | CNC, CVC, | Note 1
(1 spare port) (2324) (LIC-CC) CTC, CBY
ESCON 4-port 2313 4 4 176 44 2022 | CNC, CVC, | Note 2
CTC, CBY
FICON Express 2320/2319 2 2 96 48 2023 | FC, FCV, Note 3
(SX /LX) FCP
FICON 2318/2315 2 2 96 48 2023 | FC, FCV, Note 3
(SW/LW) FCP
Hipersockets - - 1 4 0 - QD Note 4
IC-3 - - 2 32 0 - ICP Note 4
ICB 0992 - 1 8 0 - CBS, CBR | Notes 5,7
(333 MByte/sec)
ICB-3 0993 - 1 16 0 - CBP Notes 5,7
(1 GByte/sec)
ISC-3 0217 (1SC-M) 2 1 32 8 2023 | CFP Notes 6, 7
(2 Gbit/sec) 0218 (ISC-D) (LIC-CC) CFS, CFR
(0219)
ISC-3 20km support | RPQ 8P2197 2 2 32 8 2023 | CFP Notes 6, 7
(1 Gbit/sec) (ISC-D) CFS, CFR
OSA-2 FDDI 5202 2 1 12 12 2022 | OSD Note 9
OSA-2 TR 5201 2 1 12 12 2022 | OSD Note 9
OSA-E ATM 2362 /2363 2 2 24 12 2023 | OSE, OSD | Notes 3,8
(SM/ MM)
OSA-E Fast 2366 2 2 24 12 2023 [ OSE, OSD | Notes 3,8
Ethernet
OSA-E Gbit 2365 /2364 2 2 24 12 2023 | OSE Notes 3, 8
Ethernet (SX/ LX)
OSA-ETR 2367 2 2 24 12 2023 | OSE, OSD | Notes 3,8
Parallel 3-port 2304 3 3 96 32 2022 |BL, BY Note 12
Parallel 4-port 2303 4 4 88 22 2022 |BL,BY Note 10
PCICA 0862 2 2 12 6 2023 |- Notes 3,
11
PCICC 0861 2 2 16 8 2023 |- Notes 3,
11
Table notes:
1. The ESCON 16-port card feature code is 2323, while individual ESCON ports are ordered in in-
crements of four using feature code 2324.
2. The maximum of 176 ESCON channels packaged on ESCON-4 port cards can only be achieved
on upgrades from 9672 G5/G6 to z900 general purpose or capacity models when the 9672 al-
ready has 176 ESCON channels or more, with no OSA-2 and no parallel channels installed or
Chapter 3. Connectivity 75



5.

6.

7.
8.

9.
10.

11.

12.

required with the upgrade to the z900.
The total number of FICON, FICON Express, PCICC, PCICA and OSA-E cards cannot exceed
16 per I/O cage. Therefore, the maximum number of FICON/FCP cards is 48 (96 channels) on
a 2900 general purpose or capacity model with three 1/0 cages FC 2023 when no other PCICC,
PCICA, or OSA-E cards are installed.

There are two types of “virtual” channels that can be defined and that require CHPID numbers:

— Internal Coupling (IC) links; each IC link pair requires two CHPID numbers.

— HiperSockets, also called Internal Queued Direct I/O (iQDIO). Up to 4 virtual LANs can be
defined, each one requiring a CHPID number.

The maximum number of ICBs is 8 on z900 general purpose and capacity models and 16 on

2900 Model 100 coupling facility models.

— On 2900 general purpose and capacity models, RPQ 8P2199 is available to extend this number
from 8 to 12 and from 13 to 16.

— On 2900 general purpose and capacity models configured with 9 to 12 ICBs, it is still possible to
install a compatibility I/O cage FC 2022. However, in this case all the STls to the compatibility I/O
cage FC 2022 would be from a single STI-H card. Therefore, the STI-H and the MBA become a
single point of failure for the 1/0 cage.

— On z900 general purpose and capacity models configured with 13 to 16 ICBs, the compatibility
I/0 cage FC 2022 cannot be installed. As a consequence, parallel channels and OSA-2
channels cannot coexist with a 13 to 16 ICB configuration.

There are two feature codes for the ISC-3 card:

— Feature code 0217 is for the ISC Mother card (ISC-M).

— Feature code 0218 is for the ISC Daughter card (ISC-D).

Individual ISC-3 port activation must be ordered using feature code 0219. RPQ 8P2197 is avail-
able to extend the distance of ISC-3 links to 20 km at 1Gb/s. When RPQ 8P2197 is ordered,
both ports (links) in the card are activated.

The sum of ISC-3, ICB-3, and ICB channels supported on one server is limited to 32.

The sum of OSA-E Fast Ethernet, OSA-E GbE, OSA-E ATM and OSA-E High speed TR sup-
ported on one server is limited to 24 channels.

The sum of OSA-2 FDDI and OSA-2 Token Ring is limited to 12 cards.

Only 88 parallel channels can be ordered on a new-build z900 general purpose model.

— If more parallel channels (up to 96) are required, then RPQ 8P2198 is available to provide an
extra compatibility 1/0 cage (FC 2022) to plug in the extra parallel channel cards to reach the
2900 system maximum of 96. To increase the number of parallel channels beyond 88 during a
channel upgrade on a z900 you must also order RPQ 8P2198.

— More than 88 parallel channels without the RPQ is only available when upgrading from a 9672
G5/G6 model to a z900 general purpose or capacity model if the existing 9672 G5/G6 already
has more than 88 parallel channels.

The PCI Cryptographic Coprocessors (PCICC) and PCI Cryptographic Accelerators (PCICA)
features use CHPIDs, one per each card crypto element. However, those CHPIDs are not de-
fined in the 1/0 Configuration Program (IOCP).

Parallel 3-port channel cards are supported only when upgrading from 9672 G5/G6 servers.

The only available channel features on a 2900 model 100 standalone coupling facility are
ISC-3, ICB-3, and ICB. On the z900 model 100, the sum of ISC-3, ICB-3, and ICB can be up
to 64 channels.

3.1.3 CHPID assignments

The Channel Path Identifier (CHPID) is used by the IOCDS to define each channel path to a
device. The available CHPIDs for a specific machine are dependent on the I/O subsystem
configuration for that machine.
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Channel CHPID Assignment assigns only the set of CHPID values necessary for each 1/0
feature. This makes utilization of the full set of 256 CHPIDs possible. On previous 9672
models, each 1/O feature card slot had four CHPIDs assigned. If an 1/O feature plugged in the
slot used less than four CHPIDs, the remainder were not used. These remainder CHPIDs are
called “blocked” CHPIDs, and they have been used for Internal Coupling (IC) channels
definitions. Because of this, in most cases you could not use the full CHPID range (256
CHPIDs) on the 9672 servers.

A default set of assignments is made when the system is manufactured. If new I/O features
are added to the system by upgrades, the same process is used to assign CHPIDs to the new
features, leaving the old assignments as they were. If the customer desires, the CHPIDs can
be changed when the feature is installed.

The 2900 flexible CHPID number assignment facility helps you to keep I/O definitions the
same on system upgrades that have different channel card placements and/or CHPID
number assignments.

The CHPID report from the Configurator will show the default CHPID assignment for your
system.

If you do not want to use the default settings, the Channel CHPID Assignment task allows
them to be changed. There is also a tool on the IBM Resource Link website under the
Planning section (called the CHPID Mapping Tool), which allows you to change the CHPID
assignments.

The CHPID assignment is performed on the following occasions:
1. Manufacturing Default assignment
2. Channel upgrades (for added channels only)

3. Channel CHPID assignment function (using a Support Element function on the CPC
configuration task)

Manufacturing default assignment

When the system is manufactured, a process assigns default CHPID values by looking at
each cage in the system, sorting the available channels, and assigning CHPIDs serially
starting at ‘00’x in the first cage. The term “available” means that for the LIC-CC controlled
channel ports (ISC-3 and ESCON 16-port cards), only the LIC-CC-enabled ports (available
for use) are assigned a CHPID number. The process is as follows:

1. The available channels are sorted in the following sequence: OSA-2, parallel, ICB, ISC-3,
PCICC, PCICA, OSA-Express, ESCON, FICON, and FICON Express.

2. They are then sorted by cages within one type. The sequence is CPC cage, I/0O cage at
the bottom of frame A, 1/0 cage at the top of frame Z, I/0 cage at the bottom of frame Z.

3. They are then sorted by slot numbers within the same cage for the same channel type.

4. Within a channel card, CHPIDs are assigned from top to bottom. Results are a continuous
range of CHPID numbers starting at 00 and ending when the total number of channels in
the configuration is reached.

Table 3-5 shows an example of the default CHPID assignment. This example is provided to
help explain the default assignment process, and does not necessarily reflect all the channel
plugging rules.
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Table 3-5 Default CHPID assignment example

Card First I/0 cage (A bottom) Second /O cage (Z top)
Card Slot LGO1 LGO4 LG10 LG13 LGO1 LG0O4 LG10 -
Channel GbE ESCON ATM ESCON ESCON GbE ESCON --
(enabled ports) ) (8) 2) ()] (8) ) (8)
CHPIDs 00-01 06-0D 02-03 OE-15 16-1D 04-05 1E-25

CHPID assignment on channel upgrades

When additional channel cards are added or when additional channel ports are enabled using
LIC-CC, the assignment process described in “Manufacturing default assignment” on page 77
applies to the newly added channel ports only. CHPID assignment in this case starts with the
next lower available CHPID number not used by the system for concurrent upgrades or the
next lower CHPID number available in the channel CHPID assignment list for disruptive
upgrades. The previous settings are left unchanged.

Table 3-6 shows an example of the CHPID assignment on channel upgrades. Two OSA-E
GDbE ports (one card added) and 16 ESCON ports (LIC-CC enabled) were added to the
previous configuration.

Table 3-6 CHPID assignment on channel upgrade example

Card First I/0 cage (A bottom) Second I/O cage (Z top)

Card Slot LGO1 LG04 LG10 LG13 LGO1 LGO4 LG10 LG13

Channel GbE ESCON ATM ESCON ESCON GbE ESCON GbE

(enabled ports) | (2) (12) 2) (12) (12) @) (12) 2)

CHPIDs 00-01 06-0D 02-03 OE-152 16-1D 04-05 1E-25 26-27
28-2B 2C-2F 30-33 34-37

Note that existing default values did not change and ESCON cards have more than one
CHPID range value.

Appendix E, “CHPID Mapping Tool” on page 285 contains information about the CHPID
mapping tool available on the IBM Resource Link Web site. This tool can be used to prepare
customized channel CHPID assignments in advance and to plan for I/O configuration
performance and availability.

CHPID assignment rules
» The CHPID assignment is persistent; that is, once assigned, it is kept over subsequent
Power-On-Resets and Engineering Changes (ECs) until it is modified.

The channel ports on a card and its CHPIDs will be “uninstalled” and removed from the
mapping when a card is physically removed or ports are uninstalled from the system. For
ICB-3 and ICB CHPIDs, where there are no channel cards, the uninstall must be done via
panels in order to remove the feature and CHPID from the machine. When an ICB-3 or
ICB feature is removed from the configuration, the assigned CHPID number is also
removed.

» If new channel hardware is added, the new channel ports will have a default CHPID
assigned at the time the hardware is sensed and will be considered installed. The
assignment can be changed at the time of the install.

» The algorithm for establishing the default mapping is by hardware type followed by
location.
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» The assignment information can be exported and imported.
» The channel port is identified by its location.
» The CHPID Assignment task is an IBM service representative-only function.

» When a service support representative is performing a remap of the CHPID assignments,
the following checking takes place:

— Only physical channels installed and configured can be assigned CHPID numbers.
* One exception is if a channel was installed and failed such that it cannot be
detected.
* Another exception is a definition error or “installed-reserved” when the CHPID is not
defined.
— Only channel ports in manual reserved (off-line to the operating system) state can have
their CHPIDs changed/reassigned.
— If POR is complete and ICP or IQD CHPIDs are defined, those CHPID numbers will not
be available for assignment.

» PCICC and PCICA features consume CHPID numbers.

Fixing CHPID assignment mismatches on upgrades

If, for any reason, the default CHPID assignment performed during an upgrade does not
match your expectations, and if you already defined and activated your own I/O configuration
(CHPIDs, control units, 1/0O devices), then an IBM Service Representative can manually
remap CHPID numbers to your choice. Once the CHPIDs have been remapped, they can be
configured online and used.

Changing CHPID assignments

If you want to change CHPID assignments for a defined, activated and used CHPID and use
the corresponding channel port for another, not already assigned, CHPID, the IBM Service
Representative must put the defined and activated CHPID in the reserved state in order to be
able to remap it. Once the remapping has been performed, you can define and activate the
new CHPID. You can then configure it online.

3.1.4 HiperSockets (iQDIO) and Internal Coupling-3 (IC-3) channel definitions

Internal Coupling-3 (IC-3) channels and HiperSockets (iQDIO) are virtual attachments and,
as such, require no real hardware. However, they do require CHPID numbers and they do
need to be defined in the IOCDS.

They are not assigned to CHPIDs during the default channel CHPID assignment. iQDIO and
IC-3 CHPID assignments must be performed using the Hardware Configuration Dialog (HCD)
or the 1/0 Configuration Program (IOCP).

The CHPID type for IC-3 channels is ICP, and the CHPID type for HiperSockets is 1QD. IBM
recommends you choose the CHPID numbers wisely:

» Use CHPID numbers from the high range (that is, FF) and work down. This is because the
default CHPID numbers assigned to new I/O features that you may add in the future will
always be assigned from the low CHPID numbers working up.

» Itis suggested that you define a minimum of (ICP) CHPIDs for Internal Coupling. For most
customers, IBM suggests defining just one ICP for each coupling facility (CF) logical
partition (LP) in your configuration. For instance, if your general purpose configuration is
several operating system LPs and one CF LP, you would define one pair of connected ICP
CHPIDs shared by all the LPs in your configuration. If your configuration is several
operating system LPs and two CF LPs, you still would define one connected pair of ICP
CHPIDs, but one ICP should be defined as shared by the operating system images and
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one of the CF LPs, while the other ICP is defined as shared by the operating system LPs
and the other CF LP. Both of these examples best exploit the peer capabilities of these
coupling channels by using the “sending” and “receiving” buffers of both channels.

» Each IQD CHPID represents one internal LAN. If you have no requirement to separate
LAN traffic between your applications, only one IQD CHPID needs to be defined in the
configuration.

Careful review of new CHPID numbers as a result of subsequent upgrades is required to
ensure Internal Coupling-3 channel and HiperSocket (iQDIO) CHPIDs don't conflict with the
new channels.

If an Internal Coupling-3 channel or HiperSocket (iQDIO) CHPID is defined where a real
channel is installed, the 1C-3 channel or HiperSocket (iQDIO) CHPID will be placed in
“definition error” after a Power-On-Reset and will be unusable. Also, if an IC-3 channel or
HiperSocket (iQDIO) CHPID is defined to a CHPID number scheduled to be used for an MES,
the (concurrent) upgrade will not install the new 1/O features using the CHPID numbers
predicted in the CHPID Report from the upgrade order.

3.1.5 Enhanced Multiple Image Facility
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The Enhanced Multiple Image Facility (EMIF) enables channel sharing among Processor
Resource/Systems Manager (PR/SM) logical partitions running on the z900 server.

With EMIF, multiple logical partitions can directly share channels and optionally share any of
the control units and associated I/O devices configured to these shared channels.
Enhancements to the Channel Subsystem allow the CSS to be operated as multiple logical
CSSs when the zSeries server is operating in LPAR mode so that one logical CSS is
automatically configured to each logical partition. Multiple Image Facility also provides a way
to limit the logical partitions that can access a reconfigurable channel or a shared channel to
enhance security.

With Multiple Image Facility, the CSS provides an independent set of I/O controls for each
logical partition called a CSS image. Each logical partition is configured to a separate CSS
image in order to allow the I/O activity associated with each logical partition to be processed
independently, as if each logical partition had a separate CSS. For example, each CSS image
provides a separate channel image and associated channel path controls for each shared
channel and separate subchannel images for each shared device that is configured to a
shared channel.

With Multiple Image Facility, you can configure channels as follows:

» ESCON (TYPE=CNC or TYPE=CTC)

» FICON (TYPE=FCV or TYPE=FC), Fibre Channel Protocol for SCSI (TYPE=FCP)

» InterSystem Coupling-3 peer (TYPE=CFP), InterSystem Coupling-3 compatibility mode
sender (TYPE=CFS), Integrated Cluster Bus-3 peer (TYPE=CBP), Integrated Cluster
Bus-2 sender (TYPE=CBS), Internal Coupling-3 peer (TYPE=ICP)

» HiperSockets (TYPE=IQD)
» Open Systems Adapter-2 (TYPE=0OSA)
» OSA-Express (TYPE=0OSD or OSE)

You can configure the channel path of these channel types in three ways:
1. Anunshared dedicated channel path to a single logical partition

IBM eServer zSeries 900 Technical Guide



2. An unshared reconfigurable channel path that can be configured to only one logical
partition at a time, but which can be dynamically moved to another logical partition by
channel path reconfiguration commands

3. A shared channel path that can be concurrently used by the z/Architecture, ESA/390
image, or CF logical partitions to which it is configured

With Multiple Image Facility, you can also configure channels as follows:
» ESCON (TYPE=CVC and TYPE=CBY)

» InterSystem Coupling-3 compatibility mode receiver (TYPE=CFR), Integrated Cluster
Bus-2 Receiver (TYPE=CBR)

» Parallel Channels (TYPE=BL and TYPE=BY).

You can configure the channel path of these channel types in two ways:
1. An unshared dedicated channel path to a single logical partition

2. An unshared reconfigurable channel path that can be configured to only one logical
partition at a time, but which can be dynamically moved to another logical partition by
channel path reconfiguration commands

Neither ESCON (TYPE=CVC or TYPE=CBY), InterSystem Coupling-3 compatibility mode
receiver (TYPE=CFR), Integrated Cluster Bus-2 compatibility mode receiver (TYPE=CBR),
nor parallel channels (TYPE=BL or TYPE=BY) can be configured as shared channels. Also,
the z900 server Coupling Facility model can only define InterSystem Coupling-3 (ISC-3)
compatibility mode sender (type CFS) and ICB-2 compatibility mode sender (type CBS)
channels as shared.

With Multiple Image Facility, shared channel paths can provide extensive control unit and 1/0
device sharing. Multiple Image Facility allows all, some, or none of the control units attached
to shared channels to be shared by multiple logical partitions.

Sharing is limited by the access and candidate list controls at the CHPID level and then can
be further limited by controls at the I/O device level. For example, if a control unit allows
attachment to multiple channels (as is possible with an ESS control unit), then it can be
shared by multiple logical partitions using one or more common shared channels.

Multiple Image Facility enhances the following controls:

Input/output configuration program (IOCP)
Hardware Configuration Definition (HCD)
Logical path management

Hardware system operations

vvyyvyy

PR/SM LPAR resource sharing

Prior to EMIF, logical partitions required either unshared dedicated or unshared
reconfigurable channel resources. With Multiple Image Facility, logical partitions can share
channels. Optionally, multiple logical partitions can share the control units and I/O devices
attached to shared channels.

Device (or data) sharing

Though device sharing was available prior to EMIF, the only way to accomplish this was to
define a separate dedicated or reconfigurable channel to each control unit from each logical
partition wishing to share the associated devices. With EMIF, logical partitions can share the
same device through a single shared channel or set of shared channels.
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IOCP considerations
IYP IOCP supports zSeries 900 model CPCs and Multiple Image Facility.

The zSeries 900 coupling facility model runs the same IYP IOCP used by CPCs capable of
sharing channels. However, on a z900 Coupling Facility model, channel paths defined as
CFP, CBP, ICP, and receiver channels cannot be shared.

Enhancements to IOCP allow you to define controls for Multiple Image Facility-capable CPCs.
These changes include changes to the way you define logical partitions, channel paths, and
I/O devices.

Logical partition definition

For Multiple Image Facility LPAR mode IOCDSs, you can specify an optional RESOURCE
statement. You can use the RESOURCE statement to define all logical partitions in the
configuration and assign a partition number to each logical partition. If you do not specify
logical partition numbers using the RESOURCE statement, [YP IOCP assigns them.

The RESOURCE statement is required when you define shared ESCON or FICON channel
paths for ESCON CTC or FICON CTC communications and when you define Coupling
Facility Resource Management (CFRM) policies for Parallel Sysplex configurations.

Channel path definition

For Multiple Image Facility LPAR mode IOCDSs, you can define shared channel paths in
addition to dedicated and reconfigurable channel paths. The CHPID statement has an
additional SHARED keyword to accomplish this. You can define:

» All channel paths as dedicated or reconfigurable

» Only CNC, CTC, FCV, FC, FCP, CFP, CBP, ICP, CFS, CBS, 1QD, OSA, OSD, or OSE
channel paths as shared depending on the model

IYP I0OCP provides access controls for shared or reconfigurable channel paths. Parameters
on the PART/PARTITION or NOTPART keyword on the CHPID statement allow you to specify
an access list and a candidate list for shared and reconfigurable channel paths.

The access list parameter specifies the logical partition or logical partitions that will have the
channel path configured online at logical partition activation following the initial power-on
reset of an LPAR IOCDS. For exceptions, see the S/390 Processor Resource/Systems
Manager Planning Guide.

The candidate list parameter specifies the logical partitions that can configure the channel
path on-line. Additionally, the candidate list provides security control by limiting the logical
partitions that can access shared or reconfigurable channel paths.

Note: PR/SM LPAR manages the channel path configuration across POR. See the S/390
Processor Resource/Systems Manager Planning Guide for details.

I/O device definition

For Multiple Image Facility LPAR mode IOCDSs, you can specify either the optional
PART/PARTITION keyword or the optional NOTPART keyword on the IODEVICE statement to
limit device access by logical partitions for devices assigned to shared ESCON, FICON, FCP,
OSA channels, or HiperSockets. (The IODEVICE candidate list is not supported for shared
CFP, CBP, CFS, CBS, or ICP CHPIDs.)

By limiting access to a subset of logical partitions, you can:

» Provide partitioning at the device level
» Provide security at the device level
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» Better manage the establishment of logical paths

3.1.6 Channel planning for availability

As a general recommendation, multiple path connections should have their paths spread
across channel cards that are on different MBAs from different processor clusters, avoiding
single points of failure. The CHPID Mapping Tool helps to establish the best I/O availability for
an initial z900 configuration (see Appendix E, “CHPID Mapping Tool” on page 285). However,
currently the CHPID mapping tool only works with z900 initial configurations as shipped by
manufacturing, and does not help on future upgrades.

The z900 Configurator rules also help single point of failure avoidance, as described in the
following examples using the ISC-3 and ESCON 16-port channel cards.

ISC-3 channel cards

ISC-3 channels use ports on the ISC Daughter (ISC-D) card. Each ISC-D card has 2 ports
and is installed on the ISC Mother (ISC-M) card, which resides on an 1/O slot. Up to two
ISC-D cards can be plugged on an ISC-M card.

If you order only two ISC-3 coupling links, a single 2-port ISC-D card and one ISC-M card
would be enough to provide this number of links. However, the configuration will be shipped
with two 2-port ISC-D cards, each one plugged into a different ISC-M card, which are on
different MBAs. Each ISC-D card will have only one port enabled via LIC-CC. The resulting
configuration has doubled the installed infrastructure required by the connectivity needs. This
also allows future ISC-3 link upgrades via LIC-CC, since up to two more ports can be
concurrently enabled.

It is also possible to plan-ahead a future I/O configuration, allowing concurrent channel
upgrades even when additional infrastructure, like frames, 1/0 cages, or cards, would be
required.

Using the previous example, if more than the two unused ISC-3 link ports are required for
planned upgrades, more ISC-M cards will be required. If there is no 1/0 slot available on an
existing zSeries 1/0 cage, one more zSeries 1/0O cage must be installed to accommodate this
additional ISC-M card. This new I/O cage may even require a Z frame. ISC-M cards can be
concurrently installed, but an I/O cage or frame installation is disruptive. This results in a
disruptive ISC-D card installation. Using the planned upgrades information on the plan-ahead
concurrent conditioning process results on the pre-installation of the required 1/0 cages and
frames in the initial server configuration, allowing a nondisruptive upgrade. (Note: in this
particular case of ISC-3 upgrades, the additional ISC-M cards required by the target
configuration will also be included on the initial configuration.)

ESCON 16-port channel cards

ESCON 16-port channel cards are always shipped and installed in pairs to achieve the
required amount of ESCON channels. The cards of a channel card pair are connected to
different MBAs, avoiding single points of failure.

Up to 15 ports per channel card can be used. ESCON ports are enabled via LIC-CC in
increments of four ports, which are spread across different channel cards. When there are
ports available, concurrent ESCON channel upgrades can be done with no hardware
changes.

So, as an example, if a configuration has only 4 ESCON channels, there will be 2 ESCON
16-port channel cards installed, each one having 2 ESCON ports enabled via LIC-CC. Then if
four more ESCON channels are ordered, LIC-CC enables two more ESCON ports on each
channel card.

Chapter 3. Connectivity 83



When the number of available ESCON ports (up to 15 per channel card) is not sufficient to
satisfy a channel upgrade, them more pair(s) of ESCON 16-port channel cards are shipped.

in the previous example, the two installed ESCON channel cards can accommodate up to 28
ESCON channels (not 30, since they must be enabled in groups of 4 ports). After that, if four
more channels are required, then two more ESCON 16-port channel cards are shipped, each
one having two ports enabled. The two initial ESCON channel cards ports remain
unchanged.

3.1.7 Configuration guidelines and recommendations
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When configuring devices with multiple paths to the same server, select any of the channel
paths from any I/O card that:

» Are available on the CPC you are defining

» Are the correct type (ESCON, FICON, etc.) to meet the control unit, coupling facility, or
network attachment requirements

» Satisfy the rules regarding the mixing of channel types

However, for maximum availability of the device, OSA network, or coupling facility on z900
servers, you should consider the following guidelines:

» For systems with multiple I/0 cages, distribute paths across the I/0 cages. When choosing
which STls to use in different cages, follow the guidelines in the following bullet.

» For systems with multiple STls, distribute paths across the STis.

This is also recommended for optimum performance of your most heavily-used 1/O
devices.

When choosing the STIs to use, either from different I/O cages or from the same 1/O cage,
consider using a combination of STIs from MBA cluster 0 and MBA cluster 1 to critical I/O
devices. Refer to your CHPID Report to determine which STI links belong to which MBA
cluster. If you have multiple paths to the device and multiple domains available that have the
correct channel type, spreading the paths across all the MBAs is also advisable.

Connecting your critical devices this way will ensure access to those devices while running in
a degraded mode. In the unlikely event of a Memory Bus Adapter (MBA) or related failure, you
may be able to take advantage of the Partial I/O Restart function.

When configuring ICB or coupling CHPIDs for the same target CPC or coupling facility, use a
combination of STls from MBA cluster 0 and MBA cluster 1. Use ICBs from different STI-H
cards. This will ensure paths are from different MBA clusters and will allow for continued
connectivity if Partial /O Restart is used.

» For the zSeries 1/0 cage (FC 2023):

If you define multiple paths from the same STI, distribute paths across different channel
cards. Also, if you define multiple coupling facility channels to the same coupling facility or
the same operating system image, distribute paths across different coupling facility
channel adapter cards or different ISC Daughter (ISC-D) cards.

» For the compatibility 1/O cage (FC 2022):

When choosing different STIs from a compatibility I/O cage, try to pick STls from different
STI-H cards.

— If you define multiple paths from the same STI, distribute paths across different 1/0
cards controlled by different CHAs.
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— If you define multiple paths from the same CHA, distribute paths across different
channel cards.

z900 servers automatically balance installed channel cards across all available SAPs. The
processor attempts to assign an equal number of each channel card type (ESCON, FICON,
etc.) in each available SAP. While all channels on a given I/O card will always be in the same
SAP, it is not predictable which 1/O cards will be assigned to which SAPs. IBM recommends
you configure for normal RAS as described previously, and the machine will balance the
channels across your available SAPs.

3.2 Parallel channel

This section describes the parallel channel features, modes, and topologies available with the
2900 server.

Included is basic information on the IBM System/360 and System/370 1/O interface, also
called S/360, S/370 Original Equipment Manufacturer's Information (OEMI) interface, parallel
I/O interface, or bus and tag channel interface.

IBM introduced the parallel channel with System/360 during the early 1960s. The 1/O devices
were connected using two copper cables called bus and tag cables. Figure 3-1 shows bus
and tag cables connected sequentially to the control units. This is often referred to as “daisy
chaining.” The last CU is equipped with channel terminator blocks.
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Control —
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Figure 3-1 Parallel channel connectivity

The architectural limit to the number of control units in the chain is 256, but electrical
characteristics restrict the chain to a maximum of eight control units on a channel.

Daisy chaining better utilizes a channel that has slow control units attached, but a single
failing control unit or a bad cable connection can influence other control units chained on the
channel.
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Parallel channel modes

The IBM S/360, S/370 1/O interface is the communication link between a physical channel on
a System/370, System/390 or z900 server and an /O control unit. It is designed to work in
S/370 mode, in ESA/390 mode, or in z/Architecture mode. The z900 server supports the
S/370 I/O interface in ESA/390 and z/Architecture modes only.

The parallel channel interface includes:

» Byte multiplexer channels

» Block multiplexer channels

The S/370 I/O interface uses two cables called bus and tag cables. A bus cable carries data

(one byte each way), and a tag cable carries control information. The channel physical
connection ends with bus and tag terminator plugs.

Due to the electrical characteristics of the copper cables, the maximum channel length of a
parallel channel is 122 m (400 ft). When calculating the channel length for channels with
multiple control units (daisy chaining, illustrated in Figure 3-1), a rule of thumb is to add 3 m
(10 ft) to the total cable length for every additional control unit.

There are two main parallel channel modes: byte multiplexer and block multiplexer. Selector
channels, which do not disconnect during an 1/0 operation, are no longer used and have been
replaced by block multiplexer channels.

» Byte multiplexer

Byte multiplexer channels are used with slow, unbuffered devices to transfer a small
amount of data. For each transfer, the CU must make a request to the channel in order to
be reconnected. Typically, these devices are Type-1 and Type-2 CUs.

» Block multiplexer

Block multiplexer channels are used for devices that require a large amount of data at high
speed, such as disk and tape devices (Type-3 CUs).

Two protocols are used for block multiplexer channels: Direct-Coupled Interlock (DCI) and
data streaming protocol.

The data streaming protocol, called a non-interlocked transfer method, provides a data
rate of up to 4.5 MegaBytes per second (MBps).

3.2.1 Connectivity
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Following are connectivity options available in the parallel channel I/O interface environment
supported by z/Architecture and ESA/390 architecture.

z900 parallel channel features

The z900 server supports two types of parallel channel features; the 4-port parallel feature
and the 3-port parallel feature.

4-port parallel feature
The 4-port parallel feature (feature code 2304) occupies one slot in the zZ900 compatibility I/O
cage. The feature has four ports, with one CHPID associated with each port.

The z900 supports a maximum of 88 parallel channels on a new build, and up to 96 via
Request for Price Quotation (RPQ) 8P2198. This RPQ provides an additional compatibility
I/O cage to enable installation of additional parallel channel features. This RPQ is not required
if a G5/G6 server with more than 88 parallel channels installed is upgraded to a z900.

IBM eServer zSeries 900 Technical Guide



The 4-port parallel feature is supported by the z900 Channel CHPID Assignment facility
described previously in “CHPID assignments” on page 76.

3-port parallel feature

The 3-port parallel feature (feature code 2303) occupies one slot in the zZ900 compatibility I/O
cage. The feature has three ports, with one CHPID associated with each port. This feature
has been withdrawn from marketing, but can be carried forward on upgrades from a G5/G6
server to z900.

The 3-port parallel feature is supported by the z900 Channel CHPID Assignment facility.

Note: The z900 is the last family of servers to provide a hardware parallel channel feature.

IBM's parallel channel technology was introduced in the mid-1960s and served Large
Scale Computing Enterprises as the sole channel architecture until 1990, when Enterprise
Systems Connection (ESCON) architecture was announced. At that time, substantial
investments in parallel channel devices, such as printers, display controllers, and tapes,
were protected by Parallel-to-ESCON converters that enabled installations to avail
themselves of the improved ESCON channel characteristics such as distance, bandwidth,
and elimination of bus and tag cable bulk.

IBM's FICON architecture, announced in 1998, has been welcomed by the industry to
provide significant bandwidth, distance, and architectural relief, when compared to either
parallel channel or ESCON channel capability. Installations that have begun to exploit
FICON technology may still use parallel channel attachments and connect their parallel
devices via ESCON channels and parallel converters. Requirements demanded by leading
edge e-business growth initiatives are increasingly running into parallel channel
architecture limitations. For example, parallel channels cannot be shared by LPARSs, cannot
be dynamically switched, cannot always be hot-plugged, and do not provide a competitive
data transfer rate. I/O connectivity features have been introduced that do address the
demands of e-business solutions; they include ESCON, FICON, FICON Express, OSA-2,
and OSA-Express.

ESCON Converter Model 1 (IBM 9034)

A parallel and ESCON channel combination is possible with ESCON converters.

The ESCON Converter Model 1 allows the attachment of an ESCON channel to a parallel
control unit. The 9034 converts the channel's optical signals to electrical signals, and the
control unit's electrical signals to optical signals.

Each 9034, which attaches one channel to up to eight control units in the same multidrop
configuration, can be located between a channel and a control unit; between an ESCON
Director and a control unit; or before the first control unit in a multidrop configuration (see
Figure 3-2). The distance between the 9034 and the control unit cannot exceed the maximum
distance supported for the parallel /O environment.

» The maximum distance between the ESCON channel and the 9034 is 3 km (1.87 miles).

» For 3880 control units connected through a 9034, the maximum distance from the channel
to the 9034 is 0.9 km (2953 ft.).

» For 3990 control units connected through a 9034, the maximum distance from the channel
to the 9034 is 1.2 km (3937 ft.). Where the path includes an ESCON Director, the
maximum distance is reduced by 0.2 km (656 ft.).

The maximum channel data rate with a 9034 is 4.5 MBps, but the actual rate depends on the
control unit.
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ESCON Converter
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Figure 3-2 ESCON-to-parallel channel connection via 9034

Note: The IBM 9034 has been withdrawn from marketing.

An alternative product to the IBM 9034 is the Optica Technologies 34600 FXBT ESCON
Converter. More information can be found at:

http://www.opticatech.com/34600.asp

For further information, see the following manuals:

» IBM zSeries Connectivity Handbook, SG24-5444

» IBM System/360 and System/370 I/O Interface Channel to Control Unit Original
Equipment Manufacturer's Information, GA22-6974

» ZzSeries 900 Input/Output Configuration Program User’s Guide for IYP IOCP, SB10-7029

» Zz/Architecture Principles of Operation, SA22-7832

3.3 ESCON channel
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Enterprise Systems CONnection (ESCON) is an integral part of z/Architecture for 2900 and
the Enterprise Systems Architecture/390 (ESA/390) for earlier generation servers. ESCON
augments the previous S/370 parallel OEMI interface with the ESCON 1/O interface
supporting new media and providing new interface protocols (see Figure 3-3). Unlike the
previous bus and tag cables and their multiple data and control lines, ESCON provides
bi-directional serial bit transmission, in which the communication protocol is implemented
through sequences of special characters and through formatted frames of characters.
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In contrast to the previous copper cables used by the parallel OEMI, ESCON utilizes fiber
optic cables for data transmission. These cables are 100 times lighter than the old bus and
tag cables, have substantially reduced bulk, have less loss and distortion, are immune to
electrical interference, and are free from signal skew.

7900 server

Disk

Figure 3-3 ESCON connectivity

ESCON modes

ESCON has a different topology of control unit and channel attachment compared with
parallel channel. ESCON control units can be connected directly to an ESCON channel
(point-to-point), or can be dynamically switched via an ESCON Director (Switched
point-to-point); see Figure 3-4 on page 90.

Chapter 3. Connectivity 89



90

ESCON point-to-point |

|
ESCON
CNC CU &1/0
ESCON Switched point-to-point ESCON
ESCON cu&l/o

/ Channels
CNC

ESCON
]

ESCD CU & /O

ports

Figure 3-4 The ESCON native mode

The switching capabilities allow multiple connections between channels and control units
without requiring static (dedicated) physical connections. The point-to-point connections allow
physical changes to the 1/0 configuration concurrently with normal operations. Both
topologies are implemented by defining an ESCON channel as CNC using the Hardware
Configuration Definition (HCD).

In order to accommodate parallel channel-attached control units and devices, the ESCON
conversion mode allows communication from an ESCON channel to parallel
channel-attached control units operating in block multiplexer or byte multiplexer mode. This is
done through an IBM 9034 ESCON Converter; see Figure 3-5. The ESCON channel is
defined as CVC (block multiplexer mode) or CBY (byte multiplexer mode) using the HCD.
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Figure 3-5 The ESCON conversion mode

ESCON channel-to-channel

ESCON offers an effective and price-competitive replacement for previous
channel-to-channel hardware. With ESCON channels, a user can communicate at channel
speed between servers without requiring extra hardware. “ESCON channel-to-channel” on
page 96 covers this connectivity in detail.
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ESCON link

The transmission medium for the ESCON /O interface is a fiber optic cable. Physically, it
consists of a pair of optical fibers that provide two dedicated, unidirectional, serial bit
transmission lines. There are no parallel transmissions or “tag” lines. Information in a single
optical fiber flows, bit by bit, always in the same direction. The ESCON link rate is 200
megabits per second (Mbps). At any link interface, one optical fiber of the pair is used to
receive data, while the other optical fiber of the pair is used to transmit data. The link is used
to attach and interconnect all other elements of the ESCON environment.

Note that although there are dedicated fibers for reception and transmission in a single link,
full duplex data transfer capabilities are not exploited. The ESCON I/O protocol specifies that
for normal 1/O operations, frames flow serially in both directions, but in a request/response
(half-duplex) fashion.

ESCON Directors

The switching function of ESCON is handled by devices called ESCON Directors (IBM 9033
and 9032 models), which connect channels and control units only for the duration of an I/0
operation. They can switch millions of connections per second, and are the centerpiece of the
ESCON topology. Apart from dynamic switching, the ESCON Directors can also be used for
static switching of “single user” control units among different system images.

The switching function of the ESCON Director (ESCD) provides a way of connecting multiple
channels and control units without requiring permanent physical connections. The ESCON
Director, under user control, routes transmissions from one port to any other port in the same
ESCON Director, and provides data and command exchange for muitiple channels and
control units. This is illustrated in Figure 3-6.
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Figure 3-6 ESCON Director switching function
Up to two ESCON Directors can be implemented on an ESCON channel path. However, for

channel paths with two Directors, only one Director is supported with a dynamic switching
connection. The connection on the other Director must be defined as static.
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Enhanced Multiple Image Facility

The Enhanced Multiple Image Facility (EMIF) enables ESCON channel sharing among
PR/SM logical partitions running on the z900 server. For details, see “Enhanced Multiple
Image Facility” on page 80.

3.3.1 Connectivity
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Following are z900 connectivity options in the ESCON I/O interface environment.

2900 ESCON features

2900 supports two ESCON channel features: the 16-port ESCON feature (feature code
2323), and the 4-port ESCON feature (feature code 2313).

2900 16-port ESCON feature

The z900 16-port ESCON feature (feature code 2323) occupies one I/O slot in the z900
zSeries I/0 cage. Each port on the feature uses a 1300 nanometer (nm) light-emitting diode
(LED) transceiver, designed to be connected to 62.5 micron multimode fiber optic cables only.

The feature has 16 ports with one CHPID associated with each port, up to a maximum of 15
active ESCON channels per feature. There is a minimum of one spare port per feature to
allow for channel sparing in the event of a failure of one of the other ports.

This is a dramatic increase in channel density compared to the G5/G6 servers (4 ESCON
channels per feature). This allows up to 256 ESCON channels to be populated in a single
z900 zSeries /0O cage compared with three G5/G6 I/O cages.

The 16-port ESCON feature is supported by the z900 Channel CHPID Assignment facility
described in “CHPID assignments” on page 76.

The16-port ESCON feature port utilizes a small form factor optical transceiver that supports a
new fiber optic connector called MT-RJ. The MT-RJ is an industry standard connector which
has a much smaller profile compared with the original ESCON Duplex connector. The MT-RJ
connector, combined with technology consolidation, allows for the much higher density
packaging implemented with the 16-port ESCON feature.

Note: The z900 16-port ESCON feature does not support a multimode fiber optic cable
terminated with an ESCON Duplex connector.

However, 62.5 micron multimode ESCON Duplex jumper cables can be reused to
connect to the 16-port ESCON feature. This is done by installing an MT-RJ/ESCON
Conversion kit between the 16-port ESCON feature MT-RJ port and the ESCON
Duplex jumper cable. This protects the investment in the existing ESCON Duplex
cabling plant.

An MT-RJ/ESCON Conversion Kit (feature code 2325) supplies two 62.5 micron multimode
conversion kits. The conversion kit is two meters (6.5 feet) in length and is terminated at one
end with a MT-RJ connector and at the opposite end with an ESCON Duplex receptacle to
attach to the under floor cabling.

16-port ESCON channel port enablement

The 16-port ESCON feature channel cards are always installed in pairs. The 15 active ports
on each 16-port ESCON feature are activated in groups of four via Licensed Internal Code -
Control Code. Ports are activated equally across all installed 16-port ESCON features for high
availability.
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In most cases, the number of physically installed channels is greater than the number of
active channels that are LIC-CC enabled. This is not only because the last ESCON port (J15)
of every 16-port ESCON channel card is a spare, but also because several physically
installed channels are typically inactive (LIC-CC protected). These inactive channel ports are
used to satisfy future channel adds; see Table 3-7 on page 94 for details.

If there is a requirement to increase the number of ESCON channel ports (minimum
increment is four), and there are sufficient unused ports already available to fulfill this
requirement, then IBM manufacturing provides an LIC-CC diskette to concurrently enable the
number of additional ESCON ports ordered. This is illustrated in Figure 3-7. In this case, no
additional hardware is installed.
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Figure 3-7 16-port ESCON - LIC-CC

An ESCON channel add will never activate the spare channel port. However, if the spare port
on a card was previously used, then the add may activate all the remaining ports on that card.

If there are not enough inactive ports on existing 16-port ESCON cards installed to satisfy the
additional channel order, then IBM manufacturing ships additional 16-port ESCON channel
cards (minimum of two) and an LIC-CC diskette.

If there has been multiple sparing on a 16-port ESCON card and, by replacing that card the
additional channel add can be satisfied, the card will be replaced.

Table 3-7 documents some ESCON configuration examples and details the way active and
inactive ESCON channel ports are spread over the installed 16-port ESCON cards.

A maximum of 256 ESCON ports can be activated on z900 server general purpose models.
This maximum requires eighteen 16-port ESCON channel cards to be installed.
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Table 3-7 16-port ESCON: channel port configurations

ESCON 16-port Active ports Inactive ports | Spare ports
channels ESCON cards | per card per card
4 2 2 13 1
8 2 4 11 1
16 2 8 7 1
28 2 14 1 1
32 4 8 7 1
60 4 15 0 1
64 6 11/11/11/11/ 4/4/4/4/ 1
10/10 5/5
68 6 12/12/11/11/ 3/3/4/4/ 1
11/11 4/4
76 6 13/13/13/13 2/2/2/2/ 1
12/12 3/3
88 6 15/15/15/15 0/0/0/0 1
14/14 11
92 8 12/12112/12 3/3/3/3/ 1
11/11/11/11 4/4/4/4/4
120 8 15 0 1
124 10 13*4/12*6 2*4/3*6 1
148 10 15*8/14*2 0*8/1*2 1
152 12 13*8/12*4 2*8/3*4 1
180 12 15 0 1
184 14 14*2/13*12 1*2/2*12 1
208 14 15*12/14*2 0*12/1*2 1
212 16 14*4/13*2 1*4/2*12 1*4/2*12
240 16 15 0 1
244 18 14*10/13*8 1*10/2*8 1
256 18 15*4/14*14 0*4/1*14 1

16-port ESCON channel sparing

The last ESCON port on a 16-port ESCON channel card (normally J15) is assigned as a
spare port. Should an LIC-CC-enabled ESCON port on the card fail, the spare port is used to
replace it, as shown in Figure 3-8 on page 95. If the initial first spare port (J15) is already in
use and a second LIC-CC-enabled port fails, then the highest LIC-CC-protected port (for
instance, J14) is used to spare the failing port.
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Figure 3-8 16-port ESCON channel sparing

Channel port sparing can only occur between ports on the same 16-port ESCON card. That
is, a failing ESCON channel port cannot be spared with another port on a different 16-port
ESCON card.

Channel sparing is a service repair action performed by an IBM service representative (SR)
using the z900 server maintenance package Repair and Verify procedure. If sparing can take
place, the IBM SR moves the external fiber optic cable from the failing port to the spare port.
When sparing occurs, the CHPID moves to the spare port (CHPID 8A in Figure 3-8). If
sparing cannot be performed, the 16-port ESCON card is replaced.

The 4-port ESCON feature

The 4-port ESCON feature (feature code 2313) occupies one I/O slot in the z900
Compeaitibility 1/0 cage. The feature has four ports, with one CHPID associated with each port.
Each port utilizes an ESCON Duplex receptacle, which supports an ESCON Duplex jumper
cable.

The 4-port ESCON feature cannot be ordered with a new build z900, but it can be carried
forward in some cases on an upgrade from a G5/G6 server to z900. The 4-port ESCON
feature is only carried forward if a zZ900 Compatibility I/O cage is required to support the
following:

» Parallel channel feature (feature codes 2304 and 2303)
» OSA-2 FDDI feature (feature code 5202)

On an upgrade from a G5/G6 server to z900, 4-port ESCON features carried forward will
populate the z900 Compatibility I/O cage(s) if I/O slots are available after the 1/0 slots have
been populated with parallel channels or OSA-2 FDDI features. Any additional ESCON
channels required in the order will be 16-port ESCON features added into the z900 zSeries
I/O cage.

The 4-port ESCON feature is supported by the z900 Channel CHPID Assignment facility
described previously.
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The 4-port ESCON feature does not support zZ900 ESCON channel sparing. However, in the
event of a port hardware failure, the CHPID associated with the failing port can be swapped to
another unused ESCON port in the zZ900 Compatibility 1/0 cage.

ESCON channel-to-channel

ESCON channel-to-channel (CTC) enables direct communication between multiple CPCs
and/or CPCs with LPARs (see Figure 3-9).
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Figure 3-9 CTC connectivity using ESCON and FICON channels

There are two possible ways to configure CTCs:

1. With ESCON CTC channels, a user can communicate at channel speed between servers
without requiring extra hardware.

You can define a channel-to-channel connection (CTC) using the Hardware Configuration
Definition (HCD) or Input Output Configuration Program (IOCP). On an ESCON-capable
server, if you define an ESCON channel as type=CTC, then CTC Licensed Internal Code
is loaded into that ESCON channel at power-on reset time. A CTC connection is between
one ESCON channel, defined as CTC, that is physically connected to another ESCON
channel, defined as CNC. A CTC channel can be connected to multiple CNC channels
through an IBM 9032 ESCON Director. This provides multiple CTC connections using just
one CTC channel.

The ESCON CTC connection performs at the channel speed of the ESCON channels of
the communicating server pair. The ESCON CTC connection is superior to the 3088 in
providing longer distances (ESCON) and a more flexible configuration.

2. With FICON channel-to-channel connection, discussed in detail in “FICON
channel-to-channel (FCTC)” on page 108.

ESCON distance solutions

The maximum unrepeated distance of an ESCON link using multimode fiber optic cables is 3
km (1.87 miles) using 62.5 micron fiber, or 2 km (1.24 miles) using 50 micron fiber (which is
only supported in trunks).
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Extended distance can be achieved using single mode (9 micron fiber) cables or trunks with
channel extenders/repeaters. This is referred to as the extended distance feature (XDF) when
used between ESCON Directors.

A combination of the following products can be used to extend the ESCON link distance:
» ESCON Directors (9032 or 9033).

9032 model 5 is currently orderable. 9032 models 2, 3 and 4, as well as 9033 model 1,
have been withdrawn from marketing.

» ESCON Directors (9032) using XDF ports and single mode (9 micron) cables or trunks.

» ESCON Remote Channel Extender (9036) using single mode (9 micron) cables or trunks.
The 9036 models 1 and 2 have been withdrawn from marketing.

» IBM Fiber Saver (2029) Dense Wavelength Division Multiplexer.

The IBM Fiber Saver (2029) has been withdrawn from marketing. Alternative products are
the Nortel OPTera Metro DWDM, Cisco 15540 and 15530 DWDM.

» IBM Optical Wavelength Division Multiplexer (9729).

The 9729 models 001 and 041 have been withdrawn from marketing. Alternative products
are the Nortel OPTera Metro DWDM, Cisco 15540 and 15530 DWDM.

Note: The actual maximum end-to-end distance may be limited by specific
characteristics of the attached control units and devices.

It is important to remember that the throughput of an ESCON channel is a function of
distance. As the distance between an ESCON channel and a control unit increases, the
performance decreases, with significant droop occurring at distances beyond 9 km (5.6
miles).

For further information, see the following manuals:

IBM zSeries Connectivity Handbook, SG24-5444

ESCON 1/O Interface, SA22-7202

ESCON Channel-To-Channel Adapter, SA22-7203

Input/Output Configuration Program Guide, SB10-7029

ESCON Channel-to-Channel Reference, SB10-7034

Introducing Enterprise Systems Connection, GA23-0383

Introducing the ESCON Directors, GA23-0363

Enterprise Systems Connection (ESCON) Implementation Guide, SG24-4662
Planning for the 9032 Model 5, SA22-7295

vVVYyVYVYVYVYVYYVYY

3.4 Fibre Connection channel

This section describes the high bandwidth z900 server channel, Fibre CONnection (FICON).
It was first introduced on the G5/G6 servers in response to the requirement for higher
bandwidth and increased connectivity. The FICON channel matches customer data
storage/access requirements and the latest technology in servers, control units, and storage
devices. FICON channels allow faster and more efficient data transfer, while at the same time
allowing customers to use their currently installed single-mode and multimode fiber optic
cabling plant.
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The term FICON represents the architecture as defined by the InterNational Committee of
Information Technology Standards (INCITS), and published as ANSI standards. FICON also
represents the names of the z900 server features: FICON Express and FICON. Throughout
this section we will use the term FICON to refer to the FICON Express and FICON features,
except when the function being described is applicable to FICON Express only.

3.4.1 Description

98

FICON provides all the strengths of ESCON while increasing the link data rate from 20 MBps
all the way up to 2 Gbps with the FICON Express features. The FICON implementation
enables full-duplex data transfer, so data travels in both directions simulianeously, rather than
the half-duplex data transfer of the ESCON implementation. Also, FICON enables multiple
concurrent I/O operations to occur simultaneously to multiple control units, rather than the
sequential I/O operations of ESCON.

A FICON channel is capable of supporting significantly more 1/O operations per second than
an ESCON channel. Also, data rate droop is minimal, even at distances of 100 km, compared
to ESCON’s significant data rate droop at distances greater than 9 km.

Another fundamental difference with ESCON is the Channel Control Word (CCW) chaining
capability of the FICON architecture. While ESCON channel program operation requires a
Channel End/Device End (CE/DE) after execution of each CCW, FICON supports CCW
chaining.

On a FICON channel, all CCWs of a chain are transferred to the control unit without waiting
for the first command response (CMR) from the control unit or for a CE/DE after each CCW
execution. The device presents a DE to the control unit after each CCW execution. If the last
CCW of the CCW chain has been executed by the device, the control unit presents CE/DE to
the channel.

The FICON channel architecture is compatible with:

» The Fibre Channel Physical and Signaling standard (FC-PH) ANSI X3.230-1994

» The Fibre Channel Switch Fabric and Switch Control Requirements (FC-SW) ANSI
X3T11/Project 959-D/Rev 3.3

» The FC-SB2 (FICON) architecture (INCITS standard)

FICON modes
The current 2900 server support allows the FICON channel to operate in one of three modes:
1. A FICON channel in FICON Bridge (CHPID type FCV) mode can access ESCON control

units through a FICON Bridge port feature installed in a IBM 9032 Model 005 ESCON
Director; see Figure 3-10.
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Figure 3-10 FICON bridge mode
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2. A FICON channel in FICON native (CHPID type FC) mode can access FICON native
interface control units either:

— Directly via a FICON channel in FICON native point-to-point topology.

— Via a FICON channel in FICON native switched point-to-point topology connected to a
Fibre Channel switch (FC switch).

— Via a FICON channel in FICON native switched point-to-point topology connected to
cascaded Fibre Channel Directors (FC switches). See “FICON Support of Cascaded
Directors” on page 102.

FICON Native point-to-point

FC Link FICON
cu

FICON
CcuU

FICON
CcuU

Figure 3-11  FICON Native mode

A FICON channel in a FICON Channel-to-Channel (FCTC) configuration can access
FICON CTC control units and devices defined to different LPAR images on the same z900
server and other servers.

The FICON CHPID type is defined as a FICON native channel (FC). The FC channel at
each end of the CTC connection has a FICON CTC control unit (type FCTC) and FICON
CTC devices (type FCTC) defined.

The FICON channel at each end of the FICON CTC connection, supporting the FCTC
control units, can also communicate with other FICON native control units, such as disk
storage devices and tape.

“FICON channel-to-channel (FCTC)” on page 108 covers this connectivity in more detail.

3. A FICON channel in Fibre Channel Protocol (CHPID type FCP) mode can access FCP
devices either:

— Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to an FCP device

— Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to a Fibre Channel-to-SCSI bridge
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Note: z900 FCP channel direct attachments in point-to-point and arbitrated loop
topologies are not supported as part of the zSeries FCP enablement.

zSeries FCP support allows Linux running on a z900 server to access industry-standard
SCSI devices. For disk applications, these FCP storage devices utilize Fixed Block (512
byte) sectors rather than Extended Count Key Data (ECKD) format.

FCP and SCSI controllers and devices can be accessed by Linux for zSeries (64-bit
mode) or Linux for S/390 (31-bit mode) with the appropriate 1/O driver support. Linux may
run either natively in a logical partition, or as a guest operating system under z/VM Version
4 Release 3.

Note: z/VM Version 4 Release 3 is required to support FCP for Linux guests. However,
z/VM itself does not support FCP devices.

For current information on FCP channel support for Linux for zSeries or Linux for S/390,
and/or appropriate support for z/VM, see:

http://wwwl0.software.ibm.com/developerworks/opensource/1inux390/index.shtml

For more information see “FICON channel in Fibre Channel Protocol (FCP) mode” on
page 118.

FC link

The transmission medium for the FICON interface is a fiber optic cable. Physically, it is a pair
of optical fibers that provide two dedicated unidirectional serial bit transmission lines.
Information in a single optical fiber flows, bit by bit, always in the same direction. The FC link
data rate is 1Gbps (100 MBps) for FICON feature ports, and 1 Gbps or 2 Gbps (200 MBps) for
FICON Express feature ports. At any link interface, one optical fiber is used to receive data
while the other is used to transmit data.

Note that the FICON interface takes advantage of the dedicated fibers for reception and
transmission in a single link. Full duplex capabilities are exploited for data transfer. The Fibre
Channel Standard protocol specifies that for normal I/O operations, frames flow serially in
both directions, allowing several concurrent read and write 1/0 operations on the same link.

FICON Express LX and FICON LX utilize long wavelength (LX) transceivers and 9 micron
single mode fiber optic media (cables and trunks) for data transmission. FICON Express SX
and FICON SX utilize short wavelength (SX) transceivers and 50 or 62.5 micron multimode
fiber optic media (cables and trunks) for data transmission. A transceiver is a transmitter and
receiver. The transmitter converts electrical signals to optical signals to be sent over the fiber
optic media. The receiver converts optical signals to electrical signals to be sent through the
server, Director, or device.

FICON Bridge
The FICON Bridge topology is intended to help provide investment protection for currently
installed ESCON control units.

The IBM 9032 Model 005 ESCON Director is the only Director to support long wavelength
FICON links through the use of a FICON Bridge one port feature.

One FICON Bridge port feature provides connectivity to one FICON LX link. Up to 16 FICON
Bridge port features can be installed on a single IBM 9032 Model 005. Current IBM 9032
Model 005 ESCON Directors are field-upgradable to support the FICON Bridge port feature
which can coexist with the original ESCON port features in the same Director.
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The FC-2 layer of the Fibre Channel Standard (FCS) architecture provides for higher FC link
utilization through frame multiplexing. In a FICON Bridge environment, up to eight concurrent
I/O operations (read or write) can be performed to eight different ESCON control units.

An 1/O operation is “FICON FCV mode-transferred” from the FICON channel to the
FICON Bridge port. The FICON Bridge port translates FC-SB-2 (INCITS standard)
frames into ESCON frames, and conversely, ESCON frames into FC-SB-2 frames. The
channel side of the FICON bridge port operates in a slightly modified FCS mode (full
duplex), while the ESCON side operates in normal ESCON mode (half duplex); this is
illustrated in Figure 3-12.
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Figure 3-12 FICON Bridge switching function

FICON/Fibre Channel Switch

The Fibre Channel Switch (FC-SW) supports packet-switching, which provides better
utilization than the circuit-switching in the ESCON Director. It allows up to 32 simultaneous
concurrent 1/0 operations (read and write) from multiple FICON-capable systems to multiple
FICON control units.

Figure 3-13 shows a conceptual view of frame processing in a switched point-to-point
configuration for multi-system and multi-control unit environments.
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FICON

Figure 3-13 FICON switch function

Like the ESCON 1/O architecture, FICON does not allow multiple control units (or control unit
link interfaces) to reside on the same link. A control unit can contain multiple images with
dedicated or shared physical control unit facilities. The FICON I/O architecture provides
addressing for these multiple images.

For ease in migration, control units can have both FICON and ESCON interfaces.

A control unit can be attached through FICON Native (FC mode) and ESCON Native
(CNC mode) channel paths from the same server using any topology combinations.

FICON Support of Cascaded Directors

FICON native channels on the zSeries servers support cascaded Fibre Channel Directors.
This support is for a two-Director configuration only. With cascading, a FICON native channel,
or a FICON native channel with channel-to-channel (FCTC) function, can connect a server to
a device or other server via two native connected Fibre Channel Directors. This Cascaded
Director support, delivered in conjunction with IBM's re-marketed INRANGE FC/9000 and
McDATA Intrepid FICON Directors, is for all Native FICON channels implemented on FICON
features on z900 servers, and FICON Express features on z900 and z800 servers.

zSeries FICON support of cascaded directors is planned to be included in the

January 31, 2003, maintenance level of LIC driver level 3G for the z800 and z900 servers.
This function also requires either of IBM's re-marketed INRANGE FC/9000 or McDATA
Intrepid Fibre Channel Directors with cascading support when available, and z/OS V1.3 or
V1.4 with service as defined in the PSP Buckets for device type 2032 or 2042, and 2064
(z900 server) or 2066 (z800 server).

FICON support of Cascaded Directors, sometimes referred to as cascaded switching, is for
single-vendor fabrics only. Figure 3-14 shows some examples of FICON support of cascaded
directors.
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Figure 3-14 FICON support of cascaded directors examples

Cascaded support is important for disaster recovery and business continuity solutions. It can
provide high availability connectivity as well as the potential for fiber infrastructure cost
savings for extended storage networks. FICON support of two director cascaded technology
can allow for shared links and, therefore, improved utilization of inter-site connected
resources and infrastructure. Solutions such as Geographically Dispersed Parallel Sysplex
(GDPS) can benefit from the reduced inter-site configuration complexity that Native FICON
support of cascaded directors provide. See Figure 3-15 on page 104.

While specific cost savings vary depending upon infrastructure, workloads, and size of data
transfers, generally customers who have data centers separated between two sites may
reduce the number of cross-site connections by using cascaded directors. Further savings
may be realized in the reduction of the number of channels and switch ports. Another
important value of FICON support of cascaded directors is its ability to provide high integrity
data paths. The high integrity function is an integral component of the FICON architecture
when configuring FICON channel paths through a cascaded fabric.
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Figure 3-15 FICON support of cascaded directors cross-site connectivity

To support the introduction of FICON cascaded switching, IBM has worked with the Fibre
Channel Director vendors to help ensure that robustness in the channel to control unit path is
maintained to the same high standard of error detection, recovery, and data integrity that has
existed for many years with both ESCON and the initial implementation of FICON.

End-to-end data integrity is designed to be maintained through the cascaded director fabric.
Data integrity helps ensure that any changes to the customer's data streams are always
detected, and the data frames (data streams) are delivered to the correct end point, an end
point being a FICON channel port or a FICON Control Unit port. For FICON channels, Cyclic
Redundancy Checking (CRC) and Longitudinal Redundancy Checking (LRC) are bit patterns
added to the customer data streams to allow for detection of any bit changes in the data
stream. With FICON support of cascaded switching, new integrity features are introduced
within the FICON channel and the FICON cascaded director to help ensure the detection and
reporting of any miscabling actions occurring within the fabric during operational use that may
cause a frame to be delivered to the wrong end point.

A FICON channel, when configured to operate with a cascaded switch fabric, requires that the
director supports high integrity. During initialization, the FICON channel will query the director
to determine that it supports high integrity, and if it does, then the channel will complete the
initialization process allowing the channel to operate with the fabric.

Once a FICON switch fabric has been customized for FICON support of cascaded switching
and the required directors have been customized in the fabric switch list, the fabric will check
that its inter-switch-links (ISLs) are installed to the correct switches before they are made
operational.
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Once the ISLs are operational, any changes to the ISL connections will be checked by
switches within the fabric before they can be used (the connected switches must be in the
switch fabric list). With this checking, if an ISL is incorrectly installed, the fabric is designed to
stop using the links for customer data streams, thereby preventing frames from being
delivered to the wrong end points.

Enhanced Multiple Image Facility

The Enhanced Multiple Image Facility (EMIF) enables FICON channel sharing among PR/SM
logical partitions running on the z900 server. This is discussed in “Enhanced Multiple Image
Facility” on page 80.

3.4.2 Connectivity

Following are connectivity options and distance solutions in the FICON I/O interface
environment.

2900 FICON features

There are two types of FICON channel transceivers supported on the z900: a long
wavelength (LX) laser version and a short wavelength (SX) laser version. This provides for
four FICON channel features supported on the z900 server:

» 2900 FICON Express LX feature (feature code 2319) with two ports per feature,
supporting LC Duplex connectors

» 2900 FICON Express SX feature (feature code 2320) with two ports per feature,
supporting LC Duplex connectors

» 2900 FICON LX feature (feature code 2315) with two ports per feature, supporting SC
Duplex connectors

» 2900 FICON SX feature (feature code 2318) with two ports per feature, supporting LC
Duplex connectors

Note: Effective October 2001:

» FICON LX feature (feature code 2315) is superseded by the FICON Express LX feature
(feature code 2319).

» FICON SX feature (feature code 2318) is superseded by the FICON Express SX
feature (feature code 2320).

FICON channel features can be installed in the z900 server. The features can be connected
to a FICON-capable control unit, either point-to-point or switched point-to-point, through a
Fibre Channel switch. FICON Express LX (at 1Gbps) and FICON LX features can also be
connected to the FICON LX Bridge port feature of an IBM 9032 ESCON Director. Up to 96
FICON channels (48 features) can be installed in the z900.

FICON Express LX feature

The z900 FICON Express LX feature (feature code 2319) occupies one 1/O slot in the z900
zSeries I/0 cage. The feature has two Peripheral Component Interconnect (PCI) cards. The
PCI cards have a higher performing infrastructure, which can improve performance compared
to the FICON LX feature. Each PCI card has a single port supporting an LC duplex connector,
with one CHPID associated with each port, and supports link speeds of 1 Gbps or 2 Gbps.

Each port supports attachment to the following:
» FICON LX Bridge one port feature of an IBM 9032 ESCON Director at 1Gbps only
» Fibre Channel Switch that supports 1Gbps/2Gbps Fibre Channel/FICON LX
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» Control unit that supports 1Gbps/2Gbps Fibre Channel/FICON LX

Each port of the z900 FICON Express LX feature uses a 1300 nanometer (nm) fiber
bandwidth transceiver. The port supports connection to a 9 micron single-mode fiber optic
cable terminated with an LC Duplex connector.

Note: Mode Conditioning Patch (MCP) cables are for use with 1 Gbps (100 MBps) links
only.

Multimode (62.5 or 50 micron) fiber optic cable may be used with the z900 FICON Express
LX feature for 1 Gbps links on/y. The use of this multimode cable type requires a mode
conditioning patch cable (feature codes 0109 for 62.5 micron/LC Duplex to SC Duplex;
0111 for 62.5 micron/LC Duplex to ESCON Duplex; 0108 for 50 micron/LC Duplex to SC
Duplex) to be used at each end of the fiber optic link, or at each optical port in the link. Use
of the single-mode to multimode MCP cables reduces the supported optical distance of the
1 Gbps link to an end-to-end maximum of 550 meters.

The z900 FICON Express LX feature is supported by the z900 Channel CHPID Assignment
facility; see “CHPID assignments” on page 76.

FICON Express SX feature

The z900 FICON Express SX feature (feature code 2320) occupies one 1/O slot in the z900
zSeries 1/0 cage. The feature has two Peripheral Component Interconnect cards. The PCI
cards have a higher performing infrastructure, which can improve performance compared to
the FICON SX feature. Each PCI card has a single port supporting an LC Duplex connector,
with one CHPID associated with each port, and supports link speeds of 1Gbps and 2 Gbps.

Each port supports attachment to the following:

» Fibre Channel Switch that supports 1Gbps/2Gbps Fibre Channel/FICON SX

» Control unit that supports 1Gbps/2Gbps Fibre Channel/FICON SX

Each port of the z900 FICON Express SX feature uses an 850 nanometer (nm) fiber

bandwidth transceiver. The port supports connection to a 62.5 micron or 50 micron multimode
fiber optic cable terminated with an LC Duplex connector.

The z900 FICON Express SX feature is supported by the z900 Channel CHPID Assignment
facility described previously.

FICON LX feature

The z900 FICON LX feature (feature code 2315) occupies one I/O slot in the zZ900 zSeries I/O
cage. The feature has two PCI cards. Each PCI card has a single port supporting an SC
Duplex connector, with one CHPID associated with each port, and supports a link speed of
1Gbps.

Each port supports attachment to the following:

» FICON LX Bridge port feature of an IBM 9032 ESCON Director

» Fibre Channel Switch that supports 1 Gbps Fibre Channel/FICON LX

» Control unit that supports 1 Gbps Fibre Channel/FICON LX

Each port of the z900 FICON LX feature uses a 1300 nanometer (nm) fiber bandwidth

transceiver. The port supports connection to a 9 micron single-mode fiber optic cable
terminated with an SC Duplex connector.
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Multimode(62.5 or 50 micron) fiber cable may be used with the z900 FICON LX feature. The
use of these multimode cable types requires a mode conditioner patch (MCP) cable (feature
codes 0106 (62.5 micron/SC Duplex to ESCON Duplex) and 0103 (50 micron/SC Duplex to
ESCON Duplex)) to be used at each end of the fiber link, or at each optical port in the link.
Use of the single-mode to multimode MCP cables reduces the supported optical distance of
the link.

The z900 FICON LX feature is supported by the zZ900 Channel CHPID Assignment facility.

Note: Effective October 2001:

FICON LX feature (feature code 2315) is superseded by the FICON Express LX feature
(feature code 2319).

FICON SX feature

The z900 FICON SX feature (feature code 2318) occupies one I/O slot in the z900 zSeries

I/O cage. The feature has two PCI cards. Each PCI card has a single port supporting an SC
Duplex connector, with one CHPID associated with each port, and supports a link speed of

1Gbps.

Each port supports attachment to the following:

» Fibre Channel Switch that supports 1 Gbps Fibre Channel/FICON SX

» Control unit that supports 1 Gbps Fibre Channel/FICON SX

Each port of the z900 FICON SX feature uses an 850 nanometer (nm) fiber bandwidth

transceiver. The port supports connection to a 62.5 micron or 50 micron multimode fiber optic
cable terminated with an SC Duplex connector.

The z900 FICON SX feature is supported by the z900 Channel CHPID Assignment facility.

Note: Effective October 2001:

» FICON SX feature (feature code 2318) is superseded by the FICON Express SX
feature (feature code 2320).

IBM FICON Directors
There are five IBM FICON Director models available:

» The IBM FICON Director 2032 Model 001 is based on the McDATA Enterprise Fibre
Channel Switch ED-5000.

» The IBM FICON Director 2032 Model 064 is based on the McDATA Enterprise Fibre
Channel Switch ED-6064.

» The IBM FICON Director 2042 Model 001 is based on the INRANGE FC/9000-64 Fibre
Channel/FICON Switch.

» The IBM FICON Director 2042 Model 128 is based on the INRANGE FC/9000-128 Fibre
Channel/FICON Switch.

» The IBM FICON Director 2042 Model 256 is based on the INRANGE FC/9000-256 Fibre
Channel/FICON Switch.
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IBM ESCON Director 9032 Model 5

The FICON Bridge one port feature occupies one I/O slot in the IBM 9032 Model 5 cage.
Each feature has one FICON LX Bridge port, allowing up to 8 simultaneous connections with
ESCON destination ports. Up to 16 FICON Bridge one port features can be installed in a
FICON-capable IBM 9032 Model 5. These features plug in ESCON port feature locations in
the Director, reducing the number of I/O slots available for ESCON ports.

The maximum FICON Bridge port feature configuration allows:
» 16 FICON LX Bridge ports (16 FICON Bridge one port features)
» 120 ESCON ports (15 ESCON 8-port features)

Note: The IBM 9032 Model 5 FICON Bridge port feature only supports FICON Express
LX links at a link rate of 1 Gbps, and FICON LX links.

It does not support FICON Express LX links at 2 Gbps, FICON Express SX links, or
FICON-SX links.

FICON channel-to-channel (FCTC)

Channel-to-channel (CTC) control units and associated devices provide the infrastructure for
intersystem communication. z/OS, 0S/390 and z/VM exploiters of CTC communication
include:

» XCF (Cross-System Coupling Facility) pathin and pathout devices for sysplex intersystem
communication (z/OS and 0S/390). For small message sizes, FCTC may be more
efficient than passing messages via the Coupling Facility (CF).

» VTAM Multi-Path Channel (MPC) read/write devices.
» TCP/IP read/write devices.

» IMS Multiple Systems Coupling (MCS) read/write devices.

In the past, CTC control unit support has been provided by the parallel channel-attached
3088 control unit. The 3088 control unit, defined by the HCD/IOCP as type “CTC”, is no
longer supported.

With the introduction of ESCON in the early 1990s, CTC control unit support has been
provided by the ESCON CTC channel. CTC support in the ESCON environment is provided
with a pair of connected ESCON channels, where one ESCON channel is defined by the
HCD/IOCP as CHPID type CNC and the other ESCON channel is defined as CHPID type
CTC. The CTC control unit (CU) function is implemented by the z900 server Licensed Internal
Code (LIC) supporting the ESCON channel type CTC. The ESCON CTC and CNC channels
can be connected point-to-point, or switched point-to-point through an ESCON Director,
which provides the switching function. Both shared (EMIF) and non-shared ESCON channels
support the ESCON CTC function. See “ESCON channel-to-channel” on page 96 for more
information.

The FICON channel in FICON native (CHPID type FC) mode on the z900 server at Licensed
Internal Code driver level 3C or later provides enhanced CTC control unit support, with
increased connectivity and more flexible channel usage.

Channel-to-channel communication in a FICON environment is provided between two FICON
native (CHPID type FC) channel FCTC control units, with at least one of the two FCTC CUs
being defined on an FICON native (FC) channel on a z900 server at LIC driver level 3C or
later, and the other defined on an FICON native channel on any of the following servers:

» G5/G6 server
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2900 server
z900 server at LIC driver level 3C or later

The FICON CTC CU function is provided by the FICON native (FC) channel FCTC control
unit on the z900 server only at LIC driver level 3C or later levels.

A FICON CTC configuration can be implemented in different ways. However, the following
considerations apply to all FICON CTC configurations:

>

The server at each end of a FICON CTC connection uses a FICON native (CHPID type
FC) channel.

The FICON native (FC) channel at each end of the CTC connection has a FICON CTC
control unit defined. An FCTC control unit can be defined on a FICON native (FC) channel
on a G5/G6 or z900 server, but the FCTC control unit function is provided only by a z900
server at LIC driver level 3C or later.

— The FICON CTC control unit is defined as type FCTC.
— The FICON CTC devices on the FCTC control unit are defined as type FCTC.

The FCTC control function on the z900 server at LIC driver level 3C or later can
communicate with an FCTC control unit defined on a FICON native (FC) channel on any of
the following:

— G5/G6 server
— 2900 server
— 7900 server at driver level 3C or later

The FICON native (FC) channel at each end of the FICON CTC connection, supporting
the FCTC control units, can also communicate with other FICON native control units, such
as disk and tape.

In a FICON CTC configuration, although FICON CTC control units are defined at each end,
only one end provides the FICON CTC control unit function. During initialization of the logical
connection between two ends of a FICON CTC connection, the channel that will provide the
FICON CTC control unit function is determined using an algorithm that, where possible,
results in balancing of the number of FCTC CU functions that each end of the logical
connection is providing. The algorithm takes the following into consideration:

>

FICON CTC control unit support

FICON CTC control unit support is only provided in the FICON native (FC) channel on a
2900 server at LIC driver level 3C or later. If one end of the connection is a z900 server at
LIC driver level 3C or later, and the other end is a z900 server at an earlier LIC level, or
G5/G6 server, the z900 server at LIC driver level 3C provides the FICON CTC control unit
function.

FICON CTC CU function, count

If both ends of the connection support the FICON CTC control unit function, that is, both
ends of the FICON CTC connection are on a z900 server at LIC driver level 3C or later,
then the count of FCTC CU functions already supported is taken into consideration. The
FC channel with fewer FCTC CU functions being supported is selected to provide the
FICON CTC control unit function.

Fibre Channel Node/Port, WWN

If both ends of the connection are on a z900 server at LIC driver level 3C or later and each
has an equal CTC CU function count, then the FC channel with the lower FC World Wide
Name (WWN) provides the FICON CTC control unit function.
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Unlike the ESCON channel CTC communication, which uses a pair of ESCON CTC-CNC
channels, the FICON native (FC) channel CTC communication does not require a pair of
channels because it can communicate with any FICON native (FC) channel that has a
corresponding FCTC control unit defined. This means that FICON CTC communications can
be provided using only a single FICON native (FC) channel per server.

Single FICON FCTC CU function channel on one server

A single FICON native (FC) channel connected to a FICON Director can provide the FICON
CTC communications between the operating systems in the logical partitions on a single
server. It can also be used to communicate to other 1/O control units. For the FCTC function in
this configuration, the Destination Port Address is the same as the Source Port Address; see
Figure 3-16.

Server 1
LP1 LP2 LP3

FC FICON
S Director
FICON Channel
FICON native (FC) Mode

Disk
Control Unit

Figure 3-16 Single FICON channel on one server

Single FICON channel between two or more servers

A single FICON native (FC) channel with FICON control units defined can be used to
communicate between the operating systems in the LPARs on the same server as well as
LPARs on other servers. It can also be used to communicate to other 1/O control units. The
FC channels are connected to a FICON Director. See Figure 3-17 on page 111.
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Server 1 Server 2
LP1 LP2 LP3 LPA LPB LPC
FC FC FICON FC FC
S~ Director _—

FICON Channel FICON Channel
FICON native (FC) Mode FICON native (FC) Mode
Disk
Control Unit

Figure 3-17 Single FICON channel per server

Two FICON channels on one server

Although a single FICON native (FC) channel per server can provide CTC connections
across multiple servers, for large FICON configurations we recommend using at least one
pair of FC channels. Using a pair of FC channels allows the installation to maintain the same
CTC device definition methodology for FICON as was previously used for ESCON. The
FICON channels can also support the definition of FCTC control units as well as other I/O
control units, such as disk and tape, at the same time.

A sample configuration with two FICON native channels providing FCTC-to-FCTC
communications is shown in Figure 3-18. A FICON native channel supports up to 255 logical
control units (LCUs) and up to 16K unit addresses per channel. Since the FICON native
channel supports a larger number of devices, installations with a high number of logical
partitions in an FCTC complex are easier to design and define.

Server 1 Server 2
LP1 LP2 LP3 LPA LPB LPC
FC FC FICON FC FC

/
FICON Channel

FICON native (FC) Mode

TN TN Director
FICON Channel

FICON native (FC) Mode

Disk
Control Unit

Figure 3-18 Two FICON channels between two servers
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FICON FCTC support via Cascaded Directors

FICON native (FC) channels on the zSeries servers support cascaded Fibre Channel
Directors. This support is for a two-Director configuration only. With cascading, a FICON
native (FC) channel, including the FICON channel-to-channel (FCTC) function, can connect a
server to a device or other server via two native connected Fibre Channel Directors. This
cascaded Director support, delivered in conjunction with IBM’s Fibre Channel Director
partners, is for all Native FICON channels implemented on FICON features on z900 servers,
and FICON Express features on z900 and z800 servers. See “FICON Support of Cascaded
Directors” on page 102.

For more information on the FCTC function, see the IBM Redpaper, FICON CTC
Implementation, REDP0158, available from:

http://www.ibm.com/redbooks

3.4.3 Migrating from ESCON to FICON connectivity
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With FICON channels (in FCV mode), you can still preserve your ESCON control unit
investments; see Figure 3-19.

LP1 |LP2 [ LP3 LP1 | LP2 | LP3

Figure 3-19 Migrating from ESCON to FICON

ESCON-to-FICON (FCV mode) migration allows:

» Fiber consolidation, reducing cable bulk between servers and 9032-005, since more
concurrent operations can use the same fiber (up to 8 for a FICON channel in FCV mode).
In ESCON, only one I/O operation at a time can use the fiber link.

» Greater fiber link unrepeated distances: 10 km (20 km with an RPQ) for FICON (FCV
mode) channels, compared with 3 km for ESCON channels.

» Performance droop is moved from 9 km for ESCON channels to 100 km for FICON
channels in FCV mode.

» Greater channel and link bandwidth per FICON channel in FCV mode. This is particularly
beneficial when you are channel-constrained.

» A larger number of device numbers (subchannels) are supported per FICON channel (in
FCV mode). There were up to 1024 devices supported on an ESCON channel; a FICON
channel (in FCV mode) supports up to 16384 devices.
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» Intermixing of CU types with different channel usage characteristics on the same channel
is possible.

Input for the selection of ESCON channel candidates for aggregation to FICON channels is
provided by measurement data, the number of FICON Bridge channels required to satisfy
connectivity, and a “best fit” judgement by the user of the FICON Channel Aggregation Tool.

Mixed channel attachment to one control unit

A configuration of mixed channels is not recommended for the long term. Nevertheless,
knowing all the supported combinations (CNC, FCV, FC) from one system to one control unit
may help during migration phases.

Figure 3-20 shows that from one system, a single control unit can be attached through a mix
of channel path types and topologies. Any ESCON topologies (CNC point-to-point and
switched point-to-point), FICON types (FCV, FC) and topologies (FC point-to-point and
switched point-to-point) can be combined to ease migration.

FICON
bridge
port

LP 1 -— FC Link

CNC [— ESCON Link

LP 2 Gl ESCON Link cu

FC Links

EMIF

[Fc
LP 3 FC Link FC Lk

Figure 3-20 Mixing channel path types to one control unit

3.4.4 FICON distance solutions

Distance support

The distance supported by the z900 server FICON features is dependent upon the
transceiver (LX or SX), the fiber being used (9 micron single-mode, or 50 micron or 62.5
micron multimode), and the speed at which the feature is operating. A FICON Express feature
supports a link data rate of 1 Gbps or 2 Gbps. A FICON feature supports a link data rate of

1 Gbps. Table 3-8 on page 114 shows the distance impacts and the link budget impacts of
high data rates.

In Table 3-8, a link is a physical connection over a transmission medium (fiber) used between
an optical transmitter and an optical receiver. The Maximum Allowable Link Loss, or link
budget, is the maximum amount of link attenuation (loss of light), expressed in decibels (dB),
that can occur without causing a possible failure condition (bit errors). Note that as the link
data rate increases, the unrepeated distance and link budget decreases when using
multimode fiber.

Chapter 3. Connectivity 113



114

These numbers reflect the Fibre Channel Physical Interface specification. The link budget is
derived from combining the channel insertion loss budget with the unallocated link margin
budget. The link budget numbers have been rounded to the nearest 10th of a dB.

For more information, see Planning for Fiber Optic Links (ESCON, FICON, Coupling Links,
and Open Systems Adapters), GA23-0367.

Table 3-8 Fibre Channel distance specifications

1 Gbps link 2 Gbps link

Fiber type Light source | Unrepeated | Link Unrepeated | Link
(nanometers) | Distance Budget Distance Budget

9 micron LX laser 10 km 7.8 dB 10 km 7.8 dB
single mode (1300 nm) (6.2 miles) (6.2 miles)
50 micron SX laser 500 meters 3.9dB 300 meters 2.8dB
multimode (850 nm) (1640 feet) (984 feet)
62.5 micron SX laser 250 meters 2.8dB 120 meters 2.2dB
multimode (850 nm) (820 feet) (394 feet)

For all FICON features using repeaters, the end-to-end distance between the FICON channel
and the FICON Director port can be up to 100 km. The same end-to-end distance is also
available between the FICON Director port and the control unit port. However, the overall
end-to-end distance between the FICON channel and control unit should not exceed 100 km.

Data rate performance droop

For ESCON links, significant data rate performance droop occurs at extended distances over
9 km. For FICON channels in FICON native (CHPID type FC) mode, the channel-to-control
unit end-to-end distance can be increased up to 100 km before data rate performance droop
starts to occur.

FICON's distance capability is becoming increasingly important as movement occurs towards
remote 1/O, vaulting for disaster recovery, and Geographically Dispersed Parallel Sysplexes
(GDPS) for availability.

FICON Express and FICON LX
Using 9 micron single-mode fiber, FICON Express and FICON LX features support an
unrepeated distance of 10 km. This can be increased to 20 km via an RPQ; see Figure 3-21.
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< 20 km*—= Remote Site

Local Site
FICON ESCON CU
9 SM
=il Bridge
9032-005
ESCON CU
9 um SM
|® FICON CU
9 um SM
2900 server
S OFICON CU

*20 km unrepeated distance via RPQ,
10 km without RPQ

Transceiver must match at each end of FC link

Figure 3-21 FICON Express LX and FICON LX maximum unrepeated distance

For FICON Express LX at 1 Gbps link data rate and FICON LX features, those wishing to
utilize their existing multimode cabling infrastructure can install Mode Conditioning Patch
(MCP) cables on each end of the multimode fiber. This enables the FICON Express LX and
FICON LX features to connect to multimode fiber. Technology limits the distance supported
on multimode fiber to 550 m; this is illustrated in Figure 3-22. MCP cables are not supported
for FICON Express LX at 2 Gbps link data rate.

-—550m —~—

ESCON CU

MCP 50 or 62.5 um MM MCP

29 Bridge
9032-005

ESCON CU

| vep

50 or 62.5 um MM  mcP
|® FICON CU

mcp 50 or 62.5 um MM MCP

2900 server

»9FICON CU

Transceiver must match at each end of FC link

Figure 3-22 FICON LX distance using existing multimode fiber infrastructure

Using the IBM Fiber Saver (2029) DWDM, the FICON LX implementation supports a
maximum distance between two sites of 50 km, as illustrated in Figure 3-23. This can be
extended to 100 km by cascading two IBM Fiber Saver (2029) pairs.
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*100 km cascading two 2029 pairs

Transceiver must match at each end of FC link

Figure 3-23 Maximum FICON LX distance support

FICON Express SX and FICON SX

Using 50 micron multimode fiber, the FICON Express SX and FICON SX features support an
unrepeated distance of 500 meters if the link data rate is 1 Gbps. The FICON Express SX
feature supports an unrepeated distance of 300 meters if the link data rate is 2 Gbps. The
same distances apply for FICON Director-to-control unit short wavelength links.

Using 62.5 micron multimode fiber, the FICON Express SX and FICON SX features support
an unrepeated distance of 250 meters if the link data rate is 1 Gbps. The FICON Express SX
feature supports an unrepeated distance of 120 meters if the link data rate is 2 Gbps.

Table 3-8 shows the distance impacts and the link budget impacts of high data rates.

Using the IBM Fiber Saver (2029) DWDM, the FICON SX implementation supports a
maximum distance between two sites of 50 km; see Figure 3-24. This can be extended to 100
km by cascading two IBM Fiber Saver (2029) pairs.

Note: The IBM 9032 Model 5 FICON Bridge port feature only supports FICON Express
LX links at a link rate of 1 Gbps, and FICON LX links.

It does not support FICON Express LX links at 2 Gbps, FICON Express SX links, or
FICON-SX links.
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Local Site

*100 km cascading two 2029 pairs
Transceiver must match at each end of FC link

2900 server

Figure 3-24 Maximum FICON SX distance support

For further information, see the following manuals:

vVvVyYVYyVvYYVYYyvYyYyY

S5/390 (FICON) I/O Interface Physical Layer, SA24-7172

Planning for Fiber Optic Links (ESCON, FICON, Coupling Links, and Open Systems
Adapters), GA23-0367

Planning for the 9032 Model 5 with FICON Converter Feature, SA22-7415

IBM zSeries Connectivity Handbook, SG24-5444

FICON (FCV Mode) Planning Guide, SG24-5445

FICON Introduction, SG24-5176

FICON Implementation, SG24-5169

FICON Native Implementation and Reference Guide, SG24-6266

Input/Output Configuration Program Guide, SB10-7029

The following Fibre Channel Standard publications are available from:

vVVYyVvYyYyvyYy

http://www.t10.0rg

http://www.tll.org

Fibre Channel Physical and Signaling Interface (FC-PH), ANSI X3.230:1994
Fibre Channel - SB 2 (FC-SB-2), Project 1357-D

FC Switch Fabric and Switch Control Requirements (FC-SX), NCITS 321:1998
FC Fabric Generic Requirements (FC-FG), ANSI X3.289:1996

FC Mapping of Single Byte Command Code Sets (FC-SB), ANSI X3.271:1996
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3.5 FICON channel in Fibre Channel Protocol (FCP) mode
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z900 server FICON Express and FICON features provide support of Fibre Channel and Small
Computer System Interface (SCSI) devices in Linux environments. This support is in
conjunction with the Linux distributions from zSeries Linux distribution partners.

The Fibre Channel (FC) standard was developed by the InterNational Committee of
Information Technology Standards (INCITS), and published as ANSI standards. The zSeries
FCP 1/O architecture conforms to the FC standards specified by the INCITS. More detailed
information about the FC standards can be obtained from the following Web sites:

http://www.t10.0rg
http://www.tll.org

The 2900 server FICON Express and FICON feature channels in FCP mode (FCP channel)
provide full fabric attachment of FCP and SCSI devices to Linux images using the Fibre
Channel Protocol. This allows Linux for zSeries and Linux for S/390 operating systems to
access industry-standard FCP and parallel SCSI storage controllers and devices.

z900 server FCP channel full fabric support means that multiple numbers of directors/
switches can be placed between the z900 server and FCP or SCSI device, thereby allowing
many “hops” through a storage network for 1/0 connectivity.

Note: z900 FCP channel full fabric connectivity support is for homogeneous, single switch
vendor fabrics only.

Support of FCP full fabric connectivity means that multiple FCP directors on a fabric can
share links and therefore provide improved utilization of inter-site connected resources and
infrastructure. This expanded attachability is intended to provide customers with more
choices for new storage solutions, or the ability to use existing storage devices, which may
leverage existing investments and lower total cost of ownership for their Linux
implementation. This can facilitate the consolidation of UNIX server farms onto zSeries
servers, protecting investments in SCSI-based storage.

For a list of switches, storage controllers, and devices that have been verified to work in a
Fibre Channel network attached to a z900 server FCP channel, and for specific software
requirements to support FCP and SCSI controllers or devices, see:

http://www.ibm.com/servers/eserver/zseries/connectivity

FCP channels are based on the Fibre Channel standards defined by the INCITS, and
published as ANSI standards. FCP is an upper layer fibre channel mapping of SCSI on a
common stack of Fibre Channel physical and logical communication layers. HIPPI, IPI, IP and
FICON (FC-SB-2) are other examples of upper layer protocols.

FCP and SCSI are industry-standard protocols that are supported by a wide range of
controllers and devices which complement the classical zSeries storage attachment
capability through FICON and ESCON channels. The FCP protocol is the base for
industry-standard Fibre Channel networks or Storage Area Networks (SANSs).

Fibre Channel networks consist of servers, storage controllers, and devices as end nodes,
interconnected by Fibre Channel switches, directors, and hubs. Switches and directors are
used to build Fibre Channel networks or fabrics; Fibre Channel loops (FC-AL) can be
constructed using Fibre Channel hubs. In addition, different types of bridges and routers can
be used to connect devices with different interfaces (like parallel SCSI). All of these
interconnects can be combined in the same network.
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FCP and SCSI have been implemented by many vendors in a huge number of different types
of storage controllers and devices. These controllers and devices have been widely accepted
in the marketplace, and proven to meet the reliability, availability, and serviceability (RAS)
requirements in many environments.

However, it must be noted that there are some advanced, unique RAS characteristics of the
zSeries ESCON and FICON attachments, using zSeries channel programs (and the
Extended Count Key Data (ECKD) protocol in the case of disk control units) which may not be
readily available in an FCP- or SCSI-based environment. This is discussed more fully in “FCP
and FICON mode characteristics” on page 123.

Therefore, whenever there are very stringent requirements regarding isolation, reliability,
availability, and serviceability, a conscious decision must be made whether FCP-attached
storage controllers and devices or classical zSeries FICON or ESCON attached control units
should be used. Customers requiring more robust RAS characteristics should choose FICON
or ESCON channels.

FCP mode

An FCP channel available on FICON Express and FICON features is defined in the
HCD/IOCP as channel type FCP.

The type of Licensed Internal Code (LIC) that is loaded into the FICON Express or FICON
feature channel port, configuring it as either an FCP channel or one of the FICON type
channels (FC or FCV), is controlled by the definition of the channel type (CHPID statement) in
the HCD/IOCP for this particular channel.

The two channel ports residing on a single FICON Express or FICON feature can be
configured individually, and can be of a different channel type.

For a description of the FICON and FICON Express features and their capabilities in FC and
FCV mode, see “Fibre Connection channel” on page 97.

zSeries FCP support allows Linux running on a z900 server to access industry-standard
SCSI devices. For disk applications, these FCP storage devices utilize Fixed Block (512 byte)
sectors rather than Extended Count Key Data (ECKD) format.

FCP and SCSI controllers and devices can be accessed by Linux for zSeries (64-bit mode) or
Linux for S/390 (31-bit mode) with the appropriate 1/O driver support. Linux may run either in
a Linux-only logical partition, or as a guest operating system under z/VM Version 4 Release 3.

Note: z/VM Version 4 Release 3 is required to support FCP for Linux guests. However,
z/VVM itself does not support FCP devices.

For current information on FCP channel support for Linux for zSeries or Linux for S/390,
and/or appropriate support for z/VM, see:

http://wwwl0.software.ibm.com/developerworks/opensource/Tinux390/index.shtml

FCP channels use the Queued Direct (QDIO) architecture for communication with the
operating system. The QDIO architecture for FCP channels, derived from the QDIO
architecture that had been defined for communications via an OSA-Express feature, defines
data devices that represent QDIO queue pairs, consisting of a request queue and a response
queue. Each queue pair represents a communication path between an operating system and
the FCP channel. It allows an operating system to send FCP requests to the FCP channel via
the request queue. The FCP channel uses the response queue to pass completion
indications and unsolicited status indications to the operating system.
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HCD/IOCP is used to define the FCP channel type; however, there is no definition
requirement for the Fibre Channel storage controllers and devices, nor the Fibre Channel
interconnect units like switches, directors, and bridges. The FCP industry standard
architecture requires that the Fibre Channel devices (end nodes) in a Fibre Channel network
are addressed using World Wide Names (WWNSs), Fibre Channel Identifiers (IDs), and
Logical Unit Numbers (LUNs). These addresses are configured on an operating system level,
and passed to the FCP channel together with the corresponding Fibre Channel 1/O or service
request via a logical QDIO device (queue).

Channel and device sharing

A z900 server FCP channel can be shared between multiple Linux operating systems, each

running in a logical partition or as a guest operating system under z/VM. To access the FCP
channel, each operating system needs its own QDIO queue pair, defined as a data device on
an FCP channel in the HCD/IOCP.

Each FCP channel can support up to 240 QDIO queue pairs. This allows each FCP channel
to be shared among 240 operating system instances. Host operating systems sharing access
to an FCP channel can establish, in total, up to 2048 concurrent connections to up to 512
different remote Fibre Channel ports associated with Fibre Channel controllers. The total
number of concurrent connections to end devices, identified by logical unit numbers (LUNs),
must not exceed 4096.

While multiple operating systems can concurrently access the same remote Fibre Channel
port via a single FCP channel, Fibre Channel devices (identified by their LUNs) can only be
serially re-used. In order for two or more unique operating system instances to share
concurrent access to a single Fibre Channel or SCSI device (LUN), each of these operating
systems will have to access this device through a different z900 server FCP channel.

Should two or more unigue operating system instances attempt to share concurrent access to
a single Fibre Channel or SCSI device (LUN) over the same z900 server FCP channel, a LUN
sharing conflict will occur and errors will result. This is discussed more fully in “FCP and
FICON mode characteristics” on page 123.

FCP link
A FICON channel in FCP mode can access FCP devices in either of the following ways:

» Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to an FCP device

» Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to a Fibre Channel-to-SCSI bridge

Note: z900 FCP channel direct attachment in point-to-point and arbitrated loop topologies
is not supported as part of the zSeries FCP enablement.

Storage controllers and devices with an FCP interface can be attached to the z900 server via
Fibre Channel switches or directors. This is illustrated in Figure 3-25.
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Figure 3-25 z900 FCP connectivity

Fibre Channel Director
There are five IBM FICON Director models available which support FCP:

» The IBM FICON Director 2032 Model 001 is based on the McDATA Enterprise Fibre
Channel Switch ED-5000.

» The IBM FICON Director 2032 Model 064 is based on the McDATA Enterprise Fibre
Channel Switch ED-6064.

» The IBM FICON Director 2042 Model 001 is based on the INRANGE FC/9000-64 Fibre
Channel/FICON Switch.

» The IBM FICON Director 2042 Model 128 is based on the INRANGE FC/9000-128 Fibre
Channel/FICON Switch.

» The IBM FICON Director 2042 Model 256 is based on the INRANGE FC/9000-256 Fibre
Channel/FICON Switch.

FC-AL controllers, devices, and hubs

Arbitrated loop is a ring topology that shares the fibre channel bandwidth among multiple
endpoints. The loop is implemented within a hub that interconnects the endpoints. An
arbitrated scheme is used to determine which endpoint gets control of the loop.

7900 server FCP channel does not support direct attachment of an arbitrated loop topology.

If the switch or director also does not support the Fibre Channel Arbitrated Loop (FC-AL)
protocol, multiple devices with an FC-AL interface can be attached to an FC-AL hub (also
called a loop switch) between the director and the devices, as shown in Figure 3-26. The
maximum number of ports in the arbitrated loop is 127.
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If the switch or director does support the FC-AL protocol, then the FC-AL hub is not required.
Devices implementing FC-AL protocol may be directly attached to a switch FC-AL port
allowing access with the z900 server. Devices typically implementing the FC-AL protocol are
tape units and libraries, and low-end disk controllers.

Fibre-Channel-to-SCSI bridges

Fibre-Channel-to-SCSI bridges (edge switches) can be used to attach storage controllers and
devices implementing the electrical, parallel SCSI interface. Different types of
Fibre-Channel-to-SCSI bridges may support different variants of the parallel SCSI interface,
such as Low Voltage Differential (LVD), High Voltage Differential (HVD), Single Ended, wide
(16 bit) versus narrow (8 bit) interfaces, and different link speeds.

I/O devices

The z900 server FCP channel implements the FCP standard as defined by the INCITS Fibre
Channel Protocol for SCSI (FCP), and Fibre Channel Protocol for SCSI, Second Version
(FCP-2), as well as the relevant protocols for the SCSI-2 and SCSI-3 protocol suites.
Theoretically, each device conforming to these interfaces should work when attached to a
z900 server FCP channel. However, experience tells us that there are small deviations in the
implementations of these protocols.

Note: We advise you to do appropriate conformance and inter-operability testing to verify
that a particular storage controller or device can be attached to a z900 server FCP channel
in a particular configuration (that is, attached via a particular type of Fibre Channel switch,
director, hub, or Fibre-Channel-to-SCSI bridge).

Also, for certain types of FCP and SCSI controllers and devices, specific drivers in the
operating system may be required in order to exploit all the capabilities of the controller or
device, or to cope with unique characteristics or deficiencies of the device.

For a list of storage controllers and devices that have been verified to work in a Fibre Channel
network attached to a zSeries FCP channel, and for specific software requirements to support
FCP and SCSI controllers or devices, see:

http://www.ibm.com/servers/eserver/zseries/connectivity
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FCP and FICON mode characteristics

Probably the single largest difference between the FICON channel (FC and FCV) and FCP
channel mode types is the treatment of data access control and security. FICON (and
ESCON) channels have long relied on EMIF (Enhanced Multiple Image Facility) to address
concerns regarding shared channels and devices. EMIF provides ultra high access control
and security of data so that one operating system image and its data requests cannot
interfere with another operating system’s data requests.

Linux guest operating systems under z/VM can have access to an FCP channel defined to the
z/VM operating system. An FCP channel can also be shared, through EMIF, between Linux
LPARs and z/VM LPARs with Linux guests. The FCP industry standard architecture does not
exploit the data access control and security functions of EMIF. As a result, FCP has the
following limitations:

» Channel sharing

When multiple Linux images share an FCP channel, all of the Linux images have
connectivity to all of the devices connected to the FCP fabric. Since the Linux images all
share the same FCP channel, all of the Linux images use the same worldwide port name
to enter the fabric and thus are indistinguishable from each other within the fabric.
Therefore, the use of zoning in switches, and LUN-masking in controllers, cannot be
effective in creating appropriate access controls among the Linux images.

Therefore, FCP channel sharing should be performed only in a “trusted” datacenter
environment. Linux server-hosting solutions should not use shared FCP channels,
because multiple Linux images can access each other's data. Individual FCP channels
with appropriate switch zoning and/or LUN-masking would be needed for each Linux
image to avoid this exposure to data sharing.

» Device sharing

The FCP channel prevents logical units from being opened by more than one Linux image
at a time. Access is on a first-come, first-served basis. This is done to prevent problems
with concurrent access from Linux images that are sharing the same FCP channel (and
thus the same worldwide port name). This usage-serialization means that one Linux
image can block other Linux images from accessing the data on one or more logical units,
unless the sharing images (z/VM guests) are all “well-behaved” and not in contention.

FICON and FCP have some other significant differences. Some of these are fundamental to
zSeries, others are fundamental to the two channel architectures, and still others may be
dependent on the operating system and the device being attached. Without taking the
operating system and the storage device into consideration, /O connectivity via z900 server
FCP and FICON (and ESCON) channels has the following differences:

» Direct connection

With FICON and ESCON, the z900 server can connect to a device directly with no director
in between, while initially FCP requires a switch. Furthermore, FICON and ESCON direct
connection is extended to Channel to Channel (CTC) function while the FCP channel does
not perform CTC.

» Switch topology

FCP channels will support full fabric connectivity, meaning that a multiple number of
(single vendor) switches may be used between a server and the device. With the FICON
support of cascaded directors, the FICON storage network topology is limited to a
two-director configuration.
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» Transmission data checking

When a transmission is sent via an FCP channel, due to its full-fabric capability, FCP
performs intermediate data checking for each leg of that transmission. FICON (and
ESCON) also perform intermediate data checking, but with an added end-to-end checking
for enhanced quality of delivery.

» Serviceability
— Licensed Internal Code (LIC) updates

FCP allows for LIC updates, but requires a disruptive channel off/on in order to activate
them, whereas most FICON LIC updates can be performed concurrently without
impacting FICON channel operation.

— Problem determination
* Link Incident Reporting

Link Incident Reporting is integral to the FICON (and ESCON) architecture. When a
problem on a link occurs, this mechanism identifies the two connected nodes
between which the problem occurred, potentially leading to faster problem
determination and service. For FCP, Link Incident Reporting is not a requirement for
the architecture (though it may be offered as an optional switch function).
Consequently, important problem determination information may not be available
should a problem occur on an FCP link.

* Enterprise fabric

The use of FICON cascaded directors would ensure the implementation of a
high-integrity fabric. For FCP, a high integrity fabric solution is not required—
although strongly recommended, it is not mandatory. For example, should an FCP
Inter Switch Link (ISL) be moved, data could potentially be sent to the wrong
destination without notification. This type of error would not happen on an
enterprise fabric with FICON.

3.5.1 Connectivity
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This section describes connectivity options available when using the FICON Express and
FICON features in FCP mode.

When configured for FCP mode, the features can access FCP devices in either of the
following ways:

» Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to an FCP device

» Via a FICON channel in FCP mode through a single Fibre Channel switch or multiple
switches to a Fibre Channel-to-SCSI bridge

Note: z900 FCP channel direct attachment in point-to-point and arbitrated loop topologies
is not supported as part of the zSeries FCP enablement.

2900 FICON features

There are two types of transceivers supported on the z900 FICON Express and FICON
features: a long wavelength (LX) laser version and a short wavelength (SX) laser version.
This provides for four FICON channel features supported on the z900 server:

» 2900 FICON Express LX feature (feature code 2319) with two ports per feature supporting
LC Duplex connectors
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» 2900 FICON Express SX feature (feature code 2320) with two ports per feature supporting
LC Duplex connectors

» 2900 FICON LX feature (feature code 2315) with two ports per feature supporting SC
Duplex connectors

» 2900 FICON SX feature (feature code 2318) with two ports per feature supporting SC
Duplex connectors

Note: From October 2001:

» FICON LX feature (feature code 2315) is superseded by the FICON Express LX feature
(feature code 2319).

» FICON SX feature (feature code 2318) is superseded by the FICON Express SX
feature (feature code 2320).

FICON Express LX feature

The z900 FICON Express LX feature (feature code 2319) occupies one 1/O slot in the z900
zSeries I/O cage. The feature has two Peripheral Component Interconnect (PCI) cards. The
PCI cards have a higher performing infrastructure, which can improve performance compared
to the FICON LX feature. Each PCI card has a single port supporting an LC Duplex connector
with one CHPID associated with each port, and supports link speeds of 1Gbps or 2 Gbps.

Each port of the z900 FICON Express LX feature uses a 1300 nanometer (nm) fiber
bandwidth transceiver. The port supports connection to a 9 micron single-mode fiber optic
cable terminated with an LC Duplex connector.

Note: Mode conditioning patch (MCP) cables are for use with 1 Gbps (100 MBps) links
only.

Multimode (62.5 or 50 micron) fiber optic cable may be used with the z900 FICON Express
LX feature for 1 Gbps links on/y. The use of this multimode cable type requires a mode
conditioning patch (MCP) cable (feature codes 0109 for 62.5 micron/LC Duplex to SC
Duplex, 0111 for 62.5 micron/LC Duplex to ESCON Duplex, and 0108 for 50 micron/LC
Duplex to SC Duplex) to be used at each end of the fiber optic link, or at each optical port
in the link. Use of the single-mode to multimode MCP cables reduces the supported optical
distance of the 1 Gbps link to an end-to-end maximum of 550 meters.

The z900 FICON Express LX feature is supported by the z900 Channel CHPID Assignment
facility discussed previously.

FICON Express SX feature

The z900 FICON Express SX feature (feature code 2320) occupies one 1/O slot in the z900
zSeries I/O cage. The feature has two Peripheral Component Interconnect (PCI) cards. The
PCI cards have a higher performing infrastructure, which can improve performance compared
to the FICON SX feature. Each PCI card has a single port supporting an LC Duplex connector
with one CHPID associated with each port, and supports link speeds of 1 Gbps or 2 Gbps.

Each port of the z900 FICON Express SX feature uses an 850 nanometer (nm) fiber
bandwidth transceiver. The port supports connection to a 62.5 micron or 50 micron multimode
fiber optic cable terminated with an LC Duplex connector.

The z900 FICON Express SX feature is supported by the z900 Channel CHPID Assignment
facility.
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FICON LX feature

The z900 FICON LX feature (feature code 2315) occupies one I/O slot in the zZ900 zSeries I/O
cage. The feature has two Peripheral Component Interconnect (PCI) cards. Each PCI card
has a single port supporting an SC Duplex connector with one CHPID associated with each
port, and supports a link speed of 1 Gbps.

Each port of the z900 FICON LX feature uses a 1300 nanometer (nm) fiber bandwidth
transceiver. The port supports connection to a 9 micron single-mode fiber optic cable
terminated with an SC Duplex connector.

Multimode(62.5 or 50 micron) fiber optic cable may be used with the z900 FICON LX feature.
The use of these multimode cable types requires a mode conditioning patch (MCP) cable
(feature codes 0106 for 62.5 micron/SC Duplex to ESCON Duplex, and 0103 for 50
micron/SC Duplex to ESCON Duplex) to be used at each end of the fiber link, or at each
optical port in the link. Use of the single-mode to multimode MCP cables reduces the
supported optical distance of the link to an end-to-end maximum of 550 meters.

The z900 FICON LX feature is supported by the z900 Channel CHPID Assignment facility.

Note: Effective October 2001:

» FICON LX feature (feature code 2315) is superseded by the FICON Express LX feature
(feature code 2319).

FICON SX feature

The z900 FICON SX feature (feature code 2318) occupies one I/O slot in the z900 zSeries
I/O cage. The feature has two Peripheral Component interconnect (PCI) cards. Each PCI
card has a single port supporting an SC Duplex connector with one CHPID associated with
each port, and supports a link speed of 1 Gbps.

Each port of the z900 FICON SX feature uses an 850 nanometer (nm) fiber bandwidth
transceiver. The port supports connection to a 62.5 micron or 50 micron multimode fiber optic
cable terminated with an SC Duplex connector.

The z900 FICON SX feature is supported by the zZ900 Channel CHPID Assignment facility.

Note: Effective October 2001:

» FICON SX feature (feature code 2318) is superseded by the FICON Express SX
feature (feature code 2320).

For more information on FICON Express and FICON features support for FCP mode, see the
IBM Redbooks paper Getting started with zSeries Fibre Channel Protocol, available from:

http://www.ibm.com/redbooks
For current information on FCP channel support for Linux for zSeries or Linux for S/390,
and/or appropriate support for z/VM, see:
http://wwwl0.software.ibm.com/developerworks/opensource/1inux390/index.shtml
For a list of storage controllers and devices that have been verified to work in a Fibre Channel

network attached to a zSeries FCP channel, and for specific software requirements to support
FCP and SCSI controllers or devices, see:

http://www.ibm.com/servers/eserver/zseries/connectivity
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More information about the FC standards can be obtained from the following Web sites:

http://www.t10.0rg
http://www.tll.org

3.6 Open Systems Adapter-2 channel

The Open Systems Adapter-2 (OSA-2) features were designed to provide direct, industry
standard, local area network and ATM network connectivity in a multi vendor networking
infrastructure.

OSA-2 features were the first features to bring the strengths of the S/390 architecture to the
network environment, namely: security, availability, enterprise-wide access to data, and
systems management. The following OSA-2 features continue to be supported in
z/Architecture for z900 servers:

» OSA-2 FDDI (feature code 5202)

Note: IBM Statement of Direction, effective October 2001

2900 will be the last family of servers to provide an FDDI feature.

» OSA-2 Ethernet/Token Ring (ENTR, feature code 5201) for Token Ring only.

For 2900 server, this feature is called the OSA-2 Token Ring feature, and can only be
configured as two 4/16 Mbps Token Ring ports.

Note: Effective October 2001:

» OSA-2 Token Ring feature (feature code 5201) is superseded by the OSA-Express
Fast Ethernet feature (feature code 2366), and OSA-Express Token Ring feature
(feature code 2367), as required.

» OSA-2 Token Ring feature (feature code 5201) is not carried forward on G5/G6
server to 2900 server upgrades.

» OSA-2 Token Ring feature (feature code 5201) is carried forward on z900 server to
7900 server upgrades only if the new configuration retains parallel channel and/or
OSA-2 FDDI features, and there are available slots in the Compatibility I/O cage(s).

As well as the OSA-2 Token Ring feature, other OSA-2 features for Fast Ethernet and ATM,
have been superseded by OSA-Express features; see “OSA-Express channel” on
page 131.

z900 server OSA-2 features provide SNA/APPN/HPR and TCP/IP connectivity (see

Figure 3-27) for the following LAN and network types:

» 100 Mbps Fiber Distributed Data Interface (FDDI)

» 4/16 Mbps Token Ring (T/R)

The OSA-2 features have been implemented as a channel type on the z900 server, and are

defined (CHPID type OSA) using the Hardware Configuration Definition (HCD). Each feature
port appears to the application software as a channel-attached device.
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Figure 3-27 OSA-2 connectivity

OSA-2 modes

The z900 server OSA-2 FDDI and OSA-2 Token Ring features are supported by the Open
Systems Adapter Support Facility (OSA/SF) program product. OSA/SF allows you to

customize the OSA-2 features to run in different modes. This product delivers a simple means
to configure and manage OSA-2 and to download software updates (to the OSA-2 feature) for

supported applications.

A default configuration is loaded in the OSA-2 feature during manufacturing. OSA/SF is used

to change the manufacturing default configuration, if required.

In LPAR mode, OSA-2 ports can be shared by any or all logical partitions on the server

platform. This is called port sharing. Port sharing support is customized in the configuration of

the OSA-2 features by using the OSA/SF program product.

Using OSA/SF, the OSA-2 FDDI and OSA-2 Token Ring features can be configured into
several modes, depending on your system and network requirements, as follows:

» TCP/IP Passthru mode (non-shared port)

In this mode, an OSA-2 port is capable of transferring TCP/IP LAN traffic to and from just

one TCP/IP host or logical partition. This is the default mode of OSA-2 and does not
require configuration using OSA/SF.

» TCP/IP Passthru mode (shared port)

In this mode, an OSA-2 port is capable of transferring TCP/IP LAN traffic to and from more

than one TCP/IP host within multiple logical partitions. The use of OSA/SF is required for
this configuration.

» SNA mode (non-shared port)

In this mode, an OSA-2 port is capable of transferring SNA LAN traffic to and from just one

LPAR. The use of OSA/SF is required for this configuration.
» SNA mode (shared port)

In this mode, an OSA-2 port is capable of transferring SNA LAN traffic to and from multiple

LPARs. The use of OSA/SF is required for this configuration.
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» TCP/IP and SNA mixed mode (shared port)

In this mode, an OSA-2 port is capable of transferring TCP/IP and SNA LAN traffic to and
from more than one LPAR. The use of OSA/SF is required for this configuration.

LAN protocols

Table 3-9 shows the LAN frame parameters and protocols supported by the z900 server
OSA-2 FDDI and OSA-2 Token Ring features.

Table 3-9 OSA-2 LAN protocol support

LAN frame parameter | LAN frame protocol LAN data rate
FDDI_802.3 IEEE 802.2 LAN MAC (using 802.2 envelope) 100 Mbps
FDDI_SNAP ANSI X3T9.5 protocol

FDDI_SNAP (using SNAP envelope)

TOKEN-RING IEEE 802.2 LAN MAC 4 Mbps or
TOKEN-RING_SNAP IEEE 802.5 MAC (802.5 using 802.2 envelope) 16 Mbps
TOKEN-RING_SNAP

(802.5 using an 802.2 envelope with SNAP)

Enhanced Multiple Image Facility

The Enhanced Multiple Image Facility (EMIF) enables OSA-2 feature port channel sharing
among PR/SM logical partitions running on the z900 server, see “Enhanced Multiple Image
Facility” on page 80.

3.6.1 Connectivity

OSA-2 features were first implemented in the S/390 architecture environment, including
G5/G6 and previous generation Enterprise servers. Some OSA-2 features continue to be
supported in z/Architecture (z900), while others have been replaced by OSA-Express
features.

2900 OSA-2 features
z900 supports the following OSA-2 features:

» OSA-2 FDDI (Fiber Distributed Data Interface, feature code 5202)

Note: IBM Statement of Direction - announced October 2001

2900 will be the last family of servers to provide an FDDI feature.

» OSA-2 Token Ring (Ethernet/Token Ring feature, code 5201) for Token Ring only

7900 also supports Asynchronous Transfer Mode, Fast Ethernet, Gigabit Ethernet, and Token
Ring with the following OSA-Express features (described in detail in 3.7, “OSA-Express
channel” on page 131):

» 2900 OSA-Express ATM 155Mbps MM (feature code 2363)
» 2900 OSA-Express ATM 155Mbps SM (feature code 2362)
» 2900 OSA-Express FENET (feature code 2366)

» 2900 OSA-Express GbE SX (feature code 2365)

» 2900 OSA-Express GbE LX (feature code 2364)

» 2900 OSA-Express Token Ring (feature code 2367)
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OSA-2 Token Ring feature

The OSA-2 Token Ring (feature code 5201) occupies one slot in the z900 Compatibility I/O
cage. The feature has two independent ports with one CHPID associated with both ports.
When installed on a z900, the OSA-2 Token Ring feature ports can only be configured as two
4/16 Mbps Token-Rings.

Note: The Ethernet 10 Mbps port connections of the OSA-2 Token Ring feature are not
supported on z900 server.

z900 attachment to Ethernet 10 Mbps LANs is supported by the zZ900 OSA-Express Fast
Ethernet feature (feature code 2366).

Note: Effective October 2001:

» OSA-2 Token Ring feature (feature code 5201) is superseded by the OSA-Express Fast
Ethernet feature (feature code 2366), and OSA-Express Token Ring feature (feature
code 2367), as required.

» OSA-2 Token Ring feature (feature code 5201) is not carried forward on G5/G6 server
to 2900 server upgrades.

» OSA-2 Token Ring feature (feature code 5201) is carried forward on z900 server to
z900 server upgrades only if the new configuration retains Parallel channel and/or
OSA-2 FDDI features, and there are available slots in the Compatibility I/O cage(s).

The OSA-2 Token Ring feature is supported by the z900 Channel CHPID Assignment facility.

Token Ring cabling

The z900 OSA-2 Token Ring feature has two LAN ports that can be attached to a 4 Mbps or
16 Mbps Token Ring LAN. The LAN must conform to the IEEE 802.5 (ISO/IEC 8802.5)
standard. At initialization, the LAN adapter senses and conforms to the speed of the Token
Ring. If no carrier is sensed on the ring, the adapter enters the ring at the speed of its last
successful entry.

Each OSA-2 Token Ring port has a Token Ring RJ-45 connector for cabling to a Multi-Station
Access Unit (MAU or MSAU). The RJ-45 connector supports either a standard shielded
twisted pair (STP) or an unshielded twisted pair (UTP) cable.

The Token Ring RJ-45 connector can optionally be connected with:

» IBM P/N 60G 1063 (RJ-45-to-ICS data connector) - IBM Cabling System
» IBM P/N 60G1066 (RJ-45 8-pin-to-female 9-pin subminiature “D” shell connector)

OSA-2 FDDI feature

The OSA-2 FDDI feature (feature code 5202) occupies one slot in the zZ900 Compatibility 1/0
cage. The feature can be ordered on a new build z900 server, or it can be carried forward on
an upgrade from a G5/G6 server to a z900 server.

The feature has one port with one CHPID associated with that port. The port can be attached
to a 100 Mbps single-ring or dual-ring FDDI LAN via an SC Duplex fiber optic connector. The
LAN must conform to either of the following:

» The International Standards Organization (ISO) 9314 specifications
» The American National Standard Institute (ANSI) X3T9.5 specifications
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Although there is only one FDDI port, there are two connectors available for either single-ring
or dual-ring environments. The connector labelled FA is the primary connector, and the
connector labelled FB is the secondary connector.

The OSA-2 FDDI adapter is designed with a dual-ring topology in mind. This is made up of
the two connectors on the card: FA and FB. The FA connector is made up of the Primary In
(Receiver) and Secondary Out (Transmitter), and the FB connector is made up of the Primary
Out (Transmitter) and the Secondary In (Receiver). When you connect an A connector to a B
connector, you make a complete ring.

For further information, see the following manuals:

Planning for the Open Systems Adapter-2 Feature for zSeries, GA22-7477
z/0OS Communications Server SNA Network Implementation, SC31-8777
z/OS Communications Server IP Configuration Guide, SC31-8775

z/0OS Resource Measurement Facility Report Analysis, SC33-9991
0S/390 OSA/SF User’s Guide for OSA-2, SC28-1855

VM/ESA OSA/SF User’s Guide for OSA-2, SC28-1992

VSE/ESA OSA/SF User’s Guide for OSA-2, SC28-1946

Network and e-business Products Reference booklet, GX28-8002

vVVyVYyVYVYVYYVvVYYy

3.7 OSA-Express channel

This section describes the Open Systems Adapter-Express (OSA-Express) features. The
features provide direct connection to server/clients on Ethernet, Fast Ethernet (FENET),
Gigabit Ethernet (GbE), and Token Ring local area networks, and Asynchronous Transfer
Mode (ATM) networks.

The Open Systems Adapter-Express (OSA-Express) Gigabit Ethernet (GbE), Fast Ethernet
(FENET), Token Ring, and Asynchronous Transfer Mode (ATM) features are the next
generation features beyond OSA-2 (see Figure 3-28). OSA-Express features provide
significant enhancements over OSA-2 in function, connectivity, bandwidth, data throughput,
network availability, reliability, and recovery.

OSA-Express comprises a number of integrated hardware features which can be installed in
the zSeries 1/0 cage, becoming integral components of the z900 server 1/0 subsystem.
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Figure 3-28 OSA-Express connectivity

The OSA-Express features have been implemented as channel types (OSD and OSE) on the
7900 server, and are defined using the Hardware Configuration Definition (HCD). Each
feature port appears to the application software as a channel-attached device. OSA-Express
features are supported by the Open Systems Adapter Support Facility (OSA/SF) program
product.

An OSA-Express feature occupies one 1/O slot in the z900 zSeries I/O cage and has two
independent ports.

Two Network Interface Cards (NICs), each with one port (one CHPID per port) are packaged
on one z900 OSA-Express feature. The two NICs on the z900 OSA-Express feature are
identical, supporting the same media type with the same transceiver (GbE SX, GbE LX, ATM
SM, ATM MM, FENET, or Token Ring).

OSA-Express modes

Depending on software configuration, OSA-Express FENET, Token Ring, and ATM features
can run in two different modes of operation: QDIO and non-QDIO. The OSA-Express GbE
feature only supports QDIO mode and TCP/IP traffic.

Table 3-10 gives an overview of the QDIO and non-QDIO modes of operation based on the
supported features.
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Table 3-10 OSA-Express features modes of operation

OSA-Express feature | CHPID type SNA/APPN/HPR TCP/IP traffic
(link data rate) traffic

GbE OSD (QDIO) No? Yes
1 Gbps

FENET OSD (QDIO) No? Yes
10/100 Mbps OSE (non-QDIO) Yes Yes
155 ATM LANE OSD (QDIO) No? YesP
155 Mbps OSE (non-QDIO) Yes Yes
155 ATM Native OSE (non-QDIO) Yes Yes
155 Mbps

Token Ring OSD (QDIO) No? Yes
4/16/100 Mbps OSE (non-QDIO) Yes Yes

a. SNA over IP with the use of Enterprise Extender
b. Ethernet or Token Ring LAN Emulation

QDIO mode

Queued Direct I/0 (QDIO) is a highly efficient data transfer mechanism that satisfies the
increasing volume of TCP/IP applications and increasing bandwidth demands. It dramatically
reduces system overhead, and improves throughput by using system memory queues and a
signaling protocol to directly exchange data between the OSA-Express microprocessor and
TCP/IP software. QDIO is supported with OSA-Express GbE SX and LX, OSA-Express
FENET, and OSA-Express 155 ATM MM and SM (when configured for LAN emulation). For
QDIO mode, the OSA-Express features are defined as channel type OSD.

In QDIO mode, the OSA-Express microprocessor communicates directly with the z900
server’'s communications program, using data queues in main memory and utilizing Direct
Memory Access (DMA). There are no read or write channel programs for data exchange. For
write processing, no I/O interrupts have to be handled. For read processing, the number of 1/0
interrupts is minimized.

This much shorter 1/0O process of the QDIO-enabled feature compared with the non-QDIO
means I/O interrupts and 1/O path lengths are minimized. The advantages of using QDIO are:
20% improved performance versus non-QDIO, the reduction of System Assist Processor
(SAP) utilization, improved response time, and CPC cycle reduction.

The components that make up QDIO are Direct Memory Access (DMA), Priority Queuing
(z/OS and 0OS/390 only), dynamic OSA Address Table building, LPAR-to-LPAR
communication, and Internet Protocol (IP) Assist functions.

Direct Memory Access

OSA-Express and Communications Server for z/OS and OS/390 share a common storage
area for memory-to-memory communication, reducing system overhead and improving
performance. Data can move directly from the OSA-Express microprocessor to system
memory. There are no read or write channel programs for data exchange. For write
processing, no 1/O interrupts have to be handled. For read processing, the number of I/O
interrupts is minimized.
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Priority queuing

Priority queuing is a capability supported by the QDIO architecture and introduced with the
Service Policy Server in CS/390 Release 7 with PTFs. It sorts outgoing IP message traffic
according to the service policy you have set up for the specific priority assigned in the IP
header.

This is an alternative to the best-effort priority assigned to all traffic in most TCP/IP networks.
Priority queuing allows the definition of four different priority levels for TCP/IP traffic through
the OSA-Express features defined for QDIO. For example, you can grant interactive
communications the highest priority while assigning batch traffic the lowest, with two
additional categories in between, perhaps based on particular user groups or projects.

QDIO uses four write (outbound) queues and one read (inbound) queue for each TCP/IP
stack sharing the OSA-Express feature.

OSA-Express signals to the Communications Server when there is work to do. The
Communications Server puts outbound datagrams in one of the four queues based on priority
settings.

At a certain time, the Communications Server signals the OSA-Express feature that there is
work to do. The OSA-Express feature searches the four possible outbound queues by priority
and sends the datagrams to the network, giving more priority to queues 1 and 2, and less
priority to queues 3 and 4.

For example, if there is data on every queue, queue 1 is served first, then portions of queue 2,
then fewer portions of queue 3, then even fewer portions of queue 4, and then back to queue
1. This means that if there were four transactions running across the four queues, over time
queue 1 would finish first, queue 2 would finish second, and so on.

Dynamic OSA Address Table (OAT) update

With QDIO, this process simplifies installation and configuration setups. The definition of IP
addresses is done in one place, the TCP/IP profile, removing the requirement to enter the
information into the OAT using the OSA Support Facility (OSA/SF).

The OAT entries will be dynamically built when the corresponding IP device in the TCP/IP
stack is started.

At device activation, all IP addresses contained in the TCP/IP stack’s IP HOME list are
downloaded to the OSA-Express feature, and corresponding entries are built in the OAT.
Subsequent changes to these IP addresses will cause a corresponding update of the OAT.

LPAR-to-LPAR communication

Access to a port can be shared among the system images that are running in the logical
partitions to which the OSA-Express channel path is defined to be shared. Also, access to a
port can be shared concurrently among TCP/IP stacks in the same LPAR or in different
LPARs.

When port-sharing, the OSA-Express GbE features, the OSA-Express FENET features, the
OSA-Express Token Ring feature, and the OSA-Express 155 Mbps ATM features (running in
ATM LANE mode) have the ability to send and receive IP traffic between LPARs without
sending the IP packets out to the LAN and then back to the destination LPAR. The
OSA-Express feature will examine the IP destination address; if the destination is on the
same host system, the IP packets will be routed directly to the destination LPAR without going
through the network. This makes possible the routing of IP packets within the same host
system.
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LPAR-to-LPAR communication also applies to OSA-Express FENET when the mode is
non-QDIO.

Internet Protocol Assist functions
The OSA-Express QDIO LIC assists in IP processing and offloads the TCP/IP stack functions
for the following:

» Multicast support

For sending data to multiple recipients. OSA-Express features support IP multicast
destination addresses only in QDIO or IP Passthru mode.

» Broadcast filtering
» Building MAC and LLC headers
» ARP processing

The OSA-Express feature responds to Address Resolution Protocol (ARP) requests for its
own IP address and for Virtual IP Addresses (VIPAs) for which the TCP/IP stack has assigned
responsibility to send ARP replies. All the downloaded IP addresses are used to forward
incoming datagrams to the corresponding TCP/IP stack in case the feature is shared. Also,
whenever home IP addresses are dynamically added to or deleted from the stack, TCP/IP
downloads these HOME list changes to the feature and updates the OAT.

ARP statistics

QDIO includes an IP assist (IPA) function, which gathers ARP data during the mapping of IP
addresses to media access control (MAC) addresses. CHPIDs defined as OSD maintain ARP
cache information in the OSA-Express feature (ARP offload). This is useful in problem
determination for the OSA-Express feature.

All OSA-Express features configured in QDIO mode provide ARP counter statistics and ARP
cache information to TCP/IP.

Enhanced IP network availability (IPA)

There are several ways to ensure network availability should failure occur at either the logical
partition or the CHPID/network connection level. Port sharing, redundant paths, and the use
of primary and secondary ports all provide some measure of recovery. A combination of these
can guarantee network availability regardless of the failing component.

When TCP/IP is started in QDIO mode, it downloads all the home IP addresses in the stack
and stores them in the OSA-Express feature. This is a service of QDIO architecture. The
OSA-Express feature port then responds to ARP requests for its own IP address, as well as
for virtual IP addresses (VIPAs). If an OSA-Express feature fails while there is a backup
OSA-Express available on the same network or subnetwork, TCP/IP informs the backup
OSA-Express feature port which IP addresses (real and VIPA) to take over, and sends a
gratuitous ARP that contains the MAC address of the backup OSA-Express. The network
connection is maintained.

Non-QDIO mode

Like any other channel-attached control unit and device, an OSA-Express feature can
execute channel programs (CCW chains) and present I/O interrupts to the issuing
applications. For non-QDIO mode, the OSA-Express features are defined as channel type
OSE. The non-QDIO mode requires the use of the OSA/SF for setup and customization of the
OSA-Express features.
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The OSA-Express FENET, Token Ring, and 155 ATM MM and SM features support
non-QDIO mode. This mode supports SNA/APPN/HPR and/or TCPIP traffic simultaneously
through the OSA-Express port. The non-QDIO mode types are as follows:

TCP/IP passthru

The OSA-Express FENET, Token Ring, and ATM features can run in this mode. They can run
concurrently in TCP/IP Passthru or SNA mode. In TCP/IP Passthru mode, an OSA-Express
feature transfers data between a TCP/IP program to which it is defined and clients on the
following networks:

» An Ethernet 10/100 Mbps LAN that is attached to the port on an OSA-Express FENET
feature and supports one of the following frame protocols:

— Ethernet Il using the DEC Ethernet V 2.0 envelope
— Ethernet 802.3 using the 802.2 envelope with SNAP

» A Token Ring 4/16/100 Mbps LAN that is attached to the port on an OSA-Express Token
Ring feature and supports one of the following frame protocols:

— IEEE 802.2 LAN MAC
— IEEE 802.5 MAC (802.5 using the 802.2 envelope)
— Token Ring 802.5 using the 802.2 envelope with SNAP

» An ATM emulated 155 Mbps LAN on an ATM-based network that is attached to the port of
an OSA-Express ATM feature and adheres to one of the following frame protocols:

— Ethernet Il using the DEC Ethernet V 2.0 envelope
— Ethernet 802.3 using the 802.2 envelope with SNAP
— Token Ring 802.5 using the 802.2 envelope with SNAP

The ATM OSA-Express feature port must be attached to a 155 Mbps ATM switch. On each
ELAN, the ATM OSA-Express feature port provides ATM LAN emulation client (LEC)
services by means of one of its two LEC ports.

HPDT MPC (IP)

High Speed Access Services for Communications Server (HSAS) is not supported on the
z900 server. Therefore, the High Performance Data Transfer (HPDT) multipath channel
(MPC) mode is not available for the OSA-Express features on the z900. For IP connectivity,
use TCPIP with the QDIO mode, or LAN Channel Station (LCS) with the non-QDIO mode.

HPDT ATM Native
The HPDT ATM Native mode allows you to take full advantage of the facilities of the ATM
network to which the ATM OSA-Express feature port is attached. You can specify that the port

transfers data across both permanent virtual circuits (PVCs) and switched virtual circuits
(SVCs).

An ATM OSA-Express feature can run in the HPDT ATM Native mode to support high-speed
networking for classical IP networks (RFC 1577). OSA-Express ATM features running in
HPDT ATM Native mode cannot support any other mode at the same time.

SNA/APPN/HPR support

The OSA-Express FENET, Token Ring, and ATM features support SNA/APPN/HPR. An
OSA-Express ATM feature can support SNA traffic while operating in either ATM Native or
LAN emulation.

If an OSA-Express feature is running in the SNA mode, it is viewed by VTAM as an external
communications adapter (XCA) that can have either switched or non-switched lines of
communication.
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In this mode, an OSA-Express feature acts as an SNA passthru agent to clients that:
» Use the SNA protocol on the LAN that is directly attached to the OSA-Express feature

» Bridge from the ATM network in an emulated LAN (ELAN) configuration with OSA-Express
ATM feature

Enterprise Extender

The Enterprise Extender (EE) function of Communications Server for z/OS and OS/390
allows you to run SNA applications and data on IP networks and IP-attached clients. It can be
used with any OSA-Express feature running IP traffic. EE is a simple set of extensions to the
open High Performance Routing technology that integrate HPR frames into User Datagram
Protocol/Internet Protocol (UDP/IP) packets, providing:

» SNA application connectivity using an IP backbone support for:
— SNA-style priority
— SNA Parallel Sysplex exploitation

» Improved throughput and response times

» Compatible support for TCP and UDP traffic on the IP portion of the application traffic path
(SNA/HPR and UDP/IP traffic can coexist on an EE connection)

The EE function is a TCP/IP encapsulation technology that carries SNA traffic from an
endpoint over an IP network (for example, via the OSA-Express port to Communications
Server) to another endpoint where it is de-encapsulated and presented to an SNA application.

EE requires APPN/HPR at the endpoints. In order to enable EE, you must configure the
TCP/IP stack with a virtual IP address and define an XCA major node. The XCA major node
is used to define the PORT, GROUP, and LINE statements for the EE connections.

IPv6 support for zZ/OS and Linux

Internet Protocol Version 6 (IPv6) is supported for the OSA-Express Gigabit Ethernet and
OSA-Express Fast Ethernet features when configured in QDIO mode. IPv6 is the protocol
designed by the Internet Engineering Task Force (IETF) to replace Internet Protocol Version 4
(IPv4). Since there is a growing shortage of IP addresses, which are needed by all new
machines added to the Internet, IPv6 was introduced to expand the IP address space from 32
bits to 128 bits, enabling a far greater number of unique IP addresses.

VLAN support for Linux

Virtual Local Area Network (VLAN) is supported for the OSA-Express Ethernet, Fast
Ethernet, and Gigabit Ethernet (GbE) features when configured in QDIO mode. This support
is applicable to the Linux environment. Null VLAN tagging support is provided.

The IEEE standard 802.1Q describes the operation of Virtual Bridged Local Area Networks. A
Virtual Local Area Network (VLAN) is defined to be a subset of the active topology of a Local
Area Network. The OSA-Express features provide for the setting of multiple unique VLAN IDs
per QDIO data device. They also provide for both tagged and untagged frames to flow from
an OSA-Express port. The number of VLANs supported is specific to the operating system.

VLANS facilitate easy administration of logical groups of stations that can communicate as if
they were on the same LAN. They also facilitate easier administration of moves, adds, and
changes in members of these groups. VLANS are also designed to provide a degree of
low-level security by restricting direct contact with a server to only the set of stations that
comprise the VLAN.
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With zSeries, where multiple stacks may exist potentially sharing one or more OSA-Express
features, VLAN support is designed to provide a greater degree of isolation.

Direct SNMP query support for z/0S and Linux

Simple Network Management Protocol (SNMP) is supported for all of the OSA-Express
features when configured in QDIO mode. The query function is supported using the SNMP
get command.

Open Systems Adapter Support Facility is no longer required to manage SNMP data for the
OSA-Express features. A new SNMP subagent exists on an OSA-Express feature which is
part of a direct path between the Linux and z/OS master agents (TCP/IP stacks) and an
OSA-Express Management Information Base (MIB).

The OSA-Express features support an SNMP agent by providing data for use by an SNMP
management application, such as Tivoli NetView. This data is organized into MIB tables
defined in the TCP/IP enterprise-specific MIB, as well as standard RFCs. The data is
supported by the SNMP TCP/IP subagent.

TCP/IP broadcast support for zZ/OS, z/VM, and Linux

Broadcast support is being enhanced to include support for all of the OSA-Express features
when configured in QDIO mode, and supporting the Routing Information Protocol (RIP)
Version 1. Broadcast is currently supported for all of the OSA-Express features when carrying
TCP/IP traffic and configured in the non-QDIO mode (LAN Channel Station - LCS mode).

A broadcast simultaneously transmits data to more than one destination; messages are
transmitted to all stations in a network (for example, a warning message from a system
operator). The broadcast frames can be propagated through an OSA-Express feature to all
TCP/IP applications that require broadcast support, including applications using RIP V1.

ARP cache management: Query and purge ARP

The query and purge ARP enhancements are supported for all OSA-Express features when
configured in QDIO mode. The OSA-Express feature maintains a cache of recently acquired
IP-to-physical address mappings (or “bindings”). When the binding is not found in the ARP
cache, a broadcast (an ARP request “How can | reach you?”) to find an address mapping is
sent to all hosts on the same physical network. Because a cache is maintained, ARP does not
have to be used repeatedly, and the OSA-Express feature does not have to keep a permanent
record of bindings.

Query ARP Table for IPv4 for Linux

Query ARP Table is supported for all of the OSA-Express features when configured in QDIO
mode when using Internet Protocol Version 4 (IPv4). The TCP/IP stack already has an
awareness of Internet Protocol Version 6 (IPv6) addresses.

Purge ARP eniries in cache for IPv4 for z/0S and Linux

Purging of entries in the ARP cache is supported for all of the OSA-Express features when
configured in QDIO mode when using IPv4. The TCP/IP stack already has an awareness of
IPv6 addresses.

Enhanced Multiple Image Facility

The Enhanced Multiple Image Facility (EMIF) enables OSA-Express feature port channel
sharing among PR/SM logical partitions running on the z900 server. See 3.1.5, “Enhanced
Multiple Image Facility” on page 80 for more information.
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3.7.1 Connectivity

Following is a discussion of the connectivity options in the OSA-Express environment.

2900 OSA-Express features
z900 supports the following OSA-Express features:

» 2900 OSA-Express GbE LX (feature code 2364)
» 2900 OSA-Express GbE SX (feature code 2365)
» 2900 OSA-Express FENET (feature code 2366)
» 2900 OSA-Express 155 ATM SM (feature code 2362)
» 2900 OSA-Express 155 ATM MM (feature code 2363)

Note: IBM Statement of Direction - announced April 2002

zSeries (z900 and z800) servers will be the last family of servers to provide OSA-Express
ATM features.

A z900 server can support a maximum of 12 OSA-Express features (24 ports).

2900 OSA-Express GbE LX feature

The z900 OSA-Express GbE LX feature (feature code 2364) occupies one slot in the z900
zSeries 1/0 cage. The feature has two independent ports with one CHPID associated with
each port. The z900 OSA-Express GbE LX feature supports the 1000BASE-LX standard
transmission scheme.

Each port supports connection to a 1 Gbps Ethernet LAN via 9 micron single-mode fiber optic
cable terminated with an SC Duplex connector.

Multimode(62.5 or 50 micron) fiber cable may be used with the zZ900 OSA-Express GbE LX
feature. The use of these multimode cable types requires a mode conditioning patch (MCP)
cable to be used at each end of the fiber link. Use of the single-mode to multimode MCP
cables reduces the supported optical distance of the link to a maximum end-to-end distance
of 550 meters.

The z900 OSA-Express GbE LX feature only supports QDIO mode and TCP/IP. The
Enterprise Extender (EE) function of Communications Server for z/OS and OS/390 allows
you to run SNA applications and data on IP networks and IP-attached clients. See “Enterprise
Extender” on page 137.

The z900 OSA-Express GbE LX feature is supported by the z900 Channel CHPID
Assignment facility described previously.

2900 OSA-Express GbE SX feature

The z900 OSA-Express GbE SX feature (feature code 2365) occupies one slot in the z900
zSeries I/0 cage. The feature has two independent ports with one CHPID associated with
each port. The z900 OSA-Express GbE SX feature supports the 1000BASE-SX standard
transmission scheme.

Each port supports connection to a 1 Gbps Ethernet LAN via 62.5 micron or 50 micron
multimode fiber optic cable terminated with an SC Duplex connector.
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The z900 OSA-Express GbE SX feature only supports QDIO mode and TCP/IP. The
Enterprise Extender (EE) function of Communications Server for z/OS and OS/390 allows
you to run SNA applications and data on IP networks and IP-attached clients. See “Enterprise
Extender” on page 137.

The z900 OSA-Express GbE SX feature is supported by the z900 Channel CHPID
Assignment facility.

2900 OSA-Express FENET feature

The z900 OSA-Express FENET (Fast Ethernet) feature (feature code 2366) occupies one I/O
slot in the z900 zSeries I/O cage. The feature has two independent ports, with one CHPID
associated with each port.

Each port supports connection to either a 100 Mbps or 10 Mbps Ethernet LAN. The LAN must
conform either to the IEEE 802.3 (ISO/IEC 8802.3) standard or the Ethernet V2.0
specifications, and the 10BASE-T or 100BASE-TX standard transmission schemes.

Each port has an RJ-45 receptacle for cabling to an Ethernet switch that is appropriate for the
LAN speed. The RJ-45 receptacle is required to be attached using EIA/TIA category 5
unshielded twisted pair (UTP) cable with a maximum length of 100 m (328 ft).

The OSA-Express FENET feature supports auto-negotiation with its attached Ethernet hub,
router, or switch. If you allow the LAN speed to default to auto-negotiation, the FENET
OSA-Express and the attached hub, router, or switch auto-negotiates the LAN speed setting
between them. If the attached Ethernet hub, router, or switch does not support
auto-negotiation, the OSA enters the LAN at the default speed of 100 Mbps in half-duplex
mode.

If you are not using auto-negotiate, the OSA will attempt to join the LAN at the specified
speed/mode; however, the speed/mode settings are only used when the OSA is first in the
LAN. If this fails, the OSA will attempt to join the LAN as if auto-negotiate were specified.

You can choose any one of the following settings for the OSA-Express FENET feature:

Auto negotiate

10 Mbps half-duplex
10 Mbps full-duplex
100 Mbps half-duplex
100 Mbps full-duplex

vVvyyvyyvyy

The HPDT MPC mode is no longer available on the FENET for z900; see “HPDT MPC (IP)”
on page 136.

The z900 OSA-Express FENET feature is supported by the zZ900 Channel CHPID
Assignment facility.

2900 OSA-Express Token Ring feature

The z900 OSA-Express Token Ring feature (feature code 2367) occupies one 1/O slot in the
z900 zSeries I/0O cage. The feature has two independent ports, with one CHPID associated
with each port.

The OSA-Express Token Ring feature supports auto-sensing as well as any of the following
settings: 4 Mbps half- or full-duplex, 16 Mbps half- or full-duplex, 100 Mbps full-duplex.
Regardless of the choice made, the network switch settings must agree with those of the
OSA-Express Token Ring feature. If the LAN speed defaults to auto-sense, the OSA-Express
Token Ring feature will sense the speed of the attached switch and insert into the LAN at the
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appropriate speed. If the Token Ring feature is the first station on the LAN and the user
specifies auto-sense, it will default to a speed of 16 Mbps and will attempt to open in
full-duplex mode. If unsuccessful, it will default to half-duplex mode. The OSA-Express Token
Ring feature conforms to the IEEE 802.5 (ISO/IEC 8802.5) standard.

Each port has an RJ-45 receptacle and a DB-9 D shell receptacle for cabling to a Token Ring
MAU or Token Ring switch that is appropriate for the LAN speed. Only one of the port’s two
receptacles can be used at any time.

The RJ-45 receptacle is required to be attached using EIA/TIA category 5 unshielded twisted
pair (UTP) cable that does not exceed 100 m (328 ft), or a shielded twisted pair (STP) cable
with a DB-9 D Shell connector.

The z900 OSA-Express Token Ring feature is supported by the z900 Channel CHPID
Assignment facility.

2900 OSA-Express ATM 155Mbps MM feature

The z900 OSA-Express ATM 155 Mbps MM feature (feature code 2363) occupies one slot
in the 2900 zSeries I/O cage. The feature has two independent ports with one CHPID
associated with each port.

Each port supports connection to a 155 Mbps ATM network via 62.5 micron or 50 micron
multimode fiber optic cable terminated with an SC Duplex connector.

The z900 OSA-Express ATM 155 Mbps MM feature is supported by the z900 Channel
CHPID Assignment facility.

2900 OSA-Express ATM 155Mbps SM feature

The z900 OSA-Express ATM 155 Mbps SM feature (feature code 2362) occupies one slot in
the z900 zSeries 1/0 cage. The feature has two independent ports with one CHPID
associated with each port.

Each port supports connection to a 155 Mbps ATM network via 9 micron single-mode fiber
optic cable terminated with an SC Duplex connector.

The z900 OSA-Express ATM 155 Mbps MM feature is supported by the z900 Channel
CHPID Assignment facility.

For further information on the OSA-Express features and configuration, see:

> Open Systems Adapter-Express Customer’s Guide and Reference for zSeries,
SA22-7476

zSeries 900 Open Systems Adapter-Express Implementation Guide, SG24-5948
IBM zSeries Connectivity Handbook, SG24-5444

z/0OS Open Systems Adapter Support Facility User's Guide, SC28-1855
VM/ESA Open Systems Adapter Support Facility User's Guide, SC28-1992
VSE/ESA Open Systems Adapter Support Facility User’s Guide, SC28-1946
z/OS Communications Server SNA Network Implementation, SC31-8777
z/OS Communications Server IP Configuration Guide, SC31-8775

z/0OS Resource Measurement Facility Report Analysis, SC33-9991

Planning for the Open Systems Adapter-2 Feature for zSeries, GA22-7477
Network and e-business Products Reference booklet, GX28-8002
OSA-Express for zSeries 900 and S/390 Specification Sheet, G221-9110
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3.8 External Time Reference
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There is a long-standing requirement for accurate time and date information in data
processing. As single operating systems have been replaced by multiple, coupled operating
systems on multiple servers, this need has evolved into a requirement for both accurate and
consistent clocks among these systems. Clocks are said to be consistent when the difference
or offset between them is sufficiently small. An accurate clock is consistent with a standard
time source.

The IBM z/Architecture and S/390 Architecture External Time Reference (ETR) architecture
facilitates the synchronization of server time-of-day (TOD) clocks to ensure consistent time
stamp data across multiple servers and operating systems.

The ETR architecture provides a means of synchronizing TOD clocks in different servers with
a centralized time reference, which in turn may be set accurately on the basis of an
international time standard (External Time Source). The architecture defines a time-signal
protocol and a distribution network, called the ETR network, that permits accurate setting and
maintenance of consistency of TOD clocks.

ETR time

In defining an architecture to meet z/Architecture and S/390 Architecture time-coordination
requirements, it was necessary to introduce a new kind of time, sometimes called ETR time,
that reflects the evolution of international time standards, yet remains consistent with the
original TOD definition. Until the advent of the ETR architecture, the server TOD clock value
had been entered manually, and the occurrence of leap seconds had been essentially
ignored. Introduction of the ETR architecture has provided a means whereby TOD clocks can
be set and stepped very accurately, on the basis of an external Universal Time Coordinate
(UTC) time source.

Sysplex Timer attachment

The IBM Sysplex Timer synchronizes a server’s time-of-day clock with multiple servers in a
sysplex. A server’s Oscillator/External Time Reference (OSC/ETR) card provides the
interface to the IBM Sysplex Timer. Two OSC/ETR cards are standard on the z900 server.

Sysplex Timer synchronization

As server and Coupling Facility link technologies have improved over the years, the
synchronization tolerance between operating systems in a Parallel Sysplex has become more
rigorous. In order to ensure that any exchanges of timestamped information between
operating systems in a sysplex involving the Coupling Facility observe the correct time
ordering, timestamps are now included in the message-transfer protocol between the server
operating systems and the Coupling Facility.

Therefore, when a Coupling Facility is configured as an ICF on any z900 server model 2C1
through 216, the Coupling Facility will require connectivity to the same 9037 Sysplex Timer
that the operating systems in its Parallel Sysplex are using for the time synchronization. If the
ICF is on the same z900 server as a member of its Parallel Sysplex, no additional Sysplex
Timer connectivity is required, since the z900 server already has connectivity to the Sysplex
Timer. However, when an ICF is configured on any z900 server model 2C1 through 216 which
does not host any operating systems in the same Parallel Sysplex, it is necessary to attach
the server to the 9037 Sysplex Timer.
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3.8.1 Connectivity

This section describes the ETR connectivity of the zZ900 server.

OSC/ETR

Two OSC/ETR cards are standard on the z900 server. These cards provide the main
oscillator for the z900 server, including the Self Timed Interface (STI), reference, and Memory
Bus Adapter (MBA) clocks. They also provide the I/O for the External Time Reference
connection to one or two 9037 Sysplex Timer Units.

The two standard OSC/ETR cards are located in the CPC cage of the z900 server. Each card
has a single port supporting an MT-RJ fiber optic connector to provide the capability to attach
to a 9037 Sysplex Timer Unit. The MT-RJ is an industry standard connector which has a
much smaller profile compared with the original ESCON Duplex connector supported on the
ETR ports of G5/G6 and earlier servers. The 9037 Sysplex Timer Unit has an optical
transceiver that supports an ESCON Duplex connector.

Note: The OSC/ETR card does not support a multimode fiber optic cable terminated with
an ESCON Duplex connector.

However, 62.5 micron multimode ESCON Duplex jumper cables can be reused to
connect to the OSC/ETR card. This is done by installing an MT-RJ/ESCON Conversion
kit between the OSC/ETR card MT-RJ port and the ESCON Duplex jumper cable.

An MT-RJ/ESCON Conversion Kit (feature code 2325) supplies two 62.5 micron multimode
conversion cables. The conversion cable is two meters (6.5 feet) in length and is terminated at
one end with an MT-RJ connector and at the opposite end with an ESCON Duplex receptacle
to attach to the under floor cabling. This conversion kit is used on the z900 server with the
16-port ESCON feature (feature code 2323) or ETR when reusing existing 62.5 micron
multimode fiber optic cables terminated with ESCON Duplex connectors.

9037 Sysplex Timer models

There are two models of the IBM 9037 Sysplex Timer Unit: Model 1 and Model 2. IBM 9037
Model 1 has been withdrawn from marketing and is no longer available. Refer to the IBM
Redbook S/390 Timer Management and IBM 9037 Sysplex Timer, SG24-2070, for more
information on the IBM 9037 Model 1.

The 2900 server can attach to either a 9037 Model 1 or Model 2 Sysplex Timer Unit. Both
Sysplex Timer Unit models support:

» Basic configuration
» Expanded availability configuration

Sysplex Timer expanded availability configuration is the recommended configuration in a
Parallel Sysplex environment. This configuration is fault-tolerant to single points of failure, and
minimizes the possibility that a failure can cause a loss of time synchronization information to
the attached servers.

Sysplex Timer basic configuration

The IBM 9037 Model 2 basic configuration is shown in Figure 3-29 on page 144. The basic
configuration is not recommended in a Parallel Sysplex environment because of the limited
fault tolerance it provides. It can be used for applications when setting and maintaining the
time of multiple servers to the same external time reference is desirable. When the IBM 9037
provides this time reference, the user does not need to manually set the TOD clock at
operating system IPL.
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This configuration consists of one IBM 9037, and can provide synchronization to all attached
servers. The impact of a fiber optic cable or port failure can be minimized by connecting each
port of a server's OSC/ETR card to a Sysplex Timer Unit port. There is an added availability
benefit if the two ports of the server's OSC/ETR card are connected to ports on separate port
cards of the IBM 9037-002, since the IBM 9037-002 port cards are hot-pluggable.

9037 Active
Console

External
Time
Source
(optional)

RS232

Port 0 Port 1 Port 0 Port 1

Attachment Feature Attachment Feature

z900 server z900 server

Figure 3-29 Sysplex Timer basic configuration (one IBM 9037)

Sysplex Timer expanded availability configuration
The expanded availability configuration consists of two IBM 9037 Sysplex Timer Units; see
Figure 3-30 on page 145.

In an expanded availability configuration, the TOD clocks in the two 9037 Sysplex Timer Units
are synchronized using the hardware on the Control Link Oscillator (CLO) card and the CLO
links between the IBM 9037s. Both IBM 9037s are simultaneously transmitting the same time
synchronization information to all attached servers. The connections between IBM 9037 units
are duplicated to provide redundancy, and critical information is exchanged between the two
IBM 9037s, so in case one of the IBM 9037 units fails, the other IBM 9037 unit will continue
transmitting to the attached servers.

Redundant fiber optic cables are used to connect each IBM 9037 to the same OSC/ETR card
for each server. Each server’s attachment to a 9037 Sysplex Timer consists of two ports: the
active (or stepping) port, and the alternate port. If the server hardware detects the stepping
port to be nonoperational, it forces an automatic port switchover; the TOD then steps to
signals received from the alternate port. This switchover takes place without disrupting server
operations. Note that the IBM 9037s do not switch over, and are unaware of the port change
at the server end.
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Note: For an effective fault-tolerant expanded availability configuration, Port 0 and Port 1 of
the OSC/ETR cards in each server must be connected to different IBM 9037 units.

9037 Standby
Console
= (optional)

External Eifekrlrjlzl
Time i
Time
Sou.rce B = Source
(optional) = = CLO Links (optional)
RS232 7 . /== (Fiber Optic) ( A

Port O Port 1 Port O Port 1
Attachment Feature Attachment Feature
7900 server z900 server

Figure 3-30 Sysplex Timer expanded availability configuration (two IBM 9037s)

Sysplex Timer distances
This section details the following supported distances:

» Distance between IBM 9037s and attached servers.
» Distance between two IBM 9037s in an expanded availability configuration.
» Distance between IBM 9037s and their Sysplex Timer consoles.

IBM 9037 timer-to-server distances
The IBM 9037 Model 1 and Model 2 have the same timer-to-server supported distances.

The total cable distance between the IBM 9037 and the server ETR attachment port, which
includes jumper cables, trunk cables, and any distribution panels required, cannot exceed 3
km for 62.5/125-micrometer fiber and 2 km for 50/125-micrometer fiber. When installing these
cables, an additional two meters of length must be provided to allow for the positioning of the
IBM 9037 and the cable routing within the IBM 9037.

The distance of 3 km can be extended to 26 km and the distance of 2 km can be extended to
24 km by routing the IBM 9037 links through an IBM 9036 Model 3 repeater (RPQ 8K1919).

If the IBM Fiber Saver 2029 is used, distances can be increased to 40 km. RPQ 8P1955 is
required to obtain approval for the extended distance of 40 km. Figure 3-31 on page 146
shows a Sysplex Timer network over extended distances.
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IBM 9037 Model 2-to-Model 2 distances

The total cable distance of a CLO link between IBM 9037 Model 2 units, which includes
jumper cables, trunk cables, and any distribution panels required, cannot exceed 3 km for
62.5/125-micrometer fiber and 2 km for 50/125-micrometer fiber. When installing these
cables, an additional two meters of length must be provided to allow for the positioning of the
IBM 9037 and the cable routing within the IBM 9037.

The distance of 3 km can be extended to 26 km and the distance of 2 km can be extended to
24 km by routing the IBM 9037 links through an IBM 9036 Model 3 repeater (RPQ 8K1919).

If the IBM Fiber Saver 2029 is used, distances can be increased to 40 km. RPQ 8P1955 is
required to obtain approval for the extended distance of 40 km. Figure 3-31 shows a Sysplex
Timer network over extended distances.

IBM 9037 Model 2 to-console distances

The console can be located anywhere up to the limit of the installed Token Ring. It can also
connect to the local LAN containing the IBM 9037-002 through a bridged LAN. The IBM 9037
Model 2 console cannot connect to an IBM 9037 Model 2 unit through a TCP/IP router
because the IBM 9037 Model 2 unit does not support IP routing.

9037 Active 9037 Standby
Console Console
(optional)

Extender |—| Extender
Extender Extender
Extender Extender

Figure 3-31 Sysplex Timer extended distance using IBM 2029 Fiber Saver or IBM 9036-003

For further information on the ETR and Sysplex Timer environment, see S/390 Time
Management and the 9037 Sysplex Timer, SG24-2070.
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3.9 Parallel Sysplex channels

Parallel Sysplex technology is a highly advanced, clustered, commercial processing system.
It supports high-performance, multisystem, read/write data sharing, enabling the aggregate
capacity of multiple z/OS and OS/390 systems to be applied against common workloads.

The systems in a Parallel Sysplex configuration have all the capabilities of the standard z900
or S/390 system and run the same applications. This allows users to harness the power of
multiple z900 and S/390 systems as if they were a single logical computing system.

The Parallel Sysplex technology represents a synergism between hardware and software and
is comprised of Parallel Sysplex-capable servers, the z900 Coupling Facility, high-speed links
(ISC-8, ICB-3), Sysplex Timer, shared disks, and software (both system and subsystem)
designed for parallel processing (see Figure 3-32).

z900
Coupling
Facility

2900 server G5/G6 server

ETR links required to a
CF on a turbo model
(2064-2xx)

=

[Y)
Al

ISC-3*
Sysplex Timer
ETR links LE ETR links
ESCON / FICON
[ [ [
- > >
* in compatibility mode only .DASD ‘ rDASD ‘ rDASD ‘

Figure 3-32 Parallel Sysplex connectivity

The architecture is centered around the implementation of a Coupling Facility running the
Coupling Facility Control Code (CFCC) and high-speed coupling connections for intersystem
communications. The Coupling Facility is responsible for providing high-speed data sharing
with data integrity across multiple z900 and S/390 systems.

The Parallel Sysplex technology is an integral part of the z900 and G5/G6 server platforms,
and is the foundation on which a growing number of new subsystem and operating system
enhancements are based. With the delivery of sysplex exploitation by the traditional OLTP,
batch, and decision support workloads well underway, focus has shifted to support of new
application execution environments. These include commercial parallel Web server
applications and cluster-enabled object-oriented servers to distributed clients.

The Parallel Sysplex technology is fundamental to the 2900 and G5/G6 server’s competitive
posture in the large-scale commercial processing arena, providing the scalability, dynamic
workload balancing, and continuous computing characteristics that customers are
increasingly coming to depend upon.
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Coupling channel modes
There are several types of coupling channels on the z900 server:

» InterSystem Channels (ISC-3)

— 1SC-3 Peer mode
— 1SC-3 Compatibility mode

» Integrated Cluster Bus Channels (ICB-3)

— ICB-3 Peer mode
— ICB Compatibility mode

» Internal Coupling (IC-3) Channels
— 1C-3 Peer mode only
Compatibility mode
The ISC-3 and ICB-3 Coupling links can use Peer or Compatibility mode support depending

on the configuration and the type of servers that are connected. Compatibility mode is used to
connect 2900 server Coupling Facility (CF links) to G5/G6 and earlier generation servers.

Table 3-11 specifies the possible combinations of ISC-3 and ICB-3 Coupling links by server
type.

Table 3-11 ISC-3 and ICB-3 Coupling channel options

Connectivity 2900 ISC-3 2900 ISC-3 2900 ICB 2900 ICB-3

options Compatibility Peer Compatibility Peer

9672 G3-G6 1 Gbps N/A N/A N/A

Isc-2! Gb = Gigabit

9672 G5-G6 N/A N/A 333 MBps N/A

ICB? MB = MegaByte

7900 I1SC-3 N/A 2 Gbps N/A N/A

z900 ICB N/A N/A 333 MBps N/A

Compatibility

z900 ICB-3 N/A N/A N/A 1 GBps

Peer GB = GigaByte
Table notes:

1. The G3 server introduced HiPerLinks, now referred to as ISC-2.
2. The G5 server introduced the CF link called Integrated Cluster Bus (ICB).

Peer mode

The z900 server introduced a new mode of operation that is supported on the ISC-3, ICB-3,
and IC-3 channels, called “Peer mode.” Peer mode operates at a much faster data rate than
the previously released CF channels. The z900 also maintains compatibility with these earlier
ISC and ICB channels by operating in what is called “Compatibility mode.”

A coupling channel operating in Peer mode may be used as both a sender and receiver at the
same time. This means that it may be shared by several LPARs and also the CF logical
partition (LP) within the same CPC.
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ISC-3 coupling channel

The ISC-3 feature is a combination of a mother card and up to two daughter cards with ports
that will operate at the 1 Gbps or 2 Gbps data rate. The defined CHPID type in IOCP selects
the mode of operation. These two modes are referred to as:

» Peer (or native) mode
2 Gbps channel, definition type: Coupling Facility Peer (CFP)
» Compatibility mode

1 Gbps channel, definition type: Coupling Facility Sender (CFS) or Coupling Facility
Receiver (CFR)

ICB-3 coupling channel

The Integrated Cluster Bus channels have two operational modes. Each mode has different
hardware associated with it. The ICB Compatibility mode channel connects to a physical
STI-H card. The ICB-3 Peer mode channel connects directly into the STI bus using a different
type of bus cable.

ICB channels are ordered as either an ICB-3 (feature code 0993) or ICB Compatibility
(feature code 0992) channel. The ICB-3 is the native connection between z900 servers and
operates at a 1 GBps rate, channel type CBP. The ICB Compatibility channel is used to attach
the z900 server to G5/G6 servers and operates at a 333 MBps rate, channel type Cluster Bus
Sender (CBS) or Cluster Bus Receiver (CBR).

The defined CHPID type in HCD/IOCP selects the mode of operation and checks for the
associated installed hardware at Power On Reset time. If the definition type does not match
the correct hardware, then a channel definition error occurs. Since the error will not surface
until POR (and may even be overlooked at that time), it is important that the correct channel
modes for the installed hardware is known. These two modes are referred to as:

» Peer or native mode (1 GBps) channel definition type Cluster Bus Peer (CBP)
» Compatibility mode (333 MBps) channel definition type CBS or CBR

ICB-3 Peer and ICB Compatibility channels use a copper cable to connect to STls, which are
on the Memory Bus Adapters (MBA) of the z900 server. The cable can be up to 10 meters in
length. Approximately 1.5 meters of cable is inside each server, leaving a maximum distance
between two servers of about 7 meters.

IC-3 coupling channel
An IC-3 channel is a LIC implementation that provides a “virtual” coupling link between
Coupling Facility and operating system LPARs within the same z900 server.

IC-3 channels are not ordered as part of the server configuration, but are available through
the IOCP definition process. Because the IC-3 channels require a valid CHPID number, they
must be considered part of the 256-channel limit.

We recommend assigning the CHPID addresses starting at the high end of the CHPID
addressing range (x"FF, FE, FD, FC" and so on) to minimize possible addressing conflicts
with real channels. There is a similar approach when defining other internal channels.

IC-3 channels operate in a peer-to-peer mode only, defined as channel-type Internal Coupling
Peer (ICP). The IC-3 bandwidth is equivalent to the data transfers from one memory location
to another, and are the fastest Coupling links available.
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IC-3 channel paths can be used to connect a Coupling Facility LPAR (using definition type
ICP) to an ESA/390 LPAR (using definition type ICP) on the same CPC. The z/Architecture or
ESA/390 architecture LPARs using ICP can also use CFP, CBP, and/or CBS-defined channels
at the same time to connect to Coupling Facility LPARs on another server.

On earlier generation servers, ISC or ICB channels could be used to connect a Coupling
Facility LPAR to an ESA/390 LPAR on the same server. This was referred to as Self Coupled.
This is still possible on the z900 server, but is not recommended. We recommend using IC-3
Coupling channels when connecting a Coupling Facility LPAR to other operating system
LPARs on the same z900 server.

3.9.1 Connectivity

150

Following are Coupling channel connectivity options in the Parallel Sysplex environment.

2900 Coupling channel features
2900 supports the following Coupling channel features:

» Inter-System Channel-3, ISC-3 (Peer and Compatibility modes: feature codes 0217, 0218,
and 0219)

» Integrated Cluster Bus-3, ICB-3 (Peer mode: feature code 0993)
» Integrated Cluster Bus, ICB (Compatibility mode: feature code 0992)

» Internal Channel-3, IC-3 (Peer mode: no feature code, Licensed Internal Code (LIC)
function defined via HCD/IOCP)

ISC-3 Coupling channel

The 2900 ISC-3 feature is made up of the following feature codes:
» ISC-3 Mother Card (feature code 0217)

» ISC-3 Daughter Card (feature code 0218)

» ISC-3 Port (feature code 0219)

Figure 3-33 on page 151 shows connectivity options for ISC-3 channels.
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STI connection STM | STI-M STI connection - > ** 8Tl connection thru
FIBB and ISC mother
Feature name ISC-3 ISC-3 Feature name ISC ISC card on G5/G6
0218/ | 0218/ Feat
Feature code 0219 0219 eature code 008 008
1/0O card used YES YES I/O card used YES YES
: Sm Sm " Sm Sm
Cabling req fiber fiber Cabling req fiber fiber
Data rate 2Gb 2Gb Data rate 1Gb 1Gb
CHPID definition CFP CFP CHPID definition CFR CFR

[ | Reuse of existing HiPerlink
single-mode cabling

Sm Fiber max distance *10 km
LC connector ends at 2064
SC to LC duplex 2 m cable adapter

* Max distance with RPQ (single-mode) P/N 05N4808

=20 km CHPID type CFP | CFP | CFS | CFS
(requires new H/W)
Data rate 2Gb 2Gb 1Gb 1Gb
; Sm Sm Sm Sm fi
Cabliggheg fiber | fiber | fiberr | fiber Sl Os defined aq
» CFP runs in peer mode
**Multimode cabling may 1/0 card used YES YES YES YES » CFS/CFR runs in compatibility mode
be rused; requires MGP 0218/ | 0218/ | 0218/ | 0218/
cables and distance feature code 0219 | 0219 | o219 | 0219
restricted to 550 m. .
feature name ISC-3 | I1SC-3 | ISC-3 | 1SC-3 ISC-3 operates in peer or
- compatibility mode
STI connection STI-M STI-M | STI-M STI-M
LP1 LP2 LP3
z900

Figure 3-33 z900 ISC-3 connectivity options

The z900 ISC-3 mother card occupies one slot in the z900 zSeries I/O cage. The ISC-3
mother card supports up to two ISC-3 daughter cards. Each ISC-3 daughter card has two
independent ports with one CHPID associated with each active port. The ISC-3 ports are
activated via Licensed Internal Code Configuration Control.

The ISC-3 mother and daughter card feature codes cannot be ordered. Instead, the quantity
of ISC-3 Port features ordered determines the appropriate number of ISC-3 mother and
daughter cards included in the configuration.

Each active ISC-3 port supports connection to a 2 Gbps (ISC-3 Peer mode) or 1Gbps (ISC-3
Compeatibility mode) Coupling link via 9 micron single mode fiber optic cable terminated with
an LC-Duplex connector.

ISC features on G5/G6 and earlier servers have Fiber Optic Sub Assemblies (FOSA) that
support SC-Duplex cable connectors. These existing single mode HiPerlink cables can be
reused by attaching a single mode fiber LC-Duplex to SC-Duplex conversion cable. This is a
2 m cable that is connected between the z900 server ISC-3 port and the existing HiPerlink
cable from the G5/G6 server.

Existing SC-Duplex 50 micron multimode fiber cable infrastructure may be reused with the
2900 ISC-3 port features in Compatibility mode (1 Gbps) only. The use of these multimode
cable types requires a mode conditioner patch (MCP) cable to be used at each end of the
fiber link. Use of the single-mode to multimode MCP cables reduces the supported optical
distance of the link to 550 meters.
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The z900 ISC-3 feature is supported by the z900 Channel CHPID Assignment facility, see
“CHPID assignments” on page 76.

RPQ 8P2197: Extended distance option
The RPQ 8P2197 ISC-3 daughter card has two links per card. Both links are active when
installed and do not need to be activated via LIC.

This RPQ card supports Peer mode and Compatibility mode at 1Gbps only. It extends the
maximum distance of the ISC-3 link to 20 km. For Peer mode, one RPQ Daughter card is
required at each end of the link between the z900 servers. For Compatibility mode, the
equivalent G5/G6 server extended distance RPQ Daughter card is required on the G5/G6
server end of the link. Table 3-12 shows the various ISC-3 link characteristics.

Table 3-12 [ISC-3 link characteristics

Mode of operation | IOCP Band- Open Fiber Intended Maximum
definition width Control (OFC) | attachment distance

Peer CFP 2 Gbps No z900 10 km
Compatibility CFS/CFR 1 Gbps Emulation 9672 G5/G6 10 km
Peer with CFP 1 Gbps No 2900 20 km
RPQ 8P2197

Compatibility with CFS/CFR 1 Gbps Emulation 9672 G5/G6 20 km
RPQ 8P2197

RPQ 8P2209: ISC-3 link availability option

This RPQ makes it possible to order more mother cards than would normally be configured to

support the number of links ordered. The extra mother cards enable you to spread links
across domains for protection against single points of failure.

ICB-3 Coupling channel
Figure 3-34 on page 153 shows connectivity options for ICB-3 Peer and ICB Compatibility
channels.
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STI connection direct direct STI connection direct direct
Feature name ICB-3 ICB-3 Feature name ICB ICB
Feature code 0993 0993 Feature code 0992 0992
1/O card used NO NO 1/0 card used NO NO
Cabling req copper | copper Cabling req copper | copper
Data rate 1GB 1GB Data rate 333MB | 3333M
S cep | cBpP CHPID definion | CBR | CBR

| l Reuse of existing

ICB cables
FC 0227 supplies 10 m FC 0226 supplies 10 m cable
cable used with z900 ICB-3 used with ICB compatibility
CHPID definition CBP CBP CBS CBS
b 1 oB 1oB » = CHPIDs defined as
- Sgs 53 » CBP runs in peer mode
Cabling req copper | copper | copper | copper || = CBS/CBR runs in compatibility mode
I/O card used NO NO NO NO
Feature code 0993 0993 0992 0992 ICB-3 operates in peer mode
Feature name ICB-3 | ICB-3 ICB ICB ICB operates in compatibility mode
STI connection direct direct STI-H STI-H
LP1 LP2 LP3
2900

Figure 3-34 z900 ICB-3/ICB connectivity options

ICB-3 Peer and ICB Compatibility channels use STI cables. These provide the fastest
connections between servers for data sharing in a Parallel Sysplex. The ICB Compatibility
channel STI cables have the same connector type as those used on G5/G6 servers.
Therefore, you can reuse existing ICB cables from the G5/G6 servers for connecting to z900
ICB Compatibility channels only.

The ICB-3 Peer channel STls have a different style of connector. Therefore, you cannot reuse
existing ICB cables from G5/G6 servers for z900 ICB-3 Peer channels. The correct ICB-3 or
ICB feature code needs to be ordered for the appropriate server connections.

Self-coupled ICB-3 channels are not an ordering option. Internal channels should be used
when using self-coupling to an ICF. This is illustrated in Figure 3-35 on page 154.

ICB-3 FC 0993
ICB-3 is the native connection between z900 machines. The connectors are located on the
processor board. The maximum number of ICB-3s is limited to 16.

ICB compatibility FC 0992

The ICB compatibility feature (FC 0992) is used to attach a G5/G6 machine to a z900
machine. The STI-H cards are used for ICB compatibility. Up to 8 ICB compatibility CHPIDs
are generally available on the general purpose models, whereas up to 16 are available on the
2900 Model 100 CF. In order to get between 9 and 16 ICB compatibility CHPIDs on the
general purpose models, RPQ 8P2199 must be ordered.
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If a G5/G6 being upgraded to a z900 has more than 16 ICB compatibility CHPIDs, the ICBs
above 16 will be deleted. Operation of these channels is as follows:

» ICB-3, and ICB compatibility channels require a point-to-point connection (direct channel
attach between a CPC and a CF or CPC).

» ICB-3, and ICB compatibility channels can be redundantly configured (two or more CF
channels from each CPC involved in CF data sharing) to enhance availability, avoid
extended recovery time, and improve performance.

» ICB-3 channels require a CBP channel definition type at the CF end, the OS/390 or z/OS
end of a channel connection, and operate at 1 GB/s.

» ICB compatibility channels require a CBR channel definition type at the CF end and a CBS
channel definition type at the OS/390 or z/OS end of a channel connection. They operate
at 333 MB/s.

IC-3 channels
Figure 3-35 shows connectivity options for IC-3 channels.

2900 with ICF
STI connection N/A N/A
Feature name N/A N/A
Feature code N/A N/A
I/O card used NO NO
Cabling req N/A N/A
CHPID definition ICP ICP

Internal virtual links ———

CHPID type ICP ICP
LP 1 Cabling req N/A N/A
LP 2 I/O card used NO NO
Feature code N/A N/A
LP 3 Feature name N/A N/A
STI connect N/A N/A

IC channel provides best performance
*Qrdering self-coupled ICBs not supported

Figure 3-35 z900 IC-3 connectivity

IC-3 channels are used when an ICF LP is on the same CPC as other system images
participating in the sysplex. An IC-3 channel is the fastest coupling link, using just memory-to-
memory data transfers.

IC-3 channels require ICP channel path definition at the OS/390 or z/OS and the CF end of a
channel connection to operate in peer mode. ICP channel paths can only be defined in LPAR
mode. They are always defined and connected in pairs.
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You can configure an ICP channel path as:
» An unshared dedicated channel path to a single LP

» An unshared reconfigurable channel path that can be configured to only one LP at a time,
but which can be dynamically moved to another LP by channel path reconfiguration
commands

» A shared channel path that can be concurrently used by the OS/390 or zZ/OS LPs and a
single ICF LP to which it is configured

We recommend that you use the high-order addresses starting at FF and work down when
coding IC-3 channels of the z900. Using this method should minimize CHPID remapping and
prevent addressing gaps when adding future channels to the processor. Since IC-3 channels

require a channel number when defined, they must be considered part of the machine limits
of 256 channels.

2900 to G5/G6 CF link recommendations

Figure 3-36 shows the various Coupling link options available using ICB-3, ICB Compatibility,
ISC-3 and IC-3 Coupling channels on the z900 servers, and ICB, ISC and IC on G5/G6 and
earlier servers.

- 9672 G5/G6 CPC 3
égg? LP1| LP2| LP3 CF\ ICR IcS ¢ y *
ded shared
LR | Jse| LP7| LP8| LP9
ICFLP B
Feature name ICB-3 ICB-3 ICB ICB Feature name ICB ICB ISC ISC ISC ISC
Feature code 0993 0993 0992 0992 Feature code 0992 0992 008 008 008 008
. . Sm Sm Sm Sm
Cabling req copper | copper | copper | copper Cabling req copper | copper fiber fiber fiber fiber
Data rate 1GB 1GB 333MB | 333MB Data rate 333MB | 333MB 1Gb 1Gb 1Gb 1Gb
CHPID definition CBP CBP CFS CFS CHPID definition CBR CBR CFR CFR CFS CFS
Shared yes yes yes yes Shared no no no no yes yes
LP assignment 123 123 123 123 LP assignment B B B B 789 789
FC 0227
ICB-3 peer cabling
FC 0226 SC to LC cable adapter
ICB compatibility P/N 05N4808
cabling T +
CHPID definition CBP CBP CFS CFS CFR CFR -¢—— Distance is greater than
Shared yes yes yes yes no no 10 meters
LP assignment 456A |456A( 456 456 A A
CHPIDs defined as
Data rate 1GB 1GB 1Gb 1Gb 1Gb 1Gb
~ CBP/CFP/ICP
z900 Cabling req copper | copper f'isbn;r f'isbngr f'isbn;r f'isbn;r > runs in PEER mode
CPC2 Feature code 0993 0993 0218/ 0218/ 0218/ 0218/ . CBS/CBB/CFS/CFR
0219 0219 0219 0219 > runs in COMPATABILTY mode
Feature name ICB-3 ICB-3 1ISC-3 1ISC-3 ISC-3 ISC-3
C o O Configuration represents various CF
ICP ICP connections and defintions
LP4| LP5| LP6 shared shared Recommend minimum 1 standalone CF
456A 4 56A for production data sharing configuration

Figure 3-36 3CPCs and 2 ICFs
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The following combinations are possible from a system image on a z900 server to an external
Coupling Facility

>

>

'S

All ICB-3 (CBP) channels from a system image to a CF

All ISC-3 (CFP) channels from a system image to a CF

A combination of ICB-3 (CBP) and ISC-3 (CFP) channels from a system image to a CF
All ICB Compeatibility (CBS) channels from a system image to a CF

All ISC-3 (CFS) channels from a system image to a CF

A combination of ICB Compatibility (CBS) and ISC-3 (CFS) channels from a system image
to a CF.

You cannot have a combination of Peer mode (CBP/CFP) and Compatibility mode (CBS/CFS)
from a operating system image to the same CF.

2900 CF link connectivity recommendations

>

Order ICB-3 instead of ISC-3 if the distance between servers is 7 m or less and STls are
available.

Use ICB-3 Peer links when connecting two z900 servers.
ICB-3 Peer links must be ordered (max 16) and defined as CBP in HCD/IOCP.

Additional attention may be necessary when ordering more than six ICB peer channels.
There is a potential for STI constraint when ordering a near-maximum channel
configuration with a high quantity of FICON and OSA Express (OSA-E) channels.

Use ICB Compatibility links when connecting a z900 server to a G5/G6 or earlier server.

ICB Compatibility links must be ordered (max 8 for z900, 16 for 2900 Model 100) and
defined as CBS or CBR in HCD/IOCP.

Use ISC-3 links when the distance is greater than 7 m between servers and it is not
feasible to move servers to meet the distance requirements of ICBs.

ISC-3 links may run in either Peer mode or Compatibility mode. Always use Peer mode
when connecting two z900 servers.

Define an IC-3 internal Coupling link pair when an Integrated Coupling Facility (ICF) LPAR
resides on the same server as other sysplex LPARs. Define both ends of the ICP channel
pair as shared across the participating sysplex LPARs, and the single ICF LPAR. Using
shared IC-3s, both channels of the IC-3 pair can send and receive data from any shared
LPAR, so one ICP pair should be sufficient for most configurations.

Using Figure 3-36 on page 155 as a migration example for replacing CPC 3 with a z900
server, consider the following:

2

Change the ISC-3 CHPID definition from CFS/CFR to CFP, and share all LPARs including
ICF.

— Peer definitions allow the Coupling channel to act as both a sender and receiver.
— Data rate increases from 1 Gbps to 2 Gbps.
— Uses the same ISC-3 cards for Peer mode (no new hardware required for CPC 2).

You may use two ISC-3s in Peer mode instead of four ISC-3s in Compatibility mode.

You may reuse existing conversion cables, but consider new single-mode cables for
ISC-3s instead of ordering additional conversion cables.

If this is a production data sharing environment, consider a stand-alone CF.
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Figure 3-37 CF channels I/O structure
Figure 3-37 is a z900 /O structure diagram, showing the possible types of CF connections.

All PUs, Memory cards, and MBAs are connected to Storage Control (SC) and Storage Data
(SD) cards. The SC and SD cards are connected to each other between Processor Sets.

The IC-3 links have the shortest path length since they are internal links within the same
server.

ICB-3 Peer channels are directly connected to the 2 GBps STI connection of the MBA.

The ICB Compatibility channel path goes through the STI-H card that converts a single
1 GBps STI to four 333 MBps STls. ICB Compatibility channels are used to connect to the
G5/G6 servers which have STI speeds of 333 MBps.

The ISC-3 link path needs to go further, passing to the STI-M card that converts one (1 GBps)
STI to four (333 MBps or 500 MBps) STls, then to the ISC-3 mother card, where up to four
ISC-3 links are plugged in. Using single-mode fiber, ISC-3 links can go up to 10 km, or up to
*20 km with a Request For Quotation (RPQ).

3.10 HiperSockets

HiperSockets provides the fastest TCP/IP communication between consolidated Linux, z/VM
and z/OS virtual servers on a z900 server. HiperSockets provides up to four internal “virtual”
Local Area Networks which act like TCP/IP networks within the z900 server. This integrated
2900 Licensed Internal Code function, coupled with supporting operating system device
drivers, establishes a higher level of network availability, security, simplicity, performance, and
cost effectiveness than is available when connecting single servers or LPARs together using
an external TCP/IP network.
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The HiperSockets function, also known as internal Queued Direct Input/Output (iQDIO) or
internal QDIQ, is an integrated function of the 2900 server which provides users with
attachment to up to four high-speed “logical” LANs with minimal system and network
overhead.

HiperSockets eliminates the need to utilize I/O subsystem operations and the need to
traverse an external network connection to communicate between LPARs in the same z900
server. HiperSockets offers significant value in server consolidation connecting many virtual
servers, and can be used instead of certain XCF link configurations in a Parallel Sysplex.

HiperSockets is customizable to accommodate varying traffic sizes. Since HiperSockets does
not use an external network, it can free up system and network resources, eliminating
attachment costs while improving availability and performance.

HiperSockets function

zSeries HiperSockets is a technology that provides high-speed TCP/IP connectivity between
virtual servers running within different LPARs of a 2900 server. It eliminates the need for any
physical cabling or external networking connection between these virtual servers.

The virtual servers form a “virtual LAN”. Using iQDIO, the communication between virtual
servers is through 1/0O queues set up in the system memory of the z900 server. Traffic
between the virtual servers is passed at memory speeds. HiperSockets supports up to four
independent virtual LANs, which operate as TCP/IP networks within a z900 server.

HiperSockets is an LIC function of the z900 server. It is supported by the operating systems
z/OS V1R2, z/0S.e, z/VM V4R2, Linux for zSeries (64-bit mode), and Linux for S/390 (31-bit
mode).

There are a number of benefits gained when exploiting the HiperSockets function:

» HiperSockets can be used to communicate among consolidated servers in a single z900
server platform. All the hardware platforms running these separate servers can be
eliminated, along with the cost, complexity, and maintenance of the networking
components that interconnect them.

» Consolidated servers that have to access corporate data residing on the z900 server can
do so at memory speeds, bypassing all the network overhead and delays.

» HiperSockets can be customized to accommodate varying traffic sizes. (In contrast, LANs
like Ethernet and Token Ring have a maximum frame size predefined by their
architecture.) With HiperSockets, a maximum frame size can be defined according to the
traffic characteristics transported for each of the four possible HiperSockets virtual LANSs.

» Since there is no server-to-server traffic outside the z900 server, a much higher level of
network availability, security, simplicity, performance, and cost effectiveness is achieved as
compared with servers communicating across an external LAN. For example:

— Since HiperSockets has no external components, it provides a very secure connection.
For security purposes, servers can be connected to different HiperSockets. All security
features, like firewall filtering, are available for HiperSockets interfaces as they are with
other TCP/IP network interfaces.

— HiperSockets looks like any other TCP/IP interface, therefore it is transparent to
applications and supported operating systems.

» HiperSockets can also improve TCP/IP communications within a sysplex environment
when the DYNAMICXCEF facility is used.
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Server integration with HiperSockets

Many data center environments today are multi-tiered server applications, with a variety of
middle-tier servers surrounding the zSeries data and transaction server. Interconnecting that
multitude of servers requires the cost and complexity of many networking connections and
components. The performance and availability of the inter-server communication is
dependent on the performance and stability of the set of connections. The more servers
involved, the greater the number of network connections and complexity to install, administer,
and maintain.

Figure 3-38 shows two configurations. The configuration on the left shows a server farm
surrounding a z900 server, with its corporate data and transaction servers. There is great
complexity involved in the backup of the servers and network connections with this
configuration. This environment also causes high administration cost.

Consolidating that mid-tier workload onto multiple Linux virtual servers running on a z900
server requires the very reliable, high-speed network that Hipersockets provides, over which
those servers can communicate. In addition, those consolidated servers also have direct
high-speed access to database and transaction servers running under z/OS on the same
2900 server.

This is shown in the configuration on the right in Figure 3-38. In this environment, each
consolidated server can communicate with others on the z900 server through HiperSockets.
In addition, the external network connection for all servers is concentrated over a few
high-speed OSA-Express interfaces.

Multiple external servers Multiple servers on zSeries

HiperSockets

Linux
Consolidation Guest
| | Systems

| | 2/VM V4R2

| | | ] OSA-Express

few network

7
many network connections "
connections

TCP/IP network TCP/IP network

Figure 3-38 Server consolidation

For more examples of environments that can benefit from the use of HiperSockets, go to the
following URL:

http://www.ibm.com/servers/eserver/zseries/networking/hipersockets.html

HiperSockets connectivity

HiperSockets implementation is based on the OSA-Express queued direct input/output
(QDIO) protocol, hence HiperSockets is also called internal QDIO (iQDIO). The LIC emulates
the link control layer of an OSA-Express QDIO interface.
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Typically, before a packet can be transported on a external LAN, a LAN frame has to be built,
and the MAC address of the destination host or router on that LAN has to be inserted into the
frame. HiperSockets does not use LAN frames, destination hosts, or routers. TCP/IP stacks
are addressed by inbound data queue addresses instead of MAC addresses.

The z900 server LIC maintains a lookup table of IP addresses for each HiperSockets. This
table represents a virtual LAN. At the time a TCP/IP stack starts a HiperSockets device, the
device is registered in the IP address lookup table with its IP address, and its input and output
data queue pointers. If a TCP/IP device is stopped, the entry for this device is deleted from
the IP address lookup table.

HiperSockets copies data synchronously from the output queue of the sending TCP/IP device
to the input queue of the receiving TCP/IP device by using the memory bus to copy the data,
via an I/O instruction.

The controlling operating system that performs 1/0O processing is identical to OSA-Express in
QDIO mode. The data transfer time is similar to a cross-address space memory move, with
hardware latency close to zero. For a data move total elapsed time, the operating system I/O
processing time has to be added to the LIC data move time.

HiperSockets operations are executed on the processor where the I/O request is initiated by
the operating system. HiperSockets starts write operations; the completion of a data move is
indicated by the sending side to the receiving side with a Signal Adapter (SIGA) instruction.
Optionally, the receiving side can use dispatcher polling instead of handling SIGA interrupts.
The I/O processing is performed without using the System Assist Processor (SAP). This new
implementation is also called “thin interrupt.”

HiperSockets TCP/IP devices are configured similar to OSA-Express QDIO devices. Each
HiperSockets requires the definition of a CHPID like any other 1/O interface. The CHPID type
for HiperSockets is 1QD, and the CHPID number must be in the range from hex 00 to hex FF.
No other I/O interface can use a CHPID number defined for a HiperSockets, even though
HiperSockets does not occupy any physical I/O connection position.

Real LANs have a maximum frame size limit defined by their architecture. The maximum
frame size for Ethernet is 1492 bytes, and for Gigabit Ethernet there is the jumbo frame option
for a maximum frame size of 9 kilobytes (KB). The maximum frame size for a HiperSockets is
assigned when the HiperSockets CHPID is defined. Frame sizes of 16 KB, 24 KB, 40 KB, and
64 KB can be selected. The default maximum frame size is 16 KB. The selection depends on
the data characteristics transported over a HiperSockets, which is also a trade-off between
performance and storage allocation. The MTU size used by the TCP/IP stack for the
HiperSockets interface is also determined by the maximum frame size. These values are
shown in Table 3-13.

Table 3-13 Maximum frame size and MTU size

Maximum frame size Maximum transmission
unit size

16 KB 8 KB

24 KB 16 KB

40 KB 32 KB

64 KB 56 KB

The maximum frame size is defined in the hardware configuration (IOCP), using the OS
parameter.
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The HiperSockets LIC supports:
» Up to four independent HiperSockets
» Up to 3072 I/O devices across all four HiperSockets

z/OS allows the operation of multiple TCP/IP stacks within a single image. The read
control and write control I/0O devices are required only once per image, and are controlled
by VTAM. Each TCP/IP stack within the same z/OS image requires one I/O device for data
exchange.

Running one TCP/IP stack per LPAR, z/OS requires three I/O devices (as do z/VM and
Linux). Each additional TCP/IP stack in a z/OS LPAR requires only one additional 1/O
device for data exchange. The I/O device addresses can be shared between z/OS
systems running in different LPARs. Therefore, the number of 1/O devices will not be a
limitation for z/OS.

» Up to 4000 IP addresses across all four HiperSockets

A total of 4000 IP addresses can be kept for the four possible IP address lookup tables.
These IP addresses include the HiperSockets interface, as well as Virtual IP addresses
(VIPA) and dynamic Virtual IP Addresses (DVIPA) that are defined to the TCP/IP stack.

An IP address is registered with its HiperSockets interface by the TCP/IP stack at the time
the TCP/IP device is started. IP addresses are removed from an IP address lookup table
when a HiperSockets device is stopped. Under operating system control, IP addresses
can be reassigned to other HiperSockets interfaces on the same HiperSockets. This
allows flexible backup of TCP/IP stacks.

Note: Reassignment is only possible within the same HiperSockets. A HiperSockets is one
network or subnetwork. Reassignment is only possible for the same operating system
type.

For example, an IP address originally assigned to a Linux TCP/IP stack can only be
reassigned to another Linux TCP/IP stack, a z/OS dynamic VIPA can only be reassigned
to another z/OS TCP/IP stack, or a z/VM TCP/IP VIPA can only be reassigned to another
z/VNM TCP/IP stack. The LIC performs the reassignment in force mode. It is up to the
operating system’s TCP/IP stack to control this change.

3.10.1 Connectivity

HiperSockets has no external components or external network. There is no internal or
external cabling. The HiperSockets data path does not go outside the z900 server platform.

7900 supports up to four HiperSockets being defined. Enabling HiperSockets requires the
definition of a CHPID defined as type=IQD using HCD and IOCP. This CHPID is treated like
any other CHPID and is counted as one of the available 256 real channels of the z900 server.

HiperSockets is not allocated a CHPID until it is defined. It also does not take an I/O cage
slot. Customers who have used all of the 256 CHPIDs on the z900 server can not enable
HiperSockets; therefore, HiperSockets must be included in the customer’s overall channel I/0
planning.

We recommend assigning the CHPID addresses starting at the high end of the CHPID
addressing range (x"FF, FE, FD and FC") to minimize possible addressing conflicts with real
channels. This is similar to the approach when defining other internal channels.

The virtual server operating systems each define their specific connection to each
HiperSockets defined in the HCD. HiperSockets supports up to 3072 devices and 4,000 IP
addresses across the four CHPIDs or “virtual networks.” For z/OS, z/VM, and Linux, the
maximum number of TCP/IP stacks or HiperSockets connections which can concurrently
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connect on a single z900 server is 1024 (it takes three HiperSockets devices to establish a
single TCP/IP stack connection).

The data transfer itself is handled much like a cross address space memory move using the
memory bus, not the z900 server I/0O bus. HiperSockets does not contend with other system
I/O activity and it does not use CPU cache resources; therefore, it has no association with
other activity in the server. HiperSockets does use some High System Area (HSA) to hold its
control information. Figure 3-39 shows the basic operation of HiperSockets.

zSeries Server

LPAR LPAR LPAR
Discrete Discrete Discrete
Server 1 Server 2 Server 3
TCP/IP TCP/IP TCP/IP
Device Device Device
Driver Qm Driver 2 M Driver ) m
3 4/5
1 1.
1.

Common Lookup Table across entire Hypersocket LAN

Figure 3-39 HiperSockets basic operation

The HiperSockets operational flow consists of five steps:

1. Each TCP/IP stack (image) registers its IP addresses into HiperSockets’ server-wide
Common Address Lookup table. There is one lookup table for each HiperSockets “virtual”
LAN. The scope of LAN is the LPARs defined to share the HiperSockets IQD CHPID.

2. Then the address of the TCP/IP stack’s receive buffers are appended to the HiperSockets
queues.

3. When data is being transferred, the send operation of HiperSockets performs a table
lookup for the addresses of the sending and receiving TCP/IP stacks and their associated
send and receive buffers.

4. The sending processor copies the data from its send buffers into the target processor’s
receive buffers (z900 server memory).

5. The sending processor optionally delivers an interrupt to the target TCP/IP stack. This
optional interrupt uses the “thin interrupt” support function of the z900 server, which
means the receiving host will “look ahead,” detecting and processing inbound data. This
technique reduces the frequency of real I/0 or external interrupts.

For further information on the HiperSockets function and configuration, see:

» zSeries HiperSockets, SG24-6816
» Communications Server for z/OS V1R2 TCP/IP Implementation Guide Volume 4:
Connectivity and Routing, SG24-6516

For more examples of environments that can benefit from the use of HiperSockets, go to the
following URL:

http://www.ibm.com/servers/eserver/zseries/networking/hipersockets.html
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Cryptography

This chapter describes the Integrated Cryptography functions of the z900 server.

Included are descriptions of:

» “Cryptographic function support” on page 164

» “Cryptographic Coprocessor (CCF) standard feature” on page 166
» “PCI Cryptographic Coprocessor (PCICC) feature” on page 169

» “PCI Cryptographic Accelerator (PCICA) feature” on page 170
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4.1 Cryptographic function support
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The z900 server includes both standard cryptographic hardware and optional cryptographic
features to give flexibility and growth capability. IBM has a long history in hardware
cryptographic solutions, from the development of Data Encryption Standard (DES) in the
1970s, to delivering the only integrated cryptographic hardware in a server to achieve the US
Government's highest FIPS 140-1 Level 4 rating for secure cryptographic hardware.

The z900 server cryptographic functions include the full range of cryptographic operations
needed for e-business, e-commerce, and financial institution applications. In addition, custom
cryptographic functions can be added to the set of functions that the z900 server's integrated
Cryptographic Coprocessor and PCI Cryptographic features offer.

e-business applications are increasingly reliant on cryptographic techniques to provide the
confidentiality and authentication required in this environment. Secure Sockets Layer (SSL)
technology is a key technology for conducting secure e-commerce using Web servers, and it
is in use by a rapidly increasing number of Web servers, demanding new levels of
performance.

Balanced utilization of all hardware cryptographic engines is key to performance. z/OS
transparently routes requests for cryptographic services to an appropriate, available central
processor (CP) and, in the case of SSL transactions, cryptographic requests are
load-balanced across all available CPs, taking maximum advantage of z900 scalability.

Three types of cryptographic hardware features are available on z900 servers. The
cryptographic features are usable only when explicitly enabled through IBM:

1. Cryptographic Coprocessor

The z900 server’s standard cryptographic hardware, the Cryptographic Coprocessor, is an
enhanced "next" generation of the S/390 Cryptographic Coprocessor.

The Cryptographic Coprocessor’s design is a single-chip module (element) with faster
technology and is now mounted on the processor board. The chip modules can be
serviced individually, obviating any need to replace a larger module; service instances are
rare, and potential downtime has been drastically reduced.

The new logic technology increases the cycle speed of the coprocessors, providing an
improved performance base for z900 cryptographic hardware. All z900 servers include up
to two Cryptographic Coprocessors as standard.

2. PCI Cryptographic Coprocessor (PCICC), feature code 0861

7900 servers support the optional PCICC to supplement the standard Cryptographic
Coprocessors, with added functions and performance. Each PCICC feature includes a
pair of PCI Cryptographic Coprocessors, or the equivalent of two S/390 G5/G6 PCICC
features. z900 servers allow for up to eight PCICC features' to be installed, for a total of
16 PCI Cryptographic Coprocessors. The feature has a FIPS 140-1 Level 4 compliance
rating for secure cryptographic hardware.

3. PCI Cryptographic Accelerator (PCICA), feature code 0862

2900 servers also support the optional PCICA. This is a unique cryptographic card
designed to implement SSL encryption. It is a very fast cryptographic processor designed
to provide leading-edge performance of the complex Rivest-Shamir-Adelman (RSA)
cryptographic operations used in the SSL protocol. SSL is an essential and widely used
protocol in secure e-business applications.

' The combined number of PCICC and PCICA features on a z900 server cannot exceed eight, and the total number
of FICON, FICON Express, PCICC, PCICA and OSA-E cards cannot exceed 16 per I/O cage.
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The new PCICA feature is designed to address the high-performance SSL needs of
e-business applications, and has a design point different from the existing Cryptographic
Coprocessor and PCI Cryptographic Coprocessor features. The PCICA is designed
specifically for maximum speed SSL acceleration rather than for specialized financial
applications, or for secure long-term storage of keys and secrets. As a result, it does not
need the tamper design of the Cryptographic Coprocessor and PCICC features.

Each PCI Cryptographic Accelerator feature contains two cryptographic accelerator
daughter cards. z900 servers allow for up to six PCICA features to be installed’.

In combination, the Cryptographic Coprocessor and PCI Cryptographic Coprocessor features
on the z900 server general purpose models enable the user to do the following:

>

'S

Encrypt and decrypt data utilizing secret-key algorithms. Three-key triple DES, two-key
triple DES, DES, and Commercial Data Masking Facility (CDMF) algorithms are
supported.

Generate, install, and distribute cryptographic keys securely using both public and secret
key cryptographic methods.

Generate, verify, and translate personal identification numbers (PINs).

Ensure the integrity of data by using message authentication codes (MACs), hashing
algorithms, and Rivest-Shamir-Adelman (RSA) and Digital Signature Standard (DSS)
public key algorithm (PKA) digital signatures.

Develop ANSI X9.17 key management protocols.

Three methods of master key entry are provided on the Cryptographic Coprocessor and PCI
Cryptographic Coprocessor features:

1.

A pass phrase initialization method that generates and enters all master keys that are
necessary to fully enable the cryptographic system in a minimal number of steps.

A simplified master key entry procedure provided through a series of Clear Master Key
Entry panels

In enterprises that require enhanced key-entry security, a Trusted Key Entry (TKE)
workstation is available as an optional feature.

A TKE workstation is part of a customized solution for using the Integrated Cryptographic
Service Facility for z/OS program product to manage cryptographic keys of a z900 central
processor complex (CPC) that has the Cryptographic Coprocessor features installed and
configured for using Data Encryption Standard (DES) and Public Key Algorithm (PKA)
cryptographic keys.

The TKE workstation provides remote secure control of the Cryptographic Coprocessor or
PCI Cryptographic Coprocessor modules, including loading of master keys and
operational keys (PIN keys and key-encrypting keys (KEK)). Also, the TKE workstation
can be used from a remote location to load keys into multiple Cryptographic Coprocessor
modules and to securely copy a master key from one Cryptographic Coprocessor module
to another Cryptographic Coprocessor module.

If the z900 server is operating in logically partitioned (LPAR) mode, and one or more
logical partitions are customized for using Cryptographic Coprocessors, the TKE
workstation can be used to manage DES master keys, PKA master keys, and operational
keys for all cryptographic domains of each Cryptographic Coprocessor assigned to logical
partitions defined to the TKE workstation.

Each logical partition using a domain managed through a TKE workstation connection is
either a TKE host or a TKE target. A logical Partition with TCP/IP connection to the TKE is
referred to as TKE host, all other partitions are TKE targets.
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The cryptographic controls set for a logical partition, through the z900 server Support
Element, determine whether it can be a TKE host or TKE target.

4.2 Cryptographic hardware features

This section describes the three cryptographic hardware features and the feature codes
associated with the cryptographic functions of the z900 server.

Note: Products that include any of the cryptographic feature codes contain cryptographic
functions which are subject to special export licensing requirements by the U.S.
Department of Commerce. It is the customer's responsibility to understand and adhere to
these regulations whenever moving, selling, or transferring these products.

4.2.1 2900 cryptographic feature codes

Following is a list of the cryptographic features available with the z900 server.

Feature code
0808

0800

0861
0862
0865

0866

0876

0869

0879

0874

0875

Description

No Crypto enabled

2900 default specify feature code. Disables the use of both Cryptographic
Coprocessor (CCF) modules autoshipped with the z900.

Crypto enabled

Crypto enablement feature. Prerequsite to use CCF, PCICC, and PCICA
hardware features.

PCI Cryptographic Coprocessor (PCICC) hardware

PCI Cryptographic Accelerator (PCICA) hardware

T-DES for PCI Crypto

Triple-DES enablement feature for PCICC hardware.

TKE hardware for Token Ring

TKE workstation hardware with Token Ring connection. Superseded by
fc 0876.

TKE hardware for Token Ring

TKE workstation hardware with Token Ring connection, DVD drive, and
17” monitor.

TKE hardware for Ethernet

TKE workstation hardware with Ethernet connection. Superseded by fc
0879.

TKE hardware for Ethernet

TKE workstation hardware with Ethernet connection, DVD drive, and 17”
monitor.

T-DES

Triple-DES enablement feature, non-TKE.

T-DES with TKE

Triple-DES enablement feature including TKE workstations. Corequisite
for fc 0876 and fc 0879.

4.2.2 Cryptographic Coprocessor (CCF) standard feature

The CCF feature is a data security standard feature on z900 servers.
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Two Cryptographic Coprocessor Elements (modules) are shipped with the z900 server
general purpose models. Each Cryptographic Coprocessor module is connected to two
central processors (CPs), one in each processing unit (PU) set.

Although the Cryptographic Coprocessor module is connected to two CPs, it is logically
connected to only one CP at a time, and is switched from one to the other only if the CP fails.

Note: Single CP z900 server models 101, 1C1, and 2C1 have access to one of the two
Cryptographic Coprocessor modules.

All other z900 server general purpose models, 102-109, 1C2-1C9, 110-116, 2C2-2C9,
210-216 have access to both cryptographic modules.

Cryptographic coprocessor module functions

The Cryptographic Coprocessor modules provide secure, high-speed cryptographic services
in the OS/390 and z/OS environments. The functions in the Cryptographic Coprocessor
modules can be selectively enabled or disabled by the manufacturing process to conform to
United States export requirements.

The security-relevant portion of the cryptographic functions is performed inside the secure
physical boundary of a tamper-resistant module. Master keys, environment control masks,
and other security-relevant information are also maintained inside this secure boundary.

The Cryptographic Coprocessor feature operates with the Integrated Cryptographic Service
Facility (ICSF) and IBM Resource Access Control Facility (RACF), or equivalent software
products, in a z/OS or OS/390 operating environment to provide data privacy, data integrity,
cryptographic key installation and generation, electronic cryptographic key distribution, and
personal identification number (PIN) processing.

IBM Processor Resource/System Manager (PR/SM) fully supports the Cryptographic
Coprocessor feature to establish a logically partitioned (LPAR) environment in which multiple
logical partitions can use cryptographic functions. A separate 32-bit environment control
mask, a 128-bit data-protection master key, and two 192-bit Public Key Algorithm (PKA)
master keys are provided for each of 16 cryptographic domains.

Each Cryptographic Coprocessor provides both synchronous and asynchronous functions.

Cryptographic Synchronous Processor
The hardware includes implementation of:

» Data encryption/decryption algorithms

Data Encryption Standard (DES)
Commercial Data Masking Facility (CDMF)
Two-key triple DES

Three-key triple DES

» DES key generation and distribution

» PIN generation, verification and translation functions

» Pseudo Random Number (PRN) Generator

» Hashing algorithms: MDC-2, MDC-4, and SHA-1

» Message authentication code (MAC): single-key MAC and double-key MAC
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Cryptographic Asynchronous Processor (CAP)

The CAP processes cryptographic asynchronous messages (CAMs) that are passed to it
from the cryptographic asynchronous message processor. Special affinity requirements for
CAM instructions are not needed as is the case with synchronous processing. CAM
messages come in two main types:

» Public Key Security Control (PKSC)

PKSC provides secure signed communication between security officers (or authorities)
and the Cryptographic Coprocessor modules. It is used for remote secure control of the
Cryptographic Coprocessor modules, including entry of master keys, operational keys,
enabling and disabling of the modules, and other security controls.

» Public Key Algorithm (PKA) Facility

These commands are intended for application programs using public key algorithms.
Algorithms include:

— Importing PKA (DSS, RSA, DH) public-private key pairs in the clear and encrypted
forms

— Rivest-Shamir-Adelman (RSA)
» Signature Generation, up to 1024-bit
e Signature Verification, up to 1024-bit (up to 2048-bit by software).
* Import and export of DES keys under an RSA key, up to 1024-bit.
— Digital Signature Standard (DSS) up to 1024-bit
e Signature Generation
e Signature Verification
e Key Generation
— Diffie Hellman (DH) up to 1024-bit
e Import and export of DES keys protected by DH protocol

A crypto battery is also included with the feature. This added feature saves/protects the
crypto keys during machine power down scenarios. The only exception is the loss of crypto
keys on replacement of a failed Cryptographic Coprocessor.

Cryptographic Coprocessor redundancy

Two Cryptographic Coprocessor modules are available in the z900 general purpose servers.
Recovery for a failing cryptographic operation caused by a CCF failure is handled by the
system control program (SCP); that is, the SCP reschedules and dispatches the failed
instruction on the other Cryptographic Coprocessor module.

Another availability feature on the z900 general purpose servers is a second path from each
Cryptographic Coprocessor module to an alternate Processing Unit (PU). Normally, each
crypto module is configured to a primary CP. Should a primary CP fail, the alternate PU would
transparently replace (spare) the failed primary CP, maintaining the crypto module's
operation. However, an alternate PU is available only if that PU is not configured into the
system as another CP, SAP, ICF, or IFL.

The two PUs associated with the alternate path from each Cryptographic Coprocessor
module are the last to be assigned as CPs, SAPS, ICFs, or IFLs. Note that if a primary CP is
not available at IML, the Cryptographic Coprocessor module is configured with its associated
alternate PU.
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The Cryptographic Coprocessor modules on the z900 server are designed as Single-Chip
Modules (SCMs) mounted on the processor board and individually serviceable. This
eliminates the need to change the Multi-Chip Module (MCM, where they previously resided)
in the event of a Cryptographic Coprocessor module failure.

4.2.3 PCI Cryptographic Coprocessor (PCICC) feature

The Peripheral Component Interconnect Cryptographic Coprocessor (PCICC), feature code
0861, is an orderable feature that adds additional cryptographic function and cryptographic
performance to the z900 server general purpose models.

The PCICC feature coexists with and augments the integrated Cryptographic Coprocessor
that is standard on the z900 server general purpose models. The PCICC feature can only be
utilized when the Cryptographic Coprocessors are enabled.

The PCICC feature is programmable to deploy new standard cryptographic functions, to
enable migration from the IBM 4753 Network Security Processor external cryptographic
processing device, and to meet unique customer requirements.

Each PCICC feature is built around two cryptographic PCI daughter cards embedded in an
adapter package for installing in the I/O slots of the z900 server new 1/O cage. These slots
also support PCI Cryptographic Accelerator, ESCON 16-port, OSA-Express, ISC-3 mother
cards, FICON, and FICON Express features. The total quantity of PCICC, PCICA, FICON
and OSA-Express features together cannot exceed 16 per I/O cage and 48 per system (16
each in three new 1/O cages).

The PCICC feature is supported by OS/390 V2R9 and above, which includes new Integrated
Cryptographic Service Facility (ICSF) functions. ICSF transparently routes application
requests for cryptographic services to one of the Cryptographic Coprocessors. Either a
Cryptographic Coprocessor or a PCI Cryptographic Coprocessor is invoked (depending on
performance or cryptographic function) to perform the cryptographic operation. For example,
the Cryptographic Coprocessor performs synchronous functions (such as used in the Triple
DES standard) but does not execute certain asynchronous functions, such as RSA Key
Generation, that are performed on the PCI Cryptographic Coprocessor.

Two PCICC numbers (one for each coprocessor) are assigned to each PCICC feature and
these are related to the feature hardware serial number. The feature can be moved within the
2900 server (possibly by MES) without changing the PCICC number to feature serial number
relationship.

However, if the PCICC feature is removed from the z900 server (by MES or repair), the PCI
Cryptographic Coprocessor Management window (accessed from the z900 server Support
Element) must be used to break (release) the relationship between the assigned PCICC
number and the serial number of the old PCICC feature before a new PCICC feature can be
assigned the (released) PCICC number.

Each PCICC feature uses two CHPID numbers of the same pseudo CHPID type. However,
the CHPID numbers are not defined in HCD or in IOCP. The feature does not have ports and
does not use fiber optic cables.

In the z900 server, there can be a maximum of eight PCI Cryptographic Coprocessor
(PCICC) features, along with a maximum of six PCI Cryptographic Accelerator (PCICA)
features. The combined number of PCICC and PCICA features in a z900 server cannot
exceed eight. Within these parameters, the PCICC and PCICA features can coexist in any
combination. This scalability provides increasing cryptographic processing capacity as
customers expand their use of e-business applications requiring cryptographic processing.
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PCICC functions

The PCI Cryptographic Coprocessor (PCICC) feature provides several additional functions to
enhance the security of public/private key encryption processing:

» RSA Key generation for public/private key pair generation
» 2048-bit RSA signature generation

» Retained key support (RSA private keys generated and kept stored within the secure
hardware boundary).

» User Defined Extensions (UDX) support enhancements, including:
— For the Activate UDX request:
* Establish Owner
* Relinquish Owner
e Emergency Burn of Segment
* Remote Burn of Segment
— Import UDX File function
— Reset UDX to IBM default function
— Query UDX Level function

UDX allows the user to add customized operations to the PCI Cryptographic
Coprocessors installed. It provides the user with the capability to develop a UDX
Segment 3 image file and load a custom Segment 3 image file onto one or more PCI
Cryptographic Coprocessors. The Segment 3 image file is built and loaded onto a diskette
using a Windows NT workstation and imported through the z900 server Support Element.

More information on building a UDX Segment 3 image file can be found in:
— IBM 4758 PCI Cryptographic Coprocessor Custom Software Developer’s Toolkit Guide
— IBM zSeries CCA User Defined Extensions Reference and Guide
These publications are available at:
http://www.ibm.com/security/cryptocards
» Integrated 4758 Model 002 PCI Cryptographic CoProcessor
» Symmetric Encryption Functions
» Provides additional support for 4753 Network Security Processor migration

4.2.4 PCI Cryptographic Accelerator (PCICA) feature

170

The Peripheral Component Interconnect Cryptographic Accelerator (PCICA), feature code
0862, is an orderable feature on z900 server general purpose models. This optional PCICA
feature is a reduced-function, performance-enhanced alternative to the PCI Cryptographic
Coprocessor (PCICC), feature code 0861, with different functional characteristics. It does not
have FIPS 140-1 certification and is non-programmable. The PCICA feature can only be used
when the Cryptographic Coprocessors are enabled.

The PCICA feature is used for the acceleration of modular arithmetic operations, in particular
the complex RSA cryptographic operations used with the SSL protocol. It is designed for
maximum speed SSL acceleration rather than for specialized financial application for secure,
long-term storage of keys or secrets.
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The PCICA feature can support up to 2100 SSL handshakes per second. However, the
maximum number of SSL transactions per second that can be supported on a z900 server by
any combination of Cryptographic Coprocessor, PCICC, and PCICA features is limited by the
amount of CPC cycles available to perform the software portion of the SSL transaction.
Current performance measurements with z/OS V1 R4 suggest that on a z900 server model
216, the maximum rate attainable is up to 7000 SSL handshakes per second.

Each PCICA feature contains two cryptographic accelerator daughter cards embedded in an
adapter package for installing in the I/O slots of the z900 server new 1/O cage. These slots
also support PCI Cryptographic Coprocessor, ESCON 16-port, OSA-Express, ISC-3 mother
cards, FICON, and FICON Express features. The total quantity of PCICC, PCICA, FICON
and OSA-Express features together cannot exceed 16 per I/O cage and 48 per server (16 in
each of the three possible 1/0 cages).

Each PCICA feature uses two CHPID numbers of the same pseudo CHPID type as the
PCICC feature. However, the CHPID numbers are not defined in HCD or in IOCP. The PCICA
feature does not have ports and does not use fiber optic cables.

In the z900 server, there can be a maximum of six PCI Cryptographic Accelerator (PCICA)
features, along with a maximum of eight PCI Cryptographic Coprocessor (PCICC) features.
The combined number of PCICC and PCICA features on a z900 server cannot exceed eight.
Within these parameters, the PCICC and PCICA features can coexist in any combination.
This scalability provides increasing cryptographic processing capacity as customers expand
their use of e-business applications requiring cryptographic processing.

The PCICA feature requires a unique LIC load, different from the PCICC feature. Special
concurrent patch support is provided for activating different code loads for the same CHPID
type, but different hardware types (PCICC and PCICA). Activating some Microcode Level
(MCL) patches requires the user to configure off/on both PCICA CHPIDs per feature from all
defined logical partitions.

PCICA functions

The PCICA feature provides functions designed for maximum acceleration of the complex
RSA cryptographic operations used with the SSL protocol, including:

» High-speed RSA cryptographic accelerator

» 1024- and 2048-bit RSA operations for the Modulus Exponent (ME) and Chinese
Remainder Theorem (CRT) formats.
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Cryptographic features comparison

Table 4-1 summarizes the functions and attributes of the three cryptographic hardware
features.

Table 4-1 Cryptographic features comparison

Functions or Attributes CCF PCICC | PCICA
Supports z/OS applications using ICSF X X X
Supports OS/390 applications using ICSF X X

Supports SSL functions X X X
Supports Linux applications doing SSL handshakes X X
Provides highest SSL handshake performance X
Provides highest symmetric encryption performance X

Disruptive process (Power on Reset - POR) to enable X

Requires IOCDS definition

Uses CHPID numbers X X
Possible impact to IOCDS due to CHPID order requirements X X
Physically attached to a Central Processor (CP) X

Requires configuration load (enablement diskette) before use X X x2
Requires CCF to be active X x2
Requires ICSF to be active X X x2
Requires system master keys to be loaded xP xP

Offers user programming function support (UDX) X

New algorithm expansion X

New API function expansion X

Usable for data privacy - encryption and decryption processing X

Usable for data integrity - hashing and message authentication X X

Usable for financial processes and key management operations X X

Crypto performance RMF monitoring X X X
System (master) key storage X X

Retained key storage X
Tamper-resistant hardware packaging X X

FIPS 140-1 certified (Level 4 with trusted key entry (TKE)) X X

a. Not applicable for PCICA in Linux environments
b. Not required for Clear Key system SSL
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4.3 Cryptographic RMF monitoring

Starting with z/OS Version 1 Release 2, RMF now provides performance monitoring for the
PCI Cryptographic Coprocessor (PCICC) and the Cryptographic Accelerator (PCICA)
features and usage reporting on the Cryptographic Coprocessor Function (CCF). The new
Postprocessor Crypto Hardware Activity Report is based on new SMF records type 70
subtype 2. These records will be gathered by the new Monitor | gathering option. In addition,
new overview conditions are available for the Postprocessor.

This report is available as a Small Program Enhancement (SPE) and needs to be installed as
APAR OW49808.

The new gathering option for Monitor | to gather data for cryptographic hardware activities is
CRYPTO/NOCRYPTO. By default, this option activates data gathering. To suppress data
gathering, change CRYPTO to NOCRYPTO in ERBRMFO00, or add NOCRYPTO to the
customized Parmlib member for Monitor I.

For the PCICC and PCICA features, the request rate is per daughter card. Reported are the
number of requests per second, average execution time per second (in milliseconds) and
utilization (in percent). The utilization indicates how much the feature is busy during the
interval.

For the PCICC, rate, execution time, and utilization percent are reported for all operations
(referred to as the TOTAL). Separately, the count of the RSA Key Generations is provided.

For the PCICA, rate, execution time, and utilization percent are reported for all operations and
individually for 1024-bit ME format RSA operations, 2048-bit ME format RSA operations,
1024-bit CRT format RSA operations, and 2048-bit CRT format RSA operations.

For the Cryptographic Coprocessor Function (CCF), the following are reported: rate
(operations per second) and average data size (in bytes) for DES encryption and decryption
(individually for single DES and triple DES, MAC generation and verify, and hashing). For PIN
operations, rates for PIN translate and PIN verify are reported separately.

Example 4-1 RMF Report

CRYPTO HARDWARE ACTIVITY

PAGE 1
2/0S VIRZ SYSTEM ID 2064 DATE 11/28/2001 INTERVAL 05.00.000
RPT VERSION VIRZ RMF TIME 13.10.00 CYCLE 1.000 SECONDS
--- PCI CRYPTOGRAPHIC COPROCESSOR --
-------- TOTAL -------- KEY-GEN
ID RATE EXEC TIME UTIL%  RATE
6 0.08 4387 33.7  0.08
7 31.28 22.4 70.1  0.19
-------------------------------------------------- PCI CRYPTOGRAPHIC ACCELERATOR =-=-=======m=mm=mmmmmmm oo moooommmommommoe
-------- TOTAL ==--=--=  ==-=-= ME(1024) ==---== === ME(2048) ------=  ---=== CRT(1024) ------ =------ CRT(2048) ------
ID RATE EXEC TIME UTIL%  RATE EXEC TIME UTIL%  RATE EXEC TIME UTIL%  RATE EXEC TIME UTIL%  RATE EXEC TIME UTIL%
8 446.7 5.9 53.0  53.8 9.1 9.8 0.00 0.0 0.0 366.5 4.6 33.4  26.43 18.5 9.8
9 733.0 4.6 66.8 0.00 0.0 0.0  0.00 0.0 0.0 733.0 4.6 66.8  0.00 0.0 0.0
----------------------------- CRYPTOGRAPHIC COPROCESSOR FACILITY =---mmmmmmmmmmmmmmooocmoomaoe
DES ENCRYPTION ~ DES DECRYPTION  ----- MAC ------ Y ER—— ] { ——
SINGLE TRIPLE  SINGLE TRIPLE  GENERATE VERIFY TRANSLATE VERIFIY
RATE 18.52  21.10 0.00  0.00 642.1  0.00 609.0 4687 4515
SIZE 500K 500K 0.00  0.00 27786 0.00 128.0
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4.4 Software Corequisites

The Cryptographic Coprocessor, PCICC, and PCICA features have specific software
corequisites:

» The Integrated Cryptographic Service Facility (ICSF) is the support program for the
cryptographic features (Cryptographic Coprocessor, PCICC and PCICA). It has been
integrated into OS/390 Version 2 and beyond.

» The z900 server general purpose models require OS/390 Version 2 Release 9 at a
minimum. UDX requires OS/390 Version 2 Release 10.

» The minimum Linux kernel level needed to gain access to PCICA is 2.4.7.

4.5 Certification

Cryptographic Coprocessor and TKE FIPS certification

The configuration of Cryptographic Coprocessor, excluding key-generation functions, has
been certified as Federal Information Processing Standard FIPS 140-1 Level 4.

PCI Cryptographic Coprocessor feature FIPS certification

The IBM PCI Cryptographic Coprocessor feature, along with segments 0 and 1 card code,
has earned the highest certification for commercial security ever awarded by the U.S.
government, Federal Information Processing Standard (FIPS) 140-1 Level 4 (only the OEM
part of the PCICC is covered by the certification).

EALS LPAR security
IBM is currently pursuing this level of certification for the z900 server.

4.6 References
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For further information, see the following manuals:

ICSF for z/OS Overview, SA22-7519

ICSF for z/OS Systems Programmer’s Guide, SA22-7520

ICSF for z/OS Administrator's Guide, SA22-7521

ICSF for z/OS Application Programmer’s Guide, SA22-7522
ICSF for z/OS Messages, SA22-7523

ICSF for z/OS TKE Workstation User’s Guide, SA22-7524
Hardware Management Console Operations Guide, SC28-6815
Support Element Operations Guide, SC28-6818

S5/390 Crypto PCI Implementation Guide, SG24-5942
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Sysplex functions

This chapter describes the capabilities of the z900 to support coupling functions including
Parallel Sysplex, Geographically Dispersed Parallel Sysplex (GDPS), and Intelligent
Resource Director.

The following topics are included:

>

>

>

“Parallel Sysplex” on page 176

“Coupling Facility support” on page 179
“System-managed CF structure duplexing” on page 185
“Geographically Dispersed Parallel Sysplex” on page 187
“Intelligent Resource Director” on page 194
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5.1 Parallel Sysplex

Figure 5-1 illustrates the components of a Parallel Sysplex as implemented within the zSeries
architecture. Shown is an ICF connected between two z900 servers running in Sysplex, and
there is a second integrated Coupling Facility defined within one of the z900s containing
SysPlex LPARs.

IBM z900
Model 2xx

Required
connection from
CF on a Turbo
model to Sysplex

m }OS Timer Sysplex
ICB-3 LPARs

IC-37
ISC-3 z/0S
Sysplex Timer

Sysplex X
|

IBM z900 IBM z900
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LPARs /C

ESCON / FICON

- g -
No o B3

Figure 5-1 Sysplex hardware overview

Shown also is the connection required between the Coupling Facility defined on a turbo
model (2064-2xx), and the sysplex timer, to support Message Time Ordering. Note that
Message Time Ordering requires a CF connection to the Sysplex Timer whenever:

— The Coupling Facility is an LPAR or ICF on a turbo model (the zZ900 model 100
Coupling Facility is non-turbo).

— The server does not have sysplex timer connectivity to the Parallel Sysplex supported
by the CF partition.

5.1.1 Parallel Sysplex described

Parallel Sysplex technology is an enabling technology, allowing highly reliable, redundant, and
robust zSeries technologies to achieve near-continuous availability. A Parallel Sysplex is
comprised of one or more z/OS and/or OS/390 operating system images coupled via
Coupling Facility. The images can be combined together to form clusters. A properly
configured Parallel Sysplex cluster is designed to maximize availability. For example:

» Hardware and software components provide for concurrent planned maintenance, like
adding additional capacity to a cluster via additional images, without disruption to
customer workloads.
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» Networking technologies that deliver functions like VTAM Generic Resources, Multi-Node
Persistent Sessions, Virtual IP Addressing, and Sysplex Distributor to provide
fault-tolerant network connections.

» z/OS and 0OS/390 software components allow new software releases to coexist with lower
levels of that software component to facilitate rolling maintenance.

» Business applications are “data sharing enabled” and cloned across images to allow
workload balancing and to prevent loss of application availability in the event of an outage.

» Many operational and recovery processes can be automated, reducing the need for
human intervention.

The Parallel Sysplex is a way of managing this multi-system environment, providing the
benefits of:

» Continuous availability

» High capacity

» Dynamic workload balancing

» Simplified systems management
» Resource sharing

» Single system image

Continuous availability

Within a Parallel Sysplex cluster it is possible to construct a parallel processing environment
with high availability. This environment is composed of one or more images which provide
concurrent access to all critical applications and data.

You can introduce changes (such as software upgrades) one image at a time, while remaining
images continue to process work. This allows you to roll changes through your images at a
pace that makes sense for your business.

High capacity

The Parallel Sysplex environment can scale, in a nearly linear fashion, from 2 to 32 images.
This can be a mix of any servers or operating systems that support the Parallel Sysplex
environment. The aggregated capacity of this configuration meets every processing
requirement known today.

Dynamic workload balancing

The entire Parallel Sysplex cluster can be viewed as a single logical resource to end users
and business applications. Work can be directed to any like operating system image in a
Parallel Sysplex cluster having available capacity. This avoids the need to partition data or
applications among individual images in the cluster or to replicate databases across multiple
servers.

Workload management permits you to run diverse applications across a Parallel Sysplex
cluster while maintaining the response levels critical to your business. You select the service
level agreements required for each workload, and the z/OS or OS/390 Workload Manager
(WLM), along with the subsystems such as CP/SM or Websphere, automatically balances
tasks across all the resources of the Parallel Sysplex cluster to meet your business goals.
Whether the work is coming from batch, SNA, TCP/IP, DRDA, or MQSeries (non-persistent)
messages, dynamic session balancing gets the business requests into the system best able
to process the transaction. This provides the performance and flexibility you need to achieve
the responsiveness your customers demand, and it is invisible to the users.
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Systems management

The Parallel Sysplex architecture provides the infrastructure to satisfy a customer
requirement for continuous availability, while providing techniques for achieving simplified
systems management consistent with this requirement. Some of the features of the Parallel
Sysplex solution that contribute to increased availability also help to eliminate some systems
management tasks. Examples include:

» z/OS or OS/390 Workload Manager

The Workload Manager (WLM) component of z/OS or OS/390 provides sysplex-wide
workload management capabilities based on installation-specified performance goals and
the business importance of the workloads. The Workload Manager tries to attain the
performance goals through dynamic resource distribution. WLM provides the Parallel
Sysplex cluster with the intelligence to determine where work needs to be processed and
in what priority. The priority is based on the customer's business goals and is managed by
sysplex technology.

» Sysplex Failure Manager

The Sysplex Failure Management component of z/OS or OS/390 allows the installation to
specify failure detection intervals and recovery actions to be initiated in the event of the
failure of an image in the sysplex.

» Automatic Restart Manager

The Automatic Restart Manager (ARM), a component of z/OS or OS/390, enables fast
recovery of the subsystems that might hold critical resources at the time of failure. If other
instances of the subsystem in the Parallel Sysplex need any of these critical resources,
fast recovery will make these resources available more quickly. Even though automation
packages are used today to restart the subsystem to resolve such deadlocks, ARM can be
activated closer to the time of failure.

» Cloning/symbolics

Cloning refers to replicating the hardware and software configurations across the different
physical servers in the Parallel Sysplex. That is, an application that is going to take
advantage of parallel processing might have identical instances running on all images in
the parallel sysplex. The hardware and software supporting these applications could also
be configured identically on all images in the Parallel Sysplex to reduce the amount of
work required to define and support the environment.

Resource sharing

A number of base z/OS or OS/390 components exploit Coupling Facility shared storage,
providing an excellent medium for sharing component information for the purpose of
multi-image resource management. This exploitation, called IBM zSeries Resource Sharing,
enables sharing of physical resources such as files, tape drives, consoles, catalogs, and so
forth, with significant improvements in cost, performance, and simplified systems
management. The zSeries Resource Sharing delivers immediate value, even for customers
who are not leveraging data sharing, through exploitation delivered with the base z/OS or
0S/390 software stack.

Single system image

Even though there could be multiple servers and z/OS or OS/390 images in the Parallel
Sysplex cluster, it is essential that the collection of images in the Parallel Sysplex appear as a
single entity to the operator, the end-user, the database administrator, and so on. A single
system image ensures reduced complexity from both operational and definition perspectives.
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Regardless of the number of images and the underlying hardware, the Parallel Sysplex
cluster appears as a single system image from several perspectives:

» Data access, allowing dynamic workload balancing and improved availability

» Dynamic transaction routing, providing dynamic workload balancing and improved
availability

» End-user interface, allowing access to an application as opposed to a specific image

» Operational interfaces that allow Systems Management across the Sysplex from a single
point

5.1.2 Parallel Sysplex summary

Through this state-of-the-art cluster technology, the power of multiple z/OS and/or OS/390
images can be harnessed to work in concert on common workloads. The zSeries Parallel
Sysplex cluster takes the commercial strengths of the z/OS or OS/390 platform to improved
levels of system management, competitive price/performance, scalable growth, and
continuous availability.

5.2 Coupling Facility support

Described here are the different forms of Coupling Facilities (CFs) supported on z900
servers. The z900 general purpose and capacity models support both Central Processors
(CPs) and Internal Coupling Facility (ICF) processors. The z900 Model 100 supports ICFs
and SAPs only.

For additional details regarding CFs, see the paper Coupling Facility Configuration Options,
GF22-5042, available from the Parallel Sysplex website:

http://www.ibm.com/servers/eserver/zseries/pso/

5.2.1 Coupling Facility Control Code (CFCC)

Supported CFCC levels
Table 5-1 summarizes the CFCC CFLEVELs supported on the z/900 servers.

Table 5-1 CFCC levels supported on a z900

CFLEVEL Minimum software levels?

CFLEVEL 12 » z/OS 1.4 and above is required to fully exploit

Requires z900 EC J11207 Driver 3G MCL 006 the functions.

» 64 bit support, removal of the 2GB line » 2z/0OS 1.2 and above with APAR OW41617 is
minimum for System Managed CF Structure

» System Managed CF Structure Duplexing Duplexing
u XINg.
» All supported levels of z/OS and OS/390 with
PTFs can be used with CFLEVEL 12, but
may not take advantage of the

» Support for Message Time Ordering

enhancements.
CFLEVEL 11 - only for G5/G6 servers » 2z/0OS 1.2 and above with APAR OW41617 is
Requires G5/G6 Driver 26 and latest MCL minimum for System Managed CF Structure
Duplexing

— System Managed CF Structure
Duplexing
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CFLEVEL Minimum software levels?

CFLEVEL 10

Requires z900 EC J10633 Driver 3C MCL 008

CFLEVEL 9 » z/OS 1.1 and above is required to fully exploit

Requires z900 EC H25496 Driver 38 MCL 005 or all the functions.

EC 25106 Driver 36 MCL 002 » All supported levels of z/OS or 0S/390 with

» Support for WLM Multisystem Enclaves. This PTFs can be used with CFLEVEL 9, but do
provides the ability to manage and report on not take advantage of the enhancements.

parallel work requests that are executed on
multiple OS/390 images.

» LPAR Cluster Structure

» XES CF List Structure Architecture
Extensions [also known as Message and
Queuing (MQ) Series].

» WLM Multisystem Enclaves is supported by
0S/390 2.9 and above.

» XES CF List Structure Architecture
Extensions requires MQ 5.2

a. Always consult the latest Preventive Service Planning information for 2064DEVICE and the
appropriate subset for the latest maintenance information.

Note: When migrating to a new CFCC level, lock, list, and cache structure sizes will
increase to support new functions. For example, when upgrading to CFCC level 10, the
required size of list and cache structures that contain data elements may increase by at
most 768K.

This adjustment can have an impact when the system allocates structures or copies
structures from one Coupling Facility to another at different CFCC levels.

The Coupling Facility structure sizer tool can size structures for you and takes into account
the amount of space needed for the current CFCC levels.
The CFSIZER tool can be found at:

http://www.ibm.com/servers/eserver/zseries/cfsizer

For additional details see the following link:

http://www.ibm.com/servers/eserver/zseries/pso/cftable.html

5.2.2 Model 100 Coupling Facility

The z900 Model 100 CF is designed to run CF images only. It is a standalone server that
cannot have any CPs. Its Processing Units (PUs) can only be assigned as ICF processors or
as System Assist Processors (SAPs). Unassigned PUs are treated as spares.

The model 100 server must be configured in LPAR mode and only IBM Coupling Facility
Control Code can run in Coupling Facility mode.

Characteristics of a z900 model 100 are:

» 12 PUs, one to nine can be ICFs

» Two SAPs are assigned, and there is at least one spare PU.

» Four Memory Bus Adapters (MBAs) with up to 32 GB of memory

» 24 Self Timed Interfaces (STIs).

» Up to 15 Logical Partitions (LPs) are supported on all models

» Can be upgraded to z900 general processor models
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» Can also be upgraded from 9674 R06 models

See Chapter 2, “zSeries 900 system structure” on page 17 for a description of SAPs, MBAs
and STIs.

Table 5-2 lists the options for the standalone CF z900 Model 100.

Table 5-2 Coupling Facility (Model 100)

Feature Minimum Maximum Increment
ICF@ 1 9 1

Memory? 5GB 32 GB (see note b)
Isc-3 (¢d) 0 42° 1

ICB-3 Peer (9 0 16 1

ICB Compatibility 0 16 1

a. Two SAPs come with the Model 100 and anywhere from 1 to 9 spare PUs,
depending on the number of ICFs.

b. Increments are 6, 7, 8, 10, 12, 14, 16, 20, 24, 28, and 32 GB.

c. ISC-3 runs in either Native or Compatibility mode. There are up to four
ISC-3 links per card. A link may be defined as Native or Compatibility.
Link definitions on the same card can be a mixture of modes.

d. There is a system minimum of 1 ICB-3 or 1 ISC-3 channel and a system
maximum of 64 coupling channels, which can be a combination of
ICB-3/ICB or ISC-3 channels.

e. Via RPQ 8P2248, otherwise 32.

. Up to 16 is available via RPQ and on configurations with from 13-16 ICBs,

the compatibility I/O cage FC 2022 cannot be configured.

—h

5.2.3 Operating system to CF connectivity

The connectivity from a z/OS and/or OS/390 image to a Coupling Facility (and vice-versa) is
provided by coupling channels (coupling links). z/OS and/or OS/390 images and CF images
may be running on the same or on separate servers. Every z/OS or OS/390 image in a
Parallel Sysplex must have at least one coupling link to each CF image.

For availability reasons, there should be:

» Atleast two coupling links between z/OS and/or OS/390 and CF images

> Atleast two CF images (not running on the same server)

» At least two CF images are required for system-managed CF structure duplexing

» At least one standalone CF (if running with just “Resource Sharing” only, then a
stand-alone CF is not mandatory)

5.2.4 ICF processor assignments

Model 100

The advantage of using ICFs instead of CPs for CF Images is that, because an ICF cannot
run any z/OS or OS/390 operating systems, software licenses are not charged for those
processors.

The z900 Model 100 cannot have CPs or Integrated Facility for Linux (IFL), so it is an ICF-only
machine to run CF Images. The ICFs can be dedicated, shared, or both.
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Figure 5-2 on page 182 shows an example of what logical processor assignments for the
2900 Model 100 would be defined in the partition image profile.

» LP for CF 1 would have three dedicated ICF processors assigned.

» LP for CF 2 would have one shared ICF processor assigned.

» LP for CF 3 would have one shared ICF processor assigned.

This flexibility is very useful for mixed environments where a z900 Model 100 is being used for

more than one Parallel Sysplex system. Figure 5-2 also shows the z900 with an ICF partition
defined with two dedicated ICF processors.

2900 Model 100

l:, Test Sysplex

CF (3
(3) 2900
‘ Partition
Image
CF (2) Profiles

1l
L

2/0S 2/0S 2/0S 2/0S
L] OO0 | L0 (O
L] O . L (O
Setup
z900 2900

Function

Figure 5-2 Model 100 - ICF assignment example
A z900 Model 100 can have up to 15 Coupling Facility Images, each one having one of the
following:

» Dedicated ICF processors
» Shared ICFs
» Dedicated and Shared ICFs

General purpose models
Currently, the general purpose z900 models are the following models:

» 101to 109
— 12 PU MCM (non-turbo)

» 1C1 to 1C9 (capacity models)
— 20 PU MCM (non-turbo)

» 110to 116
— 20 PU MCM (non-turbo)

» 2C1 to 2C9 (capacity models)
— 20 PU MCM (turbo)

» 210to 216
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— 20 PU MCM (turbo)

Note: There must be spare PUs to order dedicated ICFs. See Table 2-3 on page 36 and
Table 2-4 on page 37 for further details.

CPs are processing units used to process z/OS, 0S/390, CFCC, z/VM, VM/ESA, Linux, TPF
or VSE/ESA instructions. If this image is in LPAR mode, it can use dedicated or shared CPs.
However, it is not possible to have a logical partition with dedicated and shared CPs at the
same time.

ICFs are PUs dedicated to process the CF Control Code (CFCC) on a CF Image, which is
always running on a Logical Partition. A CF image can use dedicated and/or shared ICFs. It
can also use dedicated or shared CPs. With Dynamic ICF Expansion a CF image can also be
dedicated ICFs and shared CPs.

The z900 can have ICF processors defined to CF Images.

A z900 general processor CF Image can have one of the following possibilities that would be
defined in the Image profile:

» Dedicated ICFs

» Shared ICFs

» Dedicated and shared ICFs

» Dedicated CPs

» Shared CPs

» Dedicated ICFs and shared CPs

Shared ICFs add flexibility. However, running with shared Coupling Facility engines (ICFs or

CPs) adds overhead to the coupling environment and is not a recommended production
configuration.

In Figure 5-3, the left machine has two environments defined (Production and Test), each
having one z/OS and one CF Image. The CF Images are sharing the same ICF processor.
The LP’s Processing Weights are used to define how much processor capacity each CF
Image can have. The Capped option can also be set for the Test CF Image, to protect the
production environment. Connections between these z/OS and CF Images can use IC-3
channels to avoid the use of real (external) coupling channels and to get the best link
bandwidth available.
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Figure 5-3 z900 ICF options - Shared ICFs

5.2.5 Dynamic CF dispatching and dynamic ICF expansion

184

The CF Control Code (CFCC), the “CF Operating System,” is implemented using the Active
Wait technique. This means it is always running (processing or searching for service) and
never enters into a wait state. This also means that it gets all the processor capacity (cycles)
available for the CF LP. If this LP uses only dedicated processors (CPs or ICFs), this is not a
problem. But this may not be desirable when it uses shared processors (CPs or ICFs).

Dynamic CF dispatching provides the following function on a CFCC: If there is no work to do,
it enters into a wait state (by time). After an elapsed time, it wakes up to see if there is any
new work to do (requests in the CF Receiver buffer). If there is no work, it will sleep again for
a longer period of time. If there is new work, it enters into the normal Active Wait until there is
no more work, starting the process all over again. This saves processor cycles and is an
excellent option to be used by a production backup CF or a testing environment CF. This
function is activated by the CFCC command DYNDISP ON.

The z900 general processors can run z/OS and/or OS/390 operating system images and CF
Images. For software charge reasons it is better to use ICF processors to run CF Images.

With Dynamic ICF Expansion, a CF Image using one or more dedicated ICFs can also use
one or more shared CPs of this same machine. The CF Image uses the shared CPs only
when needed, that is, when its workload requires more capacity than its dedicated ICFs have.
This may be necessary during peak periods or during recovery processes.

Figure 5-4 shows a situation where the external CF goes down (for maintenance, for
example) and the allocated ICFs’ capacity on the left machine is not big enough to maintain
its own workload plus that of the external CF. With Dynamic ICF Expansion, the remaining CF
Image can be expanded over shared CPs from the z/OS image. This z/OS image must have
all CPs defined as shared and the Dynamic CF Dispatch function must be activated. Dynamic
ICF Expansion is available on z900 Model 100 and general purpose models that have at least
one ICF.

Dynamic ICF Expansion requires that Dynamic CF Dispatching be activated (DYNDISP ON).
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Figure 5-4 z900 CF options - Dynamic ICF Expansion

5.3 System-managed CF structure duplexing

System-managed Coupling Facility structure duplexing provides a general purpose, hardware
assisted, easy to exploit mechanism for duplexing CF structure data. This provides a robust

recovery mechanism for failures, such as loss of a single structure or CF or loss of

connectivity to a single CF, through rapid failover to the other structure instance of the duplex

pair.

5.3.1 Benefits

Benefits of system-managed CF structure duplexing include:

» Availability

Faster recovery of structures is provided by having the data already in the second CF
when a failure occurs. Furthermore, if a potential IBM, vendor, or customer CF exploitation
were being prevented due to the effort required to provide alternative recovery
mechanisms such as structure rebuild, log recovery, and so forth, system-managed
duplexing could provide the necessary recovery solution.

Manageability and usability

These benefits are achieved by a consistent procedure to set up and manage structure
recovery across multiple exploiters.

Cost benefits

Cost benefits are realized by enabling the use of non-standalone CFs (for example, ICFs)
for all resource sharing and data sharing environments.

5.3.2 Solution

System-managed CF structure duplexing creates a duplexed copy of the structure in advance
of any failure, providing a robust failure recovery capability through failover to the unaffected
structure instance. This results in:

» An easily-exploited common framework for duplexing the structure data contained in any

type of CF structure, with installation control over which structures are duplexed
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» Minimized overhead of duplexing during mainline operation via hardware-assisted
serialization and synchronization between the primary and secondary structure updates

» Maximized availability in failure scenarios by providing a rapid failover to the unaffected
structure instance of the duplexed pair, with very little disruption to the ongoing execution
of work by the exploiter and applications

System-managed duplexing rebuild provides robust failure recovery capability via the
redundancy of duplexing, and low exploitation cost via system-managed, internalized
processing. Structure failures, CF failures, or losses of CF connectivity can be handled by:

1. Hiding the observed failure condition from the active connectors to the structure, so that
they do not perform unnecessary recovery actions

2. Switching over to the structure instance that did not experience the failure

3. Re-establishing a new duplex copy of the structure if appropriate as the Coupling Facility
becomes available again or on a third CF in the Parallel Sysplex

System messages are generated as the structure falls back to simplex mode for monitoring
and automation purposes. The structure operates in simplex mode until a new duplexed
structure can be established, and can be recovered using whatever existing recovery
techniques are supported by the exploiter.

System-managed duplexing's main focus is providing this robust recovery capability for
structures whose users do not support user-managed duplexing rebuild processes, or do not
even support user-managed rebuild at all.

5.3.3 Configuration planning
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A new connectivity requirement for system-managed CF structure duplexing is that there
must be bi-directional CF-to-CF connectivity between each pair of CFs in which duplexed
structure instances reside. With peer links this connectivity can be provided by a single
bi-directional link (two with redundancy).

CF-to-CF links can either be dedicated or shared via MIF. They can be shared with
z/0S-to-CF links between z/OS and CF images in the pair of CECs they connect. When
planning sharing links, remember that receiver links can not be shared, and peer links can
only be shared by one coupling facility partition.

Whenever possible, try to comply with the following recommendations:

» Provide two or more physical CF-to-CF links (peer mode), or two or more physical
CF-to-CF links in each direction (sender/receiver mode), between each pair of CFs
participating in duplexing. The physical CF-to-CF links may be shared by a combination of
z/OS-to-CF links and CF-to-CF links.

» For redundancy, provide two or more z/OS-to-CF links from each system to each CF.
Provide dedicated z/OS-to-CF links if possible. If z7OS-to-CF links are shared between
z/OS partitions, the occurrence of path busy conditions should be limited to at most 10 to
20 percent of total requests. If path busy exceeds this guideline, either provide dedicated
links, or provide additional shared links, to eliminate or reduce the contention for these link
resources. Use peer links whenever possible.

» You can provide either dedicated or shared z/OS CPs when using system-managed CF
structure duplexing. Dedicated coupling facility CPs are highly recommended for
system-managed CF structure duplexing.
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» Be prepared to provide additional z/OS CPU capacity when the workload’s CF operations
become duplexed. Provide sufficient coupling facility CP resources so that coupling facility
CP utilization remains below 50% in all CF images.

» Provide “balanced” coupling facility CP capacity between duplexed pairs of CFs. Avoid
significant imbalances such as one CF with shared CPs and the other CF with dedicated
CPs, CFs with wildly disparate numbers of CPs, CFs of different machine types with very
different raw processor speed, and so forth.

» As z/OS-to-CF and CF-to-CF distances increase, monitor the coupling facility link
subchannel and path-busy status. If more than 10% of all messages are being delayed on
the CF link due to subchannel or path busy conditions, either migrate to peer mode links to
increase the number of subchannels for each link, or configure an additional link.

» In a GDPS/PPRC multi-site configuration, do not duplex CF structure data between
coupling facilities located in different sites; rather, if desired, duplex the structures between
two coupling facilities located at the same site. CF structure data is not preserved in GDPS
site failover situations, regardless of duplexing.

System-managed CF duplexing has the following prerequisites:

» All systems in the Parallel Sysplex must be upgraded to z/OS 1.2 or later.

» Check the following APARSs:

— OW41617 enables the format utility to process the SMDUPLEX keyword needed to
implement the new CFRM CDS version.

— APAR:s listed in the CFDUPLEX PSP bucket.

— OW45976 supports Sender links on the Coupling Facilities.
» G5/G6 CF running driver 26 and CFCC level 11.
» z800/z900 CF running driver 3G and CFCC level 12.

A technical paper on system-managed CF structure duplexing is available at:
http://www-1.ibm.com/servers/eserver/zseries/library/techpapers/gm130103.html
It includes a sample migration plan, describes how to monitor this new Parallel Sysplex

technology and how to determine its cost/benefit in your environment, and gives setup
recommendations.

5.4 Geographically Dispersed Parallel Sysplex

Geographically Dispersed Parallel Sysplex (GDPS) is a multisite application availability
solution that provides the capability to manage the remote copy configuration and storage
subsystem(s), automates Parallel Sysplex operational tasks, and performs failure recovery
from a single point of control, thereby improving application availability. GDPS supports all
transaction managers (for example, CICS TS and IMS) and database managers (such as
DB2, IMS, and VSAM), as well as WebSphere Application Server, and is enabled by means
of the following key IBM technologies and architectures:

» Parallel Sysplex

» System Automation for OS/390

» Enterprise Storage Server (ESS)

» Peer-to-Peer Virtual Tape Server (PtP VTS)

» Optical Dense Wavelength Division Multiplexer (DWDM)
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» PPRC (Peer-to-Peer Remote Copy) architecture
» XRC (Extended Remote Copy) architecture
» Virtual Tape Server Remote Copy architecture

GDPS supports both the synchronous (PPRC) as well as the asynchronous (XRC) forms of
remote copy.

There is new Enhanced HMC support for GDPS/PPRC and GDPS/XRC configurations.
GDPS/PPRC and GDPS/XRC configurations are significantly enhanced in terms of
availability and simplified configuration. These enhancements are made available for GDPS
configurations by use of new operating system support, which is designed to eliminate the
need for a previously required workstation in the GDPS configuration, thus simplifying the
configuration. This support is available with IBM zSeries driver 3G and IBM G5/G6 driver 26,
with current maintenance levels, and z/OS V1.2 and later with the service defined in the PSP
Bucket for MSYSOPS.

5.4.1 GDPS/PPRC
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GDPS/PPRC is a hardware solution that synchronously mirrors data residing on a set of disk
volumes, called primary volumes in the application site, to secondary disk volumes on the
second system at another site. Only when the application site storage subsystem receives
“write complete” from the recovery site storage subsystem is the 1/O signaled as completed.

The physical topology of a GDPS/PPRC consists of a base or Parallel Sysplex cluster spread
across two sites (site A and site B) separated by up to 40 km (approximately 25 miles), with
one or more z/OS and/or OS/390 systems at each site; see Figure 5-5 on page 189. The
multisite Parallel Sysplex cluster must be configured with redundant hardware (for example, a
Coupling Facility and a Sysplex Timer in each site), and the cross-site connections must be
redundant.

All critical data resides on storage subsystems in site A (the primary copy of data) and is
mirrored to site B (the secondary copy of data) via PPRC synchronous remote copy.

The new GDPS/PPRC hyperswap function is designed to broaden the continuous availability
attributes of GDPS/PPRC by extending the Parallel Sysplex redundancy to disk subsystems.
The GDPS/PPRC hyperswap function provides the ability to transparently switch all primary
PPRC disk subsystems with the secondary PPRC disk subsystems for a planned switch
reconfiguration. Planned for release in the second half of 2002, it is designed to provide the
ability to perform disk configuration maintenance and planned site maintenance without
requiring any applications to be quiesced.

GDPS/PPRC provides the following benefits:

» Continuous availability

> Near transparent disaster recovery

» Recovery Time Objective (RTO) less than an hour (will be a minute with hyperswap).

» Recovery Point Objective (RPO) of zero (optional)

» Protects against metropolitan area disasters

GDPS/PPRC hardware requirements
GDPS/PPRC requires the following hardware configuration:

» The multisite Parallel Sysplex cluster must be configured with redundant hardware across
both sites.
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» The systems in a Parallel Sysplex cluster must have full connectivity (CTC connectivity, CF

XCF connectivity, or both) for Parallel Sysplex cluster communication.

» The systems must be attached to a Sysplex Timer (IBM 9037 Model 2) in the expanded

availability configuration.
» Primary couple data sets—including the Parallel Sysplex cluster, automatic restart

manager (ARM), coupling facility resource management (CFRM), system logger (LOGR),

Parallel Sysplex cluster failure manager (SFM), and workload manager (WLM)—must
reside at site A and the alternate couple data sets reside at site B.

» Each system must have its own set of disks for system-related data sets/volumes (such as
system residency volume, master catalog, paging volumes, LOGREC data sets, and SMF

data sets) because each site must be able to function if access is lost to the storage
subsystems in the other site.

» Storage subsystem with PPRC level 2 (includes the Freeze function) is required.

GDPS/PPRC software requirements
GDPS/PPRC requires the following software:

» 2/OS Version 1 Release 1 or higher
» Tivoli Netview for OS/390 Version 1 Release 2 or higher
» System Automation for OS/390 Version 1 Release 2 or higher
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Figure 5-5 GDPS/PPRC

GDPS hyperswap

With GDPS/PPRC hyperswap function, the speed of GDPS site reconfigurations can be
significantly improved. Stage 1 of the hyperswap function, available with GDPS 2.7 in the
second half of 2002, provides the ability to transparently switch all primary PPRC disk

subsystems with the secondary PPRC disk subsystems for a planned switch reconfiguration.
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Stage 1 provides the ability to perform disk configuration maintenance and planned site
maintenance without requiring any applications to be quiesced.

TN
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Figure 5-6 Hyperswap

The new GDPS/PPRC hyperswap function is an integration of eServer and TotalStorage
technologies. It integrates enhancements to GDPS code, z/OS, and ESS Licensed Internal
Code. Stage 1 of the GDPS/PPRC hyperswap function, consists of integrated functions in:

» New GDPS code at the GDPS 2.7 level
» New function in 0S/390 2.10, z/OS 1.1, or higher (delivered via a development APAR)
» New level of ESS PPRC microcode at the PPRC L3 level of architecture

The hyperswap function is designed to be controlled by complete automation, allowing all
aspects of the site switch to be controlled via GDPS.

Prerequisites
The prerequisites for Stage 1 of GDPS/PPRC hyperswap function are outlined in this section.
The combination of prerequisites will be generally available in the 2H 2002.

» GDPS 2.7 (or higher) support code
» 0OS/390 and z/OS

— APAR on 0S5/390 2.10, z/OS 1.1 or higher
— Initial support is limited to JES2 systems
— Parallel Sysplex with GRS star (converts all Reserves to global ENQ)

» Disk subsystems

— Must support PPRC L3 architecture (PPRC extended query). ESS, at the appropriate
hardware and LIC level, is an example of a disk subsystem that supports GDPS/PPRC
hyperswap function. New ESS PPRC L4 architectural extension provides improved
performance for hyperswap function.

— Except for the Couple Data Sets, all disks must be PPRCed and in duplex mode.
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— The PPRC configuration must have one-to-one correspondence between each primary
SSID and secondary SSID.
— Hyperswap devices cannot attach to systems outside the Parallel Sysplex.

» Production systems must have sufficient channel bandwidth to primary and secondary
PPRC disk subsystems. Because of bandwidth considerations, it is recommended to use
FICON for zSeries to disk attachment if the distance between sites exceeds 5 kilometers.

5.4.2 GDPS/XRC

GDPS/XRC is a combined hardware and software asynchronous remote copy solution. The
application 1/O is signalled completed when the data update to the primary storage is
completed. A DFSMS component, called System Data Mover (SDM), asynchronously
offloads data from the primary storage subsystem’s cache and updates the secondary disk
volumes in the recovery site.

The physical topology of a GDPS/XRC (see Figure 5-7 on page 192) consists of a base or
Parallel Sysplex cluster in the application site (site A). The recovery site (site B) can be
located virtually at any distance from site A. In this example, XCR System Data Mover will be
executing in site B, but it can be located in other sites, depending on the installation’s
requirements.

All critical data resides on storage subsystems in site A (the primary copy of data) and is
mirrored to site B (the secondary copy of data) via XRC asynchronous remote copy.

There is new peer-to-peer Virtual Tape Server (VTS) support for a GDPS/XRC configuration.
Peer-to-peer (PtP) VTS support was initially announced for a GDPS/PPRC configuration in
November 2001. PtP VTS support has now been extended to a GDPS/XRC configuration.
The PtP VTS provides a hardware-based duplex tape solution and GDPS is designed to
automatically manage the duplexed tapes in the event of a site failure. By extending GDPS
support to data resident on tape, the GDPS solution is designed to provide continuous
availability and near transparent business continuity benefits for both disk- and tape-resident
data. Enterprises should no longer be forced to develop and utilize processes that create
duplex tapes and maintain the tape copies in alternate sites.

GDPS/XRC provides the following benefits:
» Disaster recovery

» RTO between one and two hours

» RPO less than two minutes

» Protects against metropolitan as well as regional disasters (distance between sites is
unlimited)

» Minimal remote copy performance impact

GDPS/XRC hardware requirements

In addition to the GDPS/PPRC hardware prerequisites, XRC with ESS also requires the
following:

» For the Primary ESSs, the XRC feature must be enabled. Support is provided by
XRC-capable Licensed Internal Code.

» If primary volumes are shared by systems running on different CPCs, a Sysplex Timer
(IBM 9037 Model 2) is required to provide a common time reference.
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» A compatible secondary volume must be available for each primary volume you want to
copy. The secondary volume must have the same geometry as the primary volume with an
equal or greater capacity.

GDPS/XRC software requirements
In addition to the GDPS/PPRC software prerequisites, XRC with ESS also requires the
following:

» DFSMS/MVS 1.4.0 or above, with System Data Mover function
» 0S/390 V2 R6 or later
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Figure 5-7 GDPS/XRC

5.4.3 GDPS and z900 features

192

GDPS consists of production images and controlling images. The production images execute
the mission critical workload. There must be sufficient processing resource capacity, such as
processor capacity, main storage, and channel paths available that can quickly be brought
on-line to restart an image's or site's critical workload (typically by terminating one or more
systems executing expendable [non-critical] work and acquiring their processing resource).
The Capacity Backup (CBU) feature, available on the z900, provides a significant cost
savings. The CBU feature has the ability to increment capacity temporarily, when capacity is
lost elsewhere in the enterprise. CBU adds Central Processors (CPs) to the available pool of
processors and is activated only in an emergency. GDPS-CBU management automates the
process of dynamically adding reserved Central Processors, thereby minimizing manual
customer intervention and the potential for errors. The outage time for critical workloads can
be reduced from hours to minutes.

The controlling image coordinates GDPS processing. By convention all GDPS functions are
initiated and coordinated by the controlling image.
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All GDPS images are running GDPS automation based upon Tivoli Netview for OS/390 and
System Automation for OS/390. Each image will monitor the base or Parallel Sysplex cluster,
Coupling Facilities, and storage subsystems; and maintain GDPS status. GDPS automation
can coexist with an enterprise's existing automation product.
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5.5 Intelligent Resource Director

Intelligent Resource Director (IRD) is a new capability only available on the z800 and z900,
running z/OS. IRD is a function that optimizes processor CPU and channel resource
utilization across logical partitions within a single z900.

5.5.1 IRD overview

The Intelligent Resource Director (IRD) is a new feature introduced in z/OS, extending the
concept of goal-oriented resource management by allowing you to group system images that
are resident on the same zSeries server running in LPAR mode, and in the same parallel
sysplex, into an “LPAR cluster.” This gives Workload Management the ability to manage
resources, both processor and I/O, not just in one single image but across the entire cluster of
system images.

Figure 5-8 shows an LPAR cluster. It contains three z/OS images, and one Linux image
managed by the cluster. Note that included as part of the entire Parallel Sysplex is an OS/390
image, as well as a Coupling Facility image. In this example the scope that IRD has control
over is the defined LPAR cluster.

LPAR Cluster

z/0S

z/0S

z/0S

Linux

0S/390

Xmr  oTwmw<w

CF

z900

Figure 5-8 IRD LPAR cluster example

IRD addresses three separate but mutually supportive functions:
» LPAR CPU management

WLM dynamically adjusts the number of logical processors within an LPAR and the
processor weight based on the WLM policy. The ability to move the CPU weights across
an LPAR cluster provides processing power to where it is most needed based on WLM
goal mode policy.

194 IBM eServer zSeries 900 Technical Guide



» Dynamic channel path management (DCM)

DCM moves channel bandwidth between disk control units to address current processing
needs.

» Channel Subsystem Priority Queuing

This feature on the z900 allows the priority queueing of 1/0O requests in the channel
subsystem and the specification of relative priority among LPARs. WLM in goal mode sets
the priority for an LPAR and coordinates this activity among clustered LPARs.

5.5.2 LPAR CPU management

LPAR CPU management allows WLM working in goal mode to manage the processor
weighting and logical processors across an LPAR cluster.

LPAR CPU management was enhanced in z/OS 1.2 to dynamically manages non-z/OS
operating systems such as Linux and z/VM. This function allows z/OS WLM to manage the
CPU resources given to these partitions based on their relative importance compared to the
other workloads running in the same LPAR cluster.

Note: In order to manage non-z/OS images, such as Linux, z/VM, VM/ESA, TPF, or
VSE/ESA, at least one image in the LPAR Cluster must be running z/OS 1.2 or higher.

Workload Manager distributes processor resources across an LPAR cluster by dynamically
adjusting the LPAR weights in response to changes in the workload requirements. When
important work is not meeting its goals, WLM will raise the weight of the partition where that
work is running, thereby giving it more processing power. As the LPAR weights change, the
number of online logical CPUs may also be changed to maintain the closest match between
logical CPU speed and physical CPU speed.

LPAR CPU management runs on a zSeries server in z/Architecture mode, and in LPAR mode
only. The participating z/OS system images must be running in goal mode. It also requires a
CF level 9 coupling facility structure.

Enabling LPAR CPU management involves defining the coupling facility structure and then
performing several operations on the hardware management console: defining logical CPs,
and setting initial, minimum, and maximum processing weights for each logical partition.

CPU resources are automatically moved toward LPARs with the most need by adjusting the
partition’s weight. The sum of the weights for the participants in an LPAR cluster is viewed as
a pooled resource that can be apportioned among the participants to meet the goal mode
policies. The installation can place limits on the processor weight value.

WLM will also manage the available processors by varying off unneeded CPs (more logical
CPs implies more parallelism, and less weight per CP).

Value of CPU management
The benefits of CPU management include the following:

» Logical CPs perform at the fastest uniprocessor speed available.

This results in the number of logical CPs tuned to the number of physical CPs of service
being delivered by the LPAR’s current weight. If the LPAR is getting 4 equivalent physical
CPs of service and has 8 logical CPs online to z/OS, then each logical CP only gets half of
an equivalent physical CP. For example, if a CP delivers 200 MIPS, half of it will deliver 100
MIPS. This occurs because each logical CP gets fewer time slices.
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» Reduced LPAR overhead.

There is an LPAR overhead for managing a logical CP. The higher the number of logical
CPs in relation to the number of equivalent physical CPs, the higher the LPAR overhead.
This is because LPAR has to do more processing to manage the number of logical CPs
that exceeds the number of equivalent physical CPs.

» z/OS gets more control over how CP resources are distributed.

Using CPU management, z/OS is able to manage CP resources in relation to WLM goals
for work. This was not possible in the past. An LPAR had CP resources assigned and used
these as best it could in one LPAR. Now, z/OS is able to change the assigned CP
resources (LPAR weights) and place them where they are required for the work. Making
both of these adjustments is simple from an operator perspective, but what is difficult is
identifying when the changes are required and whether the changes have had a positive
effect. CPU management does the following:

— Identifies what changes are needed and when.

— Projects the likely results on both the work it is trying to help and the work that it will be
taking the resources from.

— Performs the changes.
— Analyzes the results to ensure the changes have been effective.

There is also the question of the speed at which an operator can perform these actions.
WLM can perform these actions every Policy Adjustment interval, which is normally ten
seconds as determined by WLM. It is not possible for an operator to perform all the tasks
in this time.

Planning
The hardware prerequisites are:

» IBM z900 processor running in LPAR mode
— Must use shared CPs
— Must not be capped

» Coupling facility with a CFCC level 9 or above

The software prerequisites are:

» z/OS 1.1 if all partitions being managed are zZ/OS

» 2/OS 1.2 on at least one partition if a non-z/OS partition is to be managed by the cluster.
» WLM goal mode

» Parallel Sysplex

See Preventive Service Planning bucket: 2064DEVICE, subset IRD for the latest software
maintenance recommendations.

Mixed software releases: OS/390 Release 9 and earlier are not permitted in an LPAR cluster.
However, they are allowed in the same sysplex.

For additional information on implementing LPAR CPU management under IRD see the
redbook: z/OS Intelligent Resource Director, SG24-5952.
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5.5.3 Dynamic Channel Path Management

There is no such thing as a “typical” workload. The requirements for processor capacity, I/O
capacity, and other resources vary throughout the day, week, month, and year.

Dynamic Channel Path Management (DCM) provides the ability to have the system
automatically manage the number of paths available to disk subsystems. By making
additional paths available where they are needed, the effectiveness of your installed channels
is increased, and the number of channels required to deliver a given level of service is
potentially reduced.

DCM also provides availability benefits by attempting to ensure that the paths it adds to a
control unit have as few points of failure in common with existing paths as possible, and
configuration management benefits by allowing the installation to define a less specific
configuration. Where paths can be shared by Multiple Image Facility (MIF), DCM will
coordinate its activities across LPARs on a CPC within a single sysplex.

Where several channels are attached from a CPC to a switch, they can be considered a
resource pool for accessing any of the control units attached to the same switch. To achieve
this without DCM would require deactivating paths, performing a dynamic 1/O reconfiguration,
and activating new paths. DCM achieves the equivalent process automatically, using those
same mechanisms.

Channels managed by DCM are referred to here as “managed” channels. Channels not
managed by DCM are referred to as “static” channels.

Workload Manager dynamically moves channel paths through the ESCON Director from one
I/O control unit to another in response to changes in the workload requirements. By defining a
number of channel paths as managed, they become eligible for this dynamic assignment. By
moving more bandwidth to the important work that needs it, your disk 1/O resources are used
much more efficiently. This may decrease the number of channel paths you need in the first
place, and could improve availability because, in the event of a hardware failure, another
channel could be dynamically moved over to handle the work requests.

Dynamic Channel Path Management runs on a zSeries server in z/Architecture mode, in both
basic and LPAR mode. The participating z/OS system images can be defined as XCFLOCAL,
MONOPLEX, or MULTISYSTEM. If a system image running Dynamic Channel Path
Management in LPAR mode is defined as being part of a multisystem sysplex, it also requires
a CF level 9 coupling facility structure, even if it is the only image currently running on the
system.

Dynamic Channel Path Management operates in two modes:

» Balance mode

In balance mode, DCM will attempt to equalize performance across all of the managed
control units.

» Goal mode

In goal mode, which is available only when WLM is operating in goal mode on systems in
an LPAR cluster, DCM will still attempt to equalize performance, as in balance mode. In
addition, when work is failing to meet its performance goals due to I/0 delays, DCM will
take additional steps to manage the channel bandwidth accordingly, so that important
work meets its goals.

Enabling Dynamic Channel Path Management involves defining managed channels and
control units via HCD. On the hardware management console, you then need to ensure that
all of the appropriate logical partitions are authorized to control the 1/O configuration.
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For additional information on implementing Dynamic Channel Path Management under IRD
see z/0OS Intelligent Resource Director, SG24-5952.

Value of DCM
Dynamic Channel Path Management provides the following benefits:

» Improved overall image performance
Improved image performance is achieved by automatic path balancing (WLM compatibility
and goal mode) and Service Policy (WLM goal mode).

» Maximum utilization of installed hardware
Channels will be automatically balanced, providing opportunities to use fewer I/O paths to
service the same workload.

» Simplified I/O definition
The connection between managed channels and managed control units does not have to
be explicitly defined.

» Reduced skills required to manage z/OS
Managed channels and control units are automatically monitored, balanced, tuned, and
reconfigured.

» Enhanced availability
A failing or hung channel path will result in reduced throughput on the affected control unit.
DCM will rapidly detect the symptom and augment the paths, automatically bypassing the
problem. The problem will still have to be analyzed and corrected by site personnel.
DCM will automatically analyze and minimize single points of failure on an I/O path by
selecting appropriate paths. DCM is sensitive to single points of failure such as:
— ESCON or FICON channel cards
— 1/O CHA cards
— Processor Self Timed Interfaces
— Director port cards
— Control Unit 1/0 bay
— Control Unit Onterface card
— ESCON Director

Planning

The hardware prerequisites are:

» IBM z900 processor running Driver 36J, Bundle 9

» ESCON channel and switches
— IBM 9032 ESCON Director or equivalent
— ESCON (CNC)
— FICON converter (FCV) through 9032-5 director

» Coupling facility with a CFCC level 9 or above

» DCM should work with most current disk devices, however, for non-IBM disks, we request
that you contact your storage vendor to determine if your specific model supports DCM. At
the present time, the following IBM devices are supported for Dynamic Channel Path
Management when connected through an ESCON, or FICON Bridge channel:
— IBM 9393 RAMAC Virtual Array
— IBM 2105 Enterprise Storage Server

» CUs attached via an ESCON converter (9034) for parallel channels are not supported by

DCM.
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The software prerequisites are:

» z/OS 1.1 and higher

» HCD at OS/390 Release 9 level (FMID HCS6091/JCS6094 plus enabling PTFs)
» HCM at OS/390 Release 9 level (FMID HCM1410)

» RMF at the OS/390 V2R10 level

» CFRM level 2.8 with SMR support

» Non-IBM products may require service

» WLM goal mode (full function)’

Other operating systems will coexist with DCM.

See Preventive Service Planning bucket: 2064DEVICE, subset IRD for the latest software
maintenance recommendations.

Configuration planning
» We strongly recommend that you define via HCD a minimum of two static paths to all CUs

in order to remove single points of failure when no managed paths are used, as during the
IPL(NIP) process.

» Any LPAR that is participating in a sysplex cluster requires access to a structure in the
coupling facility to share data for MIF channels on the CPC. Access to the structure is
required even when there is only one image participating in the sysplex cluster.

» Logical paths need to be considered for managed control units because the number of
logical paths supported by a control unit is model type-specific.

» The process that DCM initiates to add and remove paths to a control unit is Dynamic 1/0
reconfiguration. The process of dynamic I/O reconfiguration when removing paths to a
device also releases the logical path.

» DCM cannot control or keep track of the logical path restrictions since additional logical
paths can be set up by systems outside the sysplex. However, it will recover from an
“overcommitted logical paths” condition.

See IOCP User's Guide and ESCON Channel-to-Channel Reference, GC38-0401 for more
information about logical path management.

For additional information on implementing Dynamic Channel Path Management under IRD
see the IBM Redbook: z/OS Intelligent Resource Director, SG24-5952.

5.5.4 Channel Subsystem Priority Queueing

Channel Subsystem (CSS) Priority Queueing is a new function available on z800 and z900
processors in either basic or LPAR mode. It allows the z/OS operating system to specify a
priority value when starting an I/O request. When there is contention causing queueing in the
channel subsystem, the request is prioritized by this value.

An extension of I/O priority queuing, a concept that has been evolving in MVS over the past
few years. If important work is missing its goals due to I/0 contention on channels shared with
other work, it will be given a higher channel subsystem 1/O priority than the less important
work. This function goes hand in hand with the Dynamic Channel Path Management

T wLm Compatibility mode is not supported after z/OS 1.2, starting with z/OS 1.3 WLM must be in GOAL mode..
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described previously: as additional channel paths are moved to control units to help an
important workload meet goals, Channel Subsystem Priority Queuing ensures that the
important work receives greater access to additional bandwidth than less important work that
happen to be using the same channel.

Channel Subsystem Priority Queuing runs on a zSeries server in z/Architecture mode, in both
basic and LPAR mode. The participating z/OS system images can be defined as XCFLOCAL,
MONOPLEX, or MULTISYSTEM. It is optimized when WLM is running in goal mode. It does
not require a coupling facility structure.

Enabling Channel Subsystem Priority Queuing involves defining a range of I/O priorities for
each logical partition on the hardware management console, and then turning on the “Global
input/output (1/0O) priority queuing” switch. (You also need to specify “YES” for WLM's I/O
priority management setting.)

z/OS will set the priority based on a goal mode WLM policy. This complements the goal mode
priority management that sets 1/O priority for IOS UCB queues, and for queueing in the 2105
ESS disk subsystem.

CSS Priority Queueing uses different priorities calculated in a different way from the 1/O
priorities used for UCB and control unit queueing.

Value of Channel Subsystem Priority Queueing
The benefits proved by Channel Subsystem Priority Queueing include the following:

» Improved performance

I/O from work that is not meeting its goals may be given priority over I/O from work that is
meeting its goals, providing the workload manager with an additional method for adjusting
I/O performance. Channel Subsystem Priority Queueing is complimentary to UCB priority
queueing and control unit priority queueing, each addressing a different queueing
mechanism that may affect I/O performance.

» Reduced skills required to manage z/OS

Monitoring and tuning requirements are reduced because of the self-tuning abilities of the
channel subsystem.

Planning
The hardware prerequisite is:

» |IBM z900 processor

The minimum software prerequisites are:
» 2/OS 1.1 and higher running in z/Architecture mode
» WLM goal mode (for maximum benefit)

See Preventive Service Planning bucket: 2064DEVICE, subset IRD for the latest software
maintenance recommendations.
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5.5.5 WLM and Channel Subsystem priority

WLM assigns the highest to lowest CSS priority as given in Table 5-3. It assigns 8 priority
levels.

Table 5-3 WLM assigned CSS I/O priorities

Workload type Priority
System work FF
Importance 1 and 2 missing goals FE
Importance 3 and 4 missing goals FD

Meeting goals. Adjust by ratio of connect time to elapsed time. | F9-FC

Discretionary F8

Work that is meeting its WLM target is assigned CSS priorities between F9 and FC,
depending on its execution profile. Work that has a light /0O usage has its CSS priority moved
upwards.

When an 1/O operation is started by a CP on the CPC, it can be queued by the channel
subsystem for several reasons, including Switch port busy, Control unit busy, Device busy,
and All channel paths busy. Queued I/O requests are started or restarted when an 1/O
completes or the Control unit indicates the condition has cleared. Where two or more 1/0O
requests are queued in the channel subsystem, the CSS LIC on the z900 selects the
requests in priority order. The LIC also ages requests to ensure that low priority requests are
not queued for excessive periods.

In the LPAR image profile for the z/OS image there are two specifications that relate to the
Channel Subsystem 1/O Priority Queueing. They are:

» The range of priorities that will be used by this image
» The default channel subsystem I/O priority

For images running operating systems that do not support channel subsystem priority, the
customer can prioritize all the channel subsystem requests coming from that image
against the other images by specifying a value for the default priority.

Within an LPAR cluster, the prioritization is managed by WLM goal mode and coordinated
across the cluster. Hence the range should be set identically for all LPARs in the same LPAR
cluster.

WLM sets priorities within a range of eight values that will be mapped to the specified range.
If a larger range is specified, WLM uses the top eight values. If a smaller range is specified,
WLM maps its values into the smaller range, retaining as much function as possible within the
allowed range. Note that the WLM calculated priority is still a range of 8. The mapped priority
is shown in Table 5-4 on page 202.

A range of eight values is recommended for CSS 1/O priority-capable LPARs. If the LPAR is

run in compatibility mode or with I/O priority management disabled, the 1/O priority is set to
the middle of the specified range.
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Table 5-4 WLM CSS priority range mapping with specified range less than 8

WLM CSS priorities Calculated | Specified | (6) (5) @) |1 @) | (@
(range width) range (8) range (7)

System work FF FF FF FF FF | FF | FF
Importance 1&2 missing goals FE FE FE FE FE | FE | FF
Importance 3&4 missing goals FD FE FE FE FE | FE | FF
Meeting goals. Adjust by ratio of | FC-F9 FD-FA FD-FB | FD-FC | FD | FE | FF
connect time to elapsed time.

Discretionary F8 F9 FA FB FC | FD | FE

5.5.6 Special considerations and restrictions

202

Unique LPAR cluster names

LPAR clusters, running on a 2064 CPC, must be uniquely named. This is the sysplex name
that is associated with the LPAR cluster. Managed channels have an affinity (are owned by) a
specific LPAR cluster. Non-unique naming creates problems in terms of scope of control.

Disabling Dynamic Channel Path Management

To disable Dynamic Channel Path Management within an LPAR cluster running z/OS, turning
off the function by using the SETIOS DCM=0FF command is not sufficient. Although a necessary
step, this does not ensure that the existing configuration is adequate to handle your workload
needs, since it leaves the configuration in the state it was at the time the function was
disabled. During your migration to DCM, we would recommend that you continue to maintain
your old IODF until you are comfortable with dem. This will allow you to back-out of DCM by
activating a known configuration.

Automatic I/O interface reset

When going through all of the steps to enable Dynamic Channel Path Management, also
ensure that the “Automatic input/output (I/O) interface reset” option is enabled on the
hardware management console. This will allow Dynamic Channel Path Management to
continue functioning in the event that one participating system image fails. This is done by
enabling the option in the reset profile used to activate the CPC. Using the “Customize/Delete
Activation Profiles task” available from the “Operational Customization tasks list,” open the
appropriate reset profile and then open the Options page to enable the option.

System automation - I/O operations
When using system automation, take care when using PROHIBIT or BLOCK on a port that is
participating in Dynamic Channel Path Management.

When blocking a managed channel port, configuring the CHPID OFFLINE to all members of
the LPAR Cluster is all that is required. Dynamic Channel Path Management will ensure that if
the CHPID is configured to managed subsystems, then the CHPID will be deconfigured from
all subsystems to which it is currently configured. When blocking a port connected to a
managed subsystem, the port must first be disabled for Dynamic Channel Path Management
usage. This is done using the VARY SWITCH command to take the port OFFLINE to
Dynamic Channel Path Management. This command should be issued on all partitions that
are running DCM. Disabling the port for Dynamic Channel Path Management usage will
deconfigure all managed channels which are connected to the subsystem through that port.
Once the port is disabled to Dynamic Channel Path Management, it can then be blocked.
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When prohibiting a set of ports, if any of the ports are connected to managed subsystems,
then the PROHIBIT operation must be preceded by the VARY SWITCH command(s) to
disable the managed subsystem ports to Dynamic Channel Path Management. As in the
blocking case, this will cause any managed channels currently connected to the subsystem
port(s) to be deconfigured. Once the subsystem ports are disabled to Dynamic Channel Path
Management, the PROHIBIT function can be invoked. This must then be followed by the
VARY SWITCH command(s) to re-enable the prohibited subsystem ports to Dynamic
Channel Path Management.

When ports are unprohibited or unblocked, these operations need to be followed, as
necessary, by VARY SWITCH commands to bring ports ONLINE to Dynamic Channel Path
Management.

5.5.7 References

For more detailed information on Intelligent Resource Director, see z/0S MVS Planning
Workload Management, SA22-7602, and the IBM Redbook z/OS Intelligent Resource
Director, SG24-5952.
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Capacity upgrades

This chapter describes the IBM @server zSeries 900 server’s capacity upgrade functions
and features.

The z900 servers have the capability of concurrent upgrades, without a server outage, in both
planned and unplanned situations.

In most cases, a z900 capacity upgrade can also be nondisruptive, without a system outage.

The following sections are included:

» “Concurrent upgrades” on page 206

» “Capacity Upgrade on Demand (CUoD)” on page 207
» “Customer Initiated Upgrade (CIU)” on page 212

» “Capacity BackUp (CBU)” on page 216

» “Nondisruptive upgrades” on page 219
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6.1 Concurrent upgrades

The z900 servers have the capability of concurrent upgrades, providing additional capacity
with no server outage. In most cases, with prior planning and operating system support, a
concurrent upgrade can also be nondisruptive, meaning with no system outage.

Given today's business environment, benefits of the concurrent capacity growth capabilities
provided by z900 servers are plentiful, and include:

» Enabling exploitation of new business opportunities

» Supporting the growth of e-business environments

» Managing the risk of volatile, high growth, high volume applications

» Supporting 24x7x365 application availability

» Enabling capacity growth during “lock down” periods

This capability is based on the flexibility of the z900 system design and structure, which
allows configuration control by the Licensed Internal Code (LIC).

The LIC - Configuration Control (LIC-CC) provides for server upgrade with no hardware
changes by enabling the activation of additional installed capacity. Concurrent upgrades via
LIC-CC can be done for:

» Processors (CPs, IFLs, and ICFs)
Requires available spare PUs.

» Memory
Requires available capacity on memory cards.

» Channel cards ports (ESCON channels and ISC-3 links)
Requires available ports on channel cards.

I/O configuration upgrades can also be concurrent by installing—nondisruptively—additional
channel cards.

The concurrent upgrades capability can be better exploited when a future target configuration
is considered in the initial configuration.Using this plan-ahead concept, the required
infrastructure for concurrent upgrades, up to the target configuration, can be included in the
2900 server’s initial configuration.

The plan-ahead process evaluates the requirements of the following components and
infrastructure parts, as they cannot be installed or replaced concurrently:

» Frames

» Cages

» MCM on CPC cage

» Memory cards on CPC cage

» FIBB and CHA cards on compatibility I/0 cages

Concurrent upgrades can be accomplished in both planned and unplanned upgrade
situations.

Planned upgrades

Planned upgrades can be done by the Capacity Upgrade on Demand (CUoD) or the
Customer Initiated Upgrade (CIU) functions.
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CUoD and CIU are functions available on z900 servers that enable concurrent and
permanent capacity growth of a z900 server.

CUoD can concurrently add processors, memory, and channels, up to the limit allowed by the
existing configuration. CUoD requires IBM service personnel for the upgrade.

CIU can concurrently add processors and memory up to the limit of the installed MCM and
memory cards. CIU is initiated by the customer via the Web, using IBM Resource Link, and
makes use of CUoD techniques. CIU requires a special contract.

Unplanned upgrades
Unplanned upgrades can be done by the Capacity BackUp (CBU) for emergency or
disaster/recovery situations.

CBU is a concurrent and temporary activation of Central Processors (CPs) in the face of a
loss of customer processing capacity due an emergency, in any customer’s zSeries or S/390
server or servers at any sites or locations. CBU cannot be used for peak load management of
customer workload.

CBU features, one for each “stand-by” CP, are optional on zSeries and require spare PUs. A
CBU contract must be in place before the special code that enables this capability can be
loaded on the customer machine.

6.2 Capacity Upgrade on Demand (CUoD)

Capacity Upgrade on Demand (CUoD) is a function available on z900 servers that enables
concurrent and permanent capacity growth.

CUoD provides the ability to concurrently add processors (CPs, IFLs, and ICFs), memory
capacity, and channels, up to the limit allowed by the existing configuration’s infrastructure.

The CUoD function is based on the Configuration Reporting Architecture, which provides
detailed information on system-wide changes, such as the number of configured processing
units, system serial numbers, and other information.

CUoD is a “normal” upgrade, also known as a Miscellaneous Equipment Specification (MES),
that is ordered through the same process as any other upgrade and that can be implemented
via Licensed Internal Code Configuration Control (LIC-CC):

» CUoD upgrades for processors are done by LIC-CC assigning and activating spare PUs.

» CUoD upgrades for memory are done by LIC-CC activating additional capacity on installed
memory cards.

» CUoD upgrades for channels can be done by LIC-CC or by adding concurrently channel
cards, when no additional I/O infrastructure is required.

CUoD does not require any special contract, but requires IBM service personnel for the
upgrade. In most cases, a very short period of time is required for the IBM personnel to install
the LIC-CC and complete the upgrade.

To better exploit the CUoD function, an initial configuration should be carefully planned to
allow a concurrent upgrade up to a target configuration.

You need to consider planning, positioning, and other issues to allow a CUoD nondisruptive
upgrade. By planning ahead it is possible to enable nondisruptive capacity and 1/O growth for
the z900 with no system power down and no associated POR or IPLs.
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The Plan Ahead feature involves pre-installation of memory cards and I/O infrastructure; for
example, additional cages or larger sized memory cards.

CUoD for processors

CUoD for processors provides the capability of processor upgrades via LIC-CC, with no
hardware changes. The existing server configuration must have the proper MCM type
required by the target configuration. Concurrent processor upgrade basically involves the
activation of spare processing units available on the MCM.

CUoD for processors can add, concurrently, more CPs, IFLs, and ICFs to a z900 server by
assigning available spare PUs via LIC-CC. The total number of CPs, IFLs, ICFs, SAPs, and
(at least one) spare PUs cannot exceed the number of PUs on the server's MCM. Also, if a
PU failure and its related transparent PU sparing have occurred on the existing MCM, the
number of available spare PUs is reduced until the MCM replacement.

There are three MCM types: the 12-PU, the non-turbo 20-PU and the turbo 20-PU MCM.
Upgrades requiring an MCM type change are disruptive.

Figure 6-1 shows an example of CUoD for processors. An initial z900 server model 2C1,
which uses the turbo 20-PU MCM, is concurrently upgraded to a model 2C8 by assigning and
activating seven spare PUs as CPs. Then, the model 2C8 is concurrently upgraded to a
model 2C9 with three IFLs, using four spare PUs.

Turbo 20-PU MCM Model 2C1
CPO | Spare | Spare | Spare | Spare | Spare | Spare | Spare | Spare | SAP2
1CP
Spare | Spare | Spare | Spare | Spare | Spare | Spare | Spare | SAP1 | SAPO
Model 2C8
CUoD
+7 CPS CPO | CP2 | CP4 | CP6 | Spare|Spare | Spare | Spare | Spare | SAP2
8 CPs
CP1 | CP3 | CP5 | CP7 | Spare|Spare | Spare | Spare | SAP1 | SAPO
Model 2C9 + 3 IFLs
CUoD
+1 CP CPO | CP2 | CP4 | CP6 | CP8 |Spare |Spare| IFL1 | IFLO | SAP2
+ 3 IFLs 9 CPs
3 IFLs
CP1 CP3 | CP5 | CP7 | Spare|Spare | Spare | IFL2 | SAP1 | SAPO

Figure 6-1 CUoD for processor example
In Basic mode, the added processors are available to the operating system image.
In LPAR mode, additional logical processors can be concurrently configured online to logical

partitions by the operating system when reserved processors are previously defined, resulting
in image upgrades.
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CUoD for processors basically provides a “physical” concurrent upgrade, resulting in more
enabled processors available to a server configuration. Thus, additional planning and tasks
are required for nondisruptive “logical” upgrades. See “Recommendations to avoid disruptive
upgrades” on page 226.

Software charges based on the total capacity of the server on which the software is installed
would be adjusted to the maximum capacity after the CUoD upgrade. See 7.8.2,
“Considerations after concurrent upgrades” on page 238 to check software implications about
CUoD.

Software products using Workload License Charge (WLC) are not affected by the server
upgrade, as their charges are based on the partition’s utilization. See 7.9, “Workload License
Charges” on page 239 for more information about WLC.

CUoD for memory

CUoD for memory provides the capability of memory upgrades via LIC-CC, with no hardware
changes. The existing server configuration must have the proper memory card sizes required
by the target configuration. Concurrent Memory Upgrade basically involves the activation of
latent or unused memory available on the memory cards.

CUoD for memory can add, concurrently, more memory to a z900 server by enabling
additional memory capacity from the current installed memory cards via LIC-CC. The
maximum memory cannot exceed the physical card capacity installed in the server's CPC.

The memory card sizes on the z900 are 4, 8, and 16 GB. Upgrades requiring memory card
changes or additions are disruptive. Table 2-7 on page 50 shows the range of system
memory associated with a given memory card size and the number of memory cards for a
particular model. To take advantage of this capability, memory upgrades should not cross the
8, 16, or 32 GB boundaries, where card changes are required. Having more memory on the
memory cards than is initially installed on the system can be planned.

Figure 6-2 shows an example of CUoD for memory. A z900 server has 40 GB of available
memory. As a 20-PU MCM model, this server has four memory cards installed. To achieve the
40 GB of memory capacity, each memory card has 16 GB, resulting in 64 GB of installed
memory in total. In LPAR mode, a concurrent memory upgrade can be done up to the 64 GB
limit.
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4 Memory Cards (16 GB each)
CUoD
+24 GB

Figure 6-2 CUoD for memory example

Concurrent memory upgrade requires the z900 server to be operating in LPAR mode. For a
logical partition’s memory upgrade, reserved storage must have been previously defined to
that logical partition. It makes use of the LPAR Dynamic Storage Reconfiguration (DSR)
function of the z900. DSR allows a z/OS or OS/390 operating system running in a partition to
add its reserved storage to its configuration, if any unused storage exists. When the operating
system running in a partition requests an assignment of a storage increment to its
configuration, LPAR checks for any free storage and brings it online dynamically.

Concurrent memory upgrades also require that:
» Memory must not be running in degraded mode.
Upgrades will be disruptive until failing memory cards have been replaced.

» The new amount of installed storage cannot cause the storage granularity or increment to
change.

However, a new Reset Profile (to allow the customer to potentially select a higher storage
increment to plan ahead for concurrent memory upgrade) will be available.

The Minimum Storage Granularity will be the required storage granularity based on what
memory is currently LIC-CC installed. The Maximum Concurrent Upgrade Value will be the
smaller of the amount of storage which is physically installed and the maximum storage
allowed for the Minimum Storage Granularity (see Table 2-9 on page 55).

The Maximum Storage Granularity will be the required storage granularity based on what
memory is physically installed. The Maximum Concurrent Upgrade Value will be equal to the
amount of memory that is physically installed.

CUoD for memory basically provides a “physical” concurrent upgrade, resulting in more
enabled memory available to a server configuration. Thus, additional planning and tasks are
required for nondisruptive “logical” upgrades. See “Recommendations to avoid disruptive
upgrades” on page 226.
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CUoD for I/O

CUoD for I/O configuration provides the capability of concurrent channel upgrades via LIC-CC
or by installing additional channel cards. The existing z900 server configuration must have the
I/O infrastructure required by the target configuration.

CUoD for I/0O can add, concurrently, more channels to a z900 server by either:

» Enabling additional channel ports on the current installed channel cards via LIC-CC.

LIC-CC-only upgrades can be done for ESCON and ISC-3 channels, activating ports on
the existing 16-port ESCON or ISC-3 Daughter (ISC-D) cards.

» Installing additional channel cards on the installed I/O cages’ slots.

The I/O infrastructure required by a concurrent channel card installation must be present
on the existing server configuration, including proper type and quantity of the following
components:

Frames
A Z-frame cannot be concurrently installed.
I/O cages (both zSeries I/O cages and compatibility I/O cages)

The installed I/O cages must provide the number of 1/O slots required by the target
configuration. 1/0 cages cannot be concurrently installed.

FIBB and CHA cards (on compatibility cages)

The existing configuration must have the sufficient number of both FIBB and CHA
cards required by the target configuration since they cannot be concurrently installed.
Parallel and OSA-2 channel cards require CHA card’s connections and CHA cards
require FIBB card’s connections.

zSeries 110 Cage 16-port ESCON cards
01 02 03 04 05 05 07 08 03 10 11 12 13 14 15 16 17 18 Joo | Joo | M
A B A B A B A B C D C D cC b Cc D J01- J01-
Jo2| W Jo2 [ M
I:I 8|5 8|8 Jo3| m Jo3| m 16 ESCON
Dg g oz Jo4| W Jos | W channels
olo olo Jos | M Jos |
I:I HE HE Jos | m Jos | m (2x8)
— ols HE —_— Jo7 | m Jo7 | W
ojo olo Jos Jos
I:I 8|5 a|a 409 Jog
I:I HIH HIH J10 J10
olo oo J11 J11
o s J12 J12
J13 J13
J14 J14
J15 | m J15 | m
RN
spare
ports
CUoD ] ]
Joo| M Joo| M
+ 8 ESCON Joi| H Jo1 | M
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Figure 6-3 CUoD for I/O LIC-CC upgrade example
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Figure 6-3 shows an example of CUoD for I/O via LIC-CC. A z900 server has 16 ESCON
channels available, on two 16-port ESCON channel cards installed in a zSeries 1/0O cage.
Each channel card has eight ports enabled. In this example, eight additional ESCON
channels are concurrently added to the configuration by enabling, via LIC-CC, four unused
ports on each ESCON channel card.

The additional channels installed concurrently to the hardware can also be concurrently
defined to an operating system using the Dynamic 1/O configuration function. Dynamic I/O
configuration is operational in Basic and LPAR modes, and can be used by z/OS, OS/390 or
z/VM operating systems. Linux and CFCC do not provide Dynamic I/O configuration support.

To better exploit the CUoD for I/O capability, an initial configuration should be carefully
planned to allow concurrent upgrades up to a target configuration. Plan-ahead concurrent
conditioning is a process that provides the shipment of required I/O infrastructure for planned
I/O upgrades.

Plan-ahead concurrent conditioning

Concurrent Conditioning (FC 1999) and Control for Plan-Ahead (FC 1995), together with the
input of a future target configuration, allow upgrades to exploit the zSeries 900’s order
process configurator and identify PUs, memory, and I/O option positioning for concurrent
upgrades at some future time.

Concurrent Conditioning may add I/O cages with a full compliment of 1/O support I/O cards,
as well as memory cards and ISC-M cards.

This feature identifies content of the target configuration which cannot be concurrently
installed or uninstalled, therefore allowing the proper planning and appropriate installation of
features to avoid any down time associated with feature installation.

Accurate planning and definition of the target configuration is vital in maximizing the value of
this feature.

6.3 Customer Initiated Upgrade (CIU)
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Customer Initiated Upgrade (CIU) is the capability for the zSeries user to initiate a permanent
upgrade for CPs, ICFs, IFLs, SAPs, and/or memory via the Web, using IBM Resource Link.
ClIU is similar to CUoD but the capacity growth can be added by the customer.

The customer’s user will then be able to download and apply the upgrade using functions on
the HMC via the Remote Support Facility, without requiring the assistance of IBM service
personnel. Once all the prerequisites are in place, the whole process from ordering to
activation of the upgrade is performed by the customer. The actual upgrade process is fully
automated and does not require any on-site presence of IBM service personnel.

CIU Registration and Agreed Contract for CIU

Before the customer is able to use the CIU function, they have to be registered. Once they are
registered, customers gain access to the CIU application by ordering the CIU Registration
feature from their sales person.

This capability requires a CIU contract, which gives huge benefits to the customer because
the upgrade can happen much faster than waiting for a normal “MES” to be processed. It
allows the customer to be ready to accommodate new workload peaks in a very timely
manner.
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Ordering and activation of the upgrade is accomplished by the customer logging on to IBM
Resource Link and executing the CIU application to upgrade a machine for CPs, ICFs, IFLs,
SAPs, and/or memory.

Figure 6-4 illustrates the simplicity of the CIU ordering process on the IBM Resource Link.

Customer ibm.com/servers/resourcelink

[

Remote Support
Facility

Figure 6-4 CIU ordering example

The following is a sample list of the screen sequences customer has to follow on Resource
Link to initiate an order:

1.

o

© N o

9.

Sign on to Resource Link.

2. Select the CIU option from the main Resource Link page.
3.
4. Current configuration (PU allocation and memory) is shown for the selected machine

Customer and machine details associated with the Userid are listed.

serial number.

Create a target configuration step-by-step for each upgradeable option. Resource Link
limits options to those which are valid/possible.

The target configuration is verified.

Customer has the option to accept or reject.

An order is created and verified against the pre-established Agreement.
A price is quoted for the order; customer signals acceptance/rejection.

10.0n confirmation of acceptance, the order is processed.

11.LIC-CC for the upgrade should be available within two hours.
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Figure 6-5 CIU activation example

Figure 6-5 shows the CIU activation process. IBM Resource Link communicates with the
Remote Support Facility to stage the CIU order and prepare it for download. The customer is
automatically notified when the order is ready for download.

Order and fulfillment process

By using the CIU process, associated systems allow the customer to order increased
capacity for CPs, ICFs, IFLs, SAPs, and/or memory. Resource Link is responsible for
delivering the price or lease agreement to the customer. The interface handles the order
differently based on whether the customer is leasing the machine or not. The customer profile
associated with the machine serial number will contain an indicator that Resource Link uses
to make the determination. If the customer chooses to accept this agreement, then it will be
forwarded to the correct billing system. Only Resource Link users who accept this feature will
be able to access to this CIU application.

The two major components in the process are Ordering and Activation.

Ordering

Resource Link provides the interface that allows the customer to order a dynamic upgrade for
a specific machine. The customer is able to create, cancel, and view the order. The customer
also is able to view the history of orders that were placed through this interface. Configuration
rules will enforce only valid configurations being generated within the limits of the individual
machine. Warning messages will be issued when certain invalid upgrade options are
selected.

Figure 6-6 shows a Resource Link Web page that displays the confirmation of a CIU upgrade
from a z900 model 1C6 to model 1C8, also adding two more ICFs.
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Figure 6-6 CIU order example

On processor upgrades, Resource Link will offer the customer the ability to upgrade only to
those configurations that are deemed valid by the Order Process.

On memory upgrades, Resource Link will retrieve and store relevant data associated with the
installed memory cards for the specific machine. It will allow you to select only those upgrade
options that are deemed valid by the Order Process. Resource Link will only allow the
customer to upgrade memory within the given bounds of the currently installed hardware. It
will not allow for the ordering of memory not attainable within the current configuration.

Activation

The customer's system stores all the LIC-CC records associated with the machine that has
the CIU option. These LIC-CC records will only be available for download when they are
externally activated by Resource Link. Upon submission of the order, Resource Link will
dynamically enable the appropriate LIC-CC records and make them available to the
customer, via the Remote Support Facility, to be downloaded by the Hardware Management
Console. When the order is available for download, the customer will be given an activation
number. Once Resource Link has notified the customer that the upgrade is ready for
download, the customer can go to any of the Hardware Management Consoles attached to
the system and do a Single Object Operations to the Support Element/system where the
upgrade is to be applied. Using the Model Conversion screen, select the CIU Options (see
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Figure 6-7) to start the process. A new Configuration panel will offer the option Retrieve and
Apply CIU. It will prompt the customer to enter the order activation number to begin the code
download process. Once downloaded, the system will check to see if any of the upgrades are
disruptive.

i Hodel Conversion

This function is used to update PU, memory or channel hardware
capabilities, and to add or remove system features. The system
model may change if a PU related selection warrants it. Select =
all that apply.

Hardware or LICCC upgrades —
[ Bsesmrdd
L1871} pALRE
[ Elskettn Liparads
[ #ernry Disketts Upgrads
[ Tharmnel Diskette Unorads
Wi Customer Initiated Upgrade {CIU} Options

|
£ i N | |

‘ Cunt‘{lue | | Cancel | | HElM

Figure 6-7 Model Conversion screen

Concurrent upgrades will then be applied. Disruptive upgrades, such as SAPs additions or
memory upgrades in Basic mode, can be downloaded successfully but will not be applied
until the next Power-On-Reset (POR). If the upgrade is disruptive, the customer will be asked
whether they want to apply the disruptive LIC-CC upgrade then or wait until later. If the
customer chooses to delay the disruptive upgrade, the customer will later have to select the
Configuration Panel option to Apply Disruptive CIU, which will apply the upgrade as well as
trigger a POR.

6.4 Capacity BackUp (CBU)
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Capacity BackUp (CBU) is offered with the z900 servers to provide reserved emergency
backup processor capacity for unplanned situations where customers have lost capacity in
another part of their establishment and want to recover by adding reserved capacity on a
designated z900 server.

CBU is the quick, tfemporary activation of Central Processors (CPs) in the face of a loss of
customer processing capacity due to an emergency or disaster/recovery situation. CBU
cannot be used for peak load management of customer workload.

CBU can only add CPs to a z900 server, but note that CPs can assume any kind of workload
that could be running on IFLs and ICF processors at the failed system or systems. z/VM,
Linux and CFCC (for Coupling Facility partitions) can also run on CPs.

IBM eServer zSeries 900 Technical Guide



A CBU contract must be in place before the special code that enables this capability can be
loaded on the customer’s server. CBU features can be added to an existing z900 server
nondisruptively.

The installation of the CBU code provides an alternate configuration that can be activated in
the face of an actual emergency. Five free CBU tests lasting up to 10 days each, and/or one
CBU activation lasting up to 90 days for a real disaster/recovery, is allowed with each CBU
contract.

A CBU system normally operates with a “base” PU configuration and with a pre-configured
number of additional spare PUs reserved for activation as CPs in case of an emergency. One
CBU feature is required for each “stand-by” CP that can be activated. A CBU activation
enables the total number of CBU features installed.

The base CBU configuration must have sufficient memory and channels to accommodate the
potential needs of the large CBU target server. When capacity is needed in an emergency,
the customer can activate the emergency CBU configuration with the reserved spare PUs
added into the configuration as CPs. It is very important to ensure that all required functions
are available on the “backup” server(s), including CFLEVELs for Coupling Facility partitions.

This second configuration is activated temporarily and provides additional CP engines above
and beyond the server’s original, permanent configuration. The number of additional CPs is
predetermined by the alternate configuration, which has been stated in the CBU contract.

When the emergency is over (or the CBU test is complete), the machine must be taken back
to its original, permanent configuration. The CBU features can be deactivated by the
customer at any time before the expiration date. Otherwise, the performance of the system
will be degraded after expiration, unless CBU is deactivated.

For detailed instructions refer to the zSeries Capacity Backup User’s Guide, SC28-6810,
available on the IBM Resource Link. See also 7.8.2, “Considerations after concurrent
upgrades” on page 238 to check software implications of CUoD, which is used by the CBU
upgrade.

Activation/deactivation of CBU

The activation and deactivation of the CBU function can be initiated by the customer without
the need for the onsite presence of IBM service personnel. The CBU function is activated and
deactivated from the HMC and in each case it is a nondisruptive task.

Activation

Upon request from the customer, IBM can remotely activate the emergency configuration,
eliminating the time associated with waiting for an IBM service person to arrive on site to
perform the activation.

A fast electronic activation is available through the Hardware Management Console (HMC)
and Remote Support Facility (RSF) and could drive activation time down to minutes. The
7900 server invokes the RSF to trigger an automatic verification of CBU authentication at
IBM. This will initiate an automatic sending of the authentication to the customer’s server,
automatic unlocking of the reserved capacity, and activation of the target configuration.

In situations where the RSF cannot be used, CBU can be activated through a password
panel. In this case, a request by telephone to the IBM support center usually enables
activation within few hours.
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Image upgrades

After the CBU activation, the z900 server has more CPs available to the operating system
image(s). In LPAR mode, the logical partition image(s) can concurrently increase the number
of logical CPs by configuring reserved processors online. If a nondisruptive CBU upgrade is
needed, the same principles of nondisruptive CUoD should be applied.

Deactivation

The process of deactivating CBU is simple and straightforward. The process starts by
quiescing the added CPs (normally the highest numbered) from all the logical partitions, and
varying them offline from the operating systems. Then from the HMC CBU activation panel,
perform a concurrent CBU undo.

Testing

Testing of disaster/recovery plans is easy with CBU. Testing can be accomplished by ordering
a diskette, calling the support center, or using the fast activation icon on the HMC.

Capacity BackUp operation example

2900 2900
112 112

z900 112
Target Model

{

Production Emergency
Server processor
upgrade

{

z900 1C2
Current Model
with 10 CBU

features

Control Control Control Control Control (FC 7999)
Unit Unit Unit Unit Unit

Figure 6-8 Capacity BackUp operation example

Figure 6-8 shows an example of a z900 1C2 Model to a 2900 112 Model Capacity BackUp
operation. The PUs associated with Capacity BackUp are reserved for future use with CBU
features (FC 7999) installed on the backup server. In this example, there should be 10 CBU
features installed on the backup server z900 1C2. When the production server z900 112 fails,
the backup server can be temporarily upgraded to the target model planned, z900 Model 112,
to get the capacity to take over the workload on the failed production server.

Furthermore, customers can configure systems to back each other up. For example, if a
customer uses two z900 Model 103 for the production environment, both can have 3 CBU
features installed. If one server has a disaster, the other one can be upgraded up to the total
original capacity.
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Automatic enablement of CBU for GDPS

The intent of the GDPS CBU is to enable automatic management of the reserved PUs
provided by the CBU feature in the event of a server failure and/or a site failure. Upon
detection of a site failure or planned disaster test, GDPS will concurrently add CPs to the
servers in the take-over site to restore processing power for mission-critical production
workloads. GDPS automation will:

» Perform the analysis required to determine the scope of the failure; this minimizes
operator intervention and the potential for errors.

» Automate authentication and activation of the reserved CPs.
» Automatically restart the critical applications after reserved CP activation.
» Reduce the outage time to restart critical workloads from several hours to minutes.

6.5 Nondisruptive upgrades

Continuous availability is an increasingly important requirement for most customers, and even
planned outages are no longer acceptable. Although Parallel Sysplex clustering technology is
the best continuous availability solution for z/OS and OS/390 environments, nondisruptive
upgrades within a single server can avoid system outages and are suitable to further
operating system environments.

The z900 servers allow concurrent upgrades, meaning they can dynamically add more
capacity to the server. If operating system images running on the upgraded server need no
disruptive tasks to use the new capacity, the upgrade is nondisruptive. This means that
Power-On-Resets (PORs), logical partition deactivations, and IPLs cannot take place. If an
“image upgrade” is required to a logical partition, the operating system running in this partition
must also have the capability to concurrently configure more capacity online.

Linux operating systems do not have the capability of adding more resources concurrently.
However, Linux virtual machines running under z/VVM can take advantage of the z/VM
capability to nondisruptively configure more resources online (processors and 1/O).

Defining a new partition is also disruptive, because a new POR using an updated IOCDS will
be required.

Processors

CPs, IFLs, and ICFs processors can be concurrently added to a z900 server if there are spare
PUs available on the MCM.

If reserved processors are defined to a logical partition, then z/OS, 0S/390, z/VM, and
VM/ESA operating system images can dynamically configure more processors online,
allowing nondisruptive processor upgrades. The Coupling Facility Control Code (CFCC) can
also configure more processors online to Coupling Facility logical partitions.

Memory
Memory can also be concurrently added to a z900 server running in LPAR mode, up to the
physical installed memory limit.

Using the previously defined reserved memory, zZ/OS and OS/390 operating system images
can dynamically configure more memory online, allowing nondisruptive memory upgrades.
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I/O cards can be added concurrently to a z900 server if all the required infrastructure is
present on the configuration. The Plan-Ahead process can assure that an initial configuration
will have all the infrastructure required by the target configuration.

Dynamic 1/O configurations are supported by some operating systems (z/OS, 0S/390, and
z/VM), allowing nondisruptive I/O upgrades. However, it is not possible to have dynamic I/O
reconfigurations on an standalone Coupling Facility because there is no operating system
with this capability running on this machine. Dynamic 1/O configurations require additional
space in the HSA for expansion.

6.5.1 Upgrade scenarios
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The following scenarios are examples of nondisruptive upgrades, showing the hardware
(2900 model) upgrades and the image upgrades. In LPAR mode, only the images previously
configured with Reserved Processors can be nondisruptively upgraded. Spare PUs are used
for hardware upgrades and “spare logical processors” (Reserved Processors) are used for
image upgrades.

All scenarios show the hardware (physical) and the logical partition configurations before and
after the upgrade.

Basic mode upgrade

5 CPs

CPO | CP1 | CP2 | CP3 | CP4 |Spare|Spare|Spare|Spare | Spare| SAPO| SAP1
Model 105

7 CPs

CPO | CP1 | CP2 | CP3 | CP4 | CP5 | CP6 |Spare|Spare|Spare| SAPO| SAP1
Model 107

Figure 6-9 Basic mode upgrade

Figure 6-9 shows a z900 Model 105 in Basic mode. The operating system running on it can
use five CPs (CPO to CP4). This standard configuration has two SAPs (SAP0O and SAP1),
resulting in five spare PUs. The z900 Model 105 (with no ICFs or IFLs) can be concurrently
upgraded to the Model 109, which is the last model using the 12-PU MCM.

This example shows an upgrade to the z900 Model 107, achieved by adding concurrently two
more CPs to the physical configuration. Two available spare PUs were used for this upgrade,
and now there are three spare PUs left. The physical part ends here.
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If the operating system running in this server has the capability of configuring processors
online, this image can be nondisruptively upgraded up to seven CPs, as shown in this
example.

Concurrent memory upgrades are not possible in Basic mode.

LPAR mode: Shared logical partitions upgrade

Model 107 | cro | cP1 | cP2 | cP3 | cP4 | cP5 | cP6 | Spare | Spare | Spare | SAPO | SAP1

Logical(Logical| Logical| Logical|Logical| Logical | Logical
LP1 CPO [ CP1 | CP2 | CP3 | CP4 | CP5 | CP6
SHR SHR SHR SHR SHR SHR SHR

Logical|Logical
LP2 CPO | CP1
SHR | SHR

Res Res
CP CP

Model 109| cpo | cP1 | cP2 | CP3 | CP4 | CP5 | CP6 | CP7 | CP8 | Spare | SAPO | SAP1

Logical(Logical| Logical| Logical|Logical| Logical|Logical| Logical | Logical
LP1 CPO | CP1 | CP2 | CP3 | CP4 | CP5 | CP6 | CP7 | CP8
SHR SHR SHR SHR SHR SHR SHR SHR SHR

Logical|Logical
LP2 CcPo | cP1
SHR | SHR

Figure 6-10 LPAR mode: Shared logical partitions upgrade

Figure 6-10 shows a z900 Model 107 in LPAR mode. This standard configuration has two
SAPs (SAPO and SAP1), resulting in three spare PUs. The 2900 Model 107 (with no ICFs or
IFLs) can be concurrently upgraded to the Model 109, which is the last model using the
12-PU MCM.

There are two activated logical partitions: LP1 having seven shared (SHR) logical CPs and
two reserved CPs defined, and LP2 having only two shared (SHR) logical CPs defined.

This example shows an upgrade to the z900 Model 109, achieved by adding concurrently two
more CPs to the physical configuration. Two available spare PUs were used for this upgrade,
and now only one spare PU is left (any z900 configuration must have at least one spare PU).
The physical part ends here.

At this point, even with no partition configuration changes, these images with shared logical
CPs running on this server may experience performance improvements. There is now more
available capacity (physical processors) to be used by all logical shared CPs and the
“logical-to-physical processors ratio” is reduced. In this example, before the upgrade, there
are nine shared logical CPs (seven from LP1 and two from LP2) to be dispatched into seven
physical CPs. If all nine logical CPs have tasks to run, two of them have to wait. After the
physical upgrade, eight logical CPs can run at the same time.

Now lets see the logical upgrades. Since there is no activated partition with dedicated CP, any
partition can have up to nine activated logical CPs (the number of physical CPs).

Partition LP1 has two reserved CPs defined and, if the operating system running on it has the
capability of configuring processors online, this partition can be nondisruptively upgraded to
nine CPs, as shown in this example.
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Partition LP2 has no reserved CPs, so it cannot be nondisruptively upgraded. If any upgrade
for this partition is required, it will require deactivation to configure more CPs.

LPAR mode: Dedicated and shared logical partitions upgrade

Model 107 | cpo | cP1 | cP2 | cP3 | cPa | cP5 | CP6 | Spare | Spare | Spare | SAPO [ SAP1

Logical|Logical | Logical
LP1 CPO | CP1 | CP2
DED | DED | DED

Res Res
cpP cpP

Logical|Logical|Logical | Logical
LP2 CPO | CP1 | CP3 | CP4
SHR [ SHR | SHR | SHR

Res Res
CP CP

Logical|Logical| Logical|Logical R R
LP3 cPo [ cP1 | cP3 | cPa C": c":
SHR SHR SHR SHR

Model 109| cpo | cP1 [ cP2 | cP3 | cP4 | cP5 | CP6 | CP7 | CP8 | Spare | SAPO | SAP1

Logical|Logical| Logical(Logical
LP1 CPO | CP1 | CP2 | CP3
DED DED DED DED

Res
cp

Logical|Logical| Logical{Logical| Logical

LP2 cPo | cP1 | cP3 | cP4 | cps F::e:
SHR | SHR | SHR | SHR | SHR
Logical|Logical| Logical|Logical
LP3 cPo | cP1 | cP3 | cpa Fg’: Fg’:
SHR | SHR | SHR | SHR

Figure 6-11 LPAR mode: Dedicated and shared logical partitions upgrade

Figure 6-11 shows a z900 Model 107 in LPAR mode. This standard configuration has two
SAPs (SAPO and SAP1), resulting in three spare PUs. The 2900 Model 107 (with no ICFs or
IFLs) can be concurrently upgraded to the Model 109, which is the last model using the
12-PU MCM.

There are three activated logical partitions: LP1 has three dedicated (DED) logical CPs and
two reserved CPs defined, LP2 has four shared (SHR) logical CPs and two reserved CPs
defined, and LP3 also has four shared (SHR) logical CPs and two reserved CPS defined.

This example shows an upgrade to the z900 Model 109, by adding concurrently two more
CPs to the physical configuration. Two available spare PUs were used for this upgrade, and
now only one spare PU is left (any z900 configuration must have at least one spare PU). The
physical part ends here.

At this point, even with no partition configuration changes, LP2 and LP3 (shared) partitions
may experience performance improvements. There is now more available capacity (physical
processors) to be used by all logical shared CPs and the “logical-to-physical processors ratio”
is reduced. In this example, before the upgrade, there are eight shared logical CPs (four from
LP2 and four from LP3) to be dispatched into four physical CPs. If all eight logical CPs have
tasks to run, four of them have to wait. After the physical upgrade, five logical CPs can run at
the same time.
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Now lets consider the logical upgrades, assuming that all operating systems running in these
partitions have the capability of configuring processors online. Partition LP1, which has two
reserved CPs defined, can configure up to two more CPs online. In this example, LP1 is
configuring one more CP online, remaining with one reserved CP for a future image upgrade,
if possible. LP1 now has four dedicated CPs, enabled by doing a nondisruptive upgrade.

From the nine physical CPs available, five CPs are left to be shared by LP2 and LP3 shared
logical CPs.

LP2 has four logical CPs and two reserved CPs defined, but only one more can be configured
online, as the current configuration has only five CPs to be shared. After the LP2 logical
upgrade, one reserved CP remains defined.

LP3 has the same configuration as LP4, and in this example it is not being upgraded.
However, it could have one more reserved CP configured online.

LP1 and LP2 remain with one reserved CP each, but they cannot be configured online in the
current configuration. However, if LP1 configures one CP offline, then LP2 can activate its last
reserved CP.

LPAR mode: Dedicated, shared partitions and IFL upgrade

Model 107 | cpo | cP1 | cP2 | cP3 | cP4 | cP5 | cP6 | Spare | Spare | Spare | SAPO | SAP1

Logical|Logical | Logical
LP1 CPO | CP1 | CP2
DED DED DED

Res Res
CP CP

Logical | Logical|Logical | Logical
LP2 cPo | cPi | cP3 | cpa Fg’: Fg’:
SHR | SHR | SHR | SHR
Logical
LP3 (not activated) CPO
SHR
Model 107

CPO CP1 CP2 CP3 CP4 CP5 | CP6 | Spare | Spare | IFLO | SAPO | SAP1

+1IFL

Logical | Logical | Logical
LP1 CPO | CP1 | CP2
DED DED DED

Res Res
CP CP

Logical |Logical| Logical | Logical
LP2 cpo | cp1 | cpP3 | cpa Fg’: Fg’:
SHR | SHR | SHR | SHR

Logical

LP3 (redefined with IFL) IFLO
DED

Figure 6-12 LPAR mode: Dedicated, shared logical partitions and IFL upgrade

Figure 6-12 is an example of a nondisruptive upgrade, adding one Integrated Facility for Linux
(IFL) processor to a zZ900 Model 107 running in LPAR mode. The initial standard configuration
has two SAPs (SAPO and SAP1), resulting in three spare PUs. The concurrent hardware
upgrade adds the IFLO processor, using one available spare PU. Two spare PUs are left after
this upgrade, allowing one more future concurrent upgrade (another CP, IFL, or an ICF) with
the same 12-PU MCM.

There are two activated logical partitions: LP1 has three dedicated (DED) logical CPs and two
reserved CPs defined; LP2 has four shared (SHR) logical CPs and two reserved CPs defined.
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Logical partition LP3 is defined with one shared logical CP, but it is not activated. After the
hardware upgrade, including the ICF processor, the partition LP3 is redefined to have one
dedicated logical IFL. The I/O definitions for this logical partition can be done by LP1 or LP2,
via Dynamic 1/O Configuration. Then partition LP3 can be dynamically activated and use the
IFL processor. By using a previously defined logical partition, this upgrade is nondisruptive.

LPAR mode: Dedicated, shared partitions and ICF upgrade

Model 106
1ICF CPO CP1 CP2 CP3 CP4 CP5 | Spare | Spare | Spare | ICFG | SAPO | SAP1
Logical | Logical | Logical
Res Res
LP1 CPO | CP1 | CP2 | ' ] e

DED DED DED

Logical |Logical | Logical
LP2 CPO | CP1 [ CP3
SHR | SHR | SHR

Logical |Logical

Res Res
CP CP

Res Res Res

LP3 CPO CP1
SHR | SHR CP CP CcP
Logical
Res
LP4 ICFO
ICF DED
Model 107
2 ICFs CPO CP1 CP2 CP3 CP4 CP5 CP6 | Spare | ICF1 ICFO | SAPO | SAP1

Logical | Logical | Logical| Logical
LP1 CPO | CP1 | CP2 | CP3
DED DED DED DED

Res
CP

Logical| Logical|Logical

LP2 cro [ cp1 | cp3 | e
SHR'| SHR | SHR

Logical| Logical | Logical Res

LP3 CPO CP1 CP3 cP

SHR SHR SHR

Logical |Logical
LP4 ICF1 | ICFO
DED | DED

Figure 6-13 LPAR mode: Dedicated, shared logical partitions and ICF upgrade

Figure 6-13 shows a z900 Model 106 with one ICF, in LPAR mode. This example is similar to
the previous one, but now includes a Coupling Facility (CF) partition. This configuration has
two SAPs (SAPO and SAP1), resulting in three spare PUs. The z900 Model 106 with one ICF
can be concurrently upgraded to the Model 108, which is the last model using the 12-PU
MCM. But in this example, the concurrent upgrade is to the z900 Model 107 and includes one
more ICF. As only one spare PU is left, this model 107 configuration cannot be upgraded
concurrently anymore.

There are four activated logical partitions: LP1 has three dedicated (DED) logical CPs and
two reserved CPs defined, LP2 has three shared (SHR) logical CPs and two reserved CPs
defined, LP3 has two shared (SHR) logical CPs and three reserved CPS defined, and LP4 is
a CF partition with one dedicated (DED) ICF and one reserved ICF defined.

Now let’s see the logical upgrades, assuming that all operating systems running in these
partitions have the capability of configuring processors online. Partition LP1, which has two
reserved CPs defined, can configure up to two more CPs online. In this example, LP1 is
configuring one more CP online, with one reserved CP remaining for a future image upgrade,
if possible. By doing a nondisruptive upgrade, LP1 now has four dedicated CPs.
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From the seven physical CPs available (this is a Model 107), three CPs are left to be shared
by LP2 and LP3 shared logical CPs.

LP2 already has three logical CPs defined and cannot configure more CPs, two reserved CPs
remain.

LP3 has two logical CPs and two reserved CPs defined, and can configure one more CP
online since the current configuration has only three CPs to be shared. After the LP3 logical
nondisruptive upgrade, one reserved CP remains defined.

LP4 has one reserved ICF defined, and since the server now has one more physical ICF, the
reserved ICF can be configured online by CFCC. This CF image is nondisruptively upgraded
to two ICFs.

6.5.2 Planning for nondisruptive upgrades

CUoD, CIU, and CBU can be used to concurrently upgrade a z900 server. But there are some
situations that require a disruptive task to use the new capacity just added to the server.
Some of these can be avoided if planning is done in advance. Planning ahead is a key factor
for nondisruptive upgrades. Refer to 7.8.2, “Considerations after concurrent upgrades” on
page 238 for more discussion about nondisruptive planning.

Reasons for disruptive upgrades
These are the current main reasons for disruptive upgrades:

» Definition of a new logical partition.

The only way to create a new logical partition is by a POR using a new IOCDS including
the new partition.

» A z900 server upgrade that requires an MCM change.

If there is no spare PU available on the existing MCM for the processor upgrade, or if a
non-turbo to turbo MCM upgrade is required, the upgrade is disruptive. At least one spare
PU must be present on a z900 server.

» Logical partition processor upgrades when reserved processors were not previously
defined are disruptive to image upgrades.

» Memory capacity upgrades are disruptive when either:
— The 2900 server is running in Basic mode.
— The memory upgrade requires adding or changing memory cards.

» Logical partition memory upgrades when reserved storage was not previously defined are
disruptive to image upgrades.

» Installation of frames or cages is disruptive, as is installation of FIBB or CHA I/O cards on
a compatibility 1/0 cage.

» An I/O upgrade when the operating system cannot use the Dynamic I/O configuration
function.

— Linux and CFCC do not support Dynamic I/O configuration.
— If there is no space available in the HSA for the required I/O expansion.
» Changing the number of SAPs.

Any change to the number of SAPs on an existing configuration is disruptive, requiring a
POR.
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Recommendations to avoid disruptive upgrades

Based on the previous list of reasons for disruptive upgrades, here are some
recommendations to avoid or at least minimize these situations, increasing the possibilities for
nondisruptive upgrades:

>

Define “spare logical partitions.”

It is possible to define more partitions than you need in the initial configuration, just by
including more partition names in the IOCP statement RESOURCE. The spare partitions
do not need to be activated, so any valid partition configuration can be used during their
definitions. The initial definitions (LPAR mode, processors, and so on) can be changed
later to match the image type requirements. The only resource that spare partitions will
use is subchannels, so careful planning must be done here, remembering that z900s can
have up to 512K subchannels (63K in Basic mode) total in HSA.

Configure as many Reserved Processors (CPs, IFLs and ICFs) as possible.

Configuring Reserved Processors for all logical partitions before their activation enables
them to be nondisruptively upgraded. The operating system running in the logical partition
must have the ability to configure processors online.

Configure Reserved Storage to logical partitions.

Configuring Reserved Storage for all logical partitions before their activation enables them
to be nondisruptively upgraded. The operating system running in the logical partition must
have the ability to configure memory online.

Start with a convenient MCM type.

Use a convenient entry point model, choosing a non-turbo or turbo 20-PU MCM model
instead of a 12-PU MCM if the target model will require a 20-PU MCM. Turbo 20-PU MCM
models should be used for configurations needing more processor capacity.

Start with a convenient memory size.

Use a convenient entry point memory capacity to allow future concurrent memory
upgrades within the same memory cards.

Use the plan-ahead concurrent condition for 1/0.

Use the plan-ahead concurrent condition process to include in the initial configuration all
the 1/O infrastructure required by future 1/0O upgrades, allowing concurrent I/O upgrades.
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Software support

This chapter describes the software support for the z900, including z/OS, OS/390, z/VM,
Linux, VM/ESA, VSE/ESA, and TPF. Addressing, software migration considerations, and
workload license charges are also covered.

The software support information is organized as follows:

'S

'S

'S

'S

'S

“2/0S and OS/390” on page 228
“2Z/VM and VM/ESA” on page 230
“Linux” on page 232

“VSE/ESA” on page 232

“TPF” on page 233

Additional topics are presented in the following order:

'S

>

>

“64-bit addressing OS considerations” on page 233
“Migration considerations” on page 235
“Workload License Charges” on page 239
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7.1

Operating system support

Table 7-1 shows the supported operating systems for the z900 general purpose and capacity

models.

Table 7-1 Supported operating systems for z900 general purpose and capacity models

Operating system Models Models 31-bit 64-bit PU
2064-1xx | 2064-2xx | Mode? | Mode? | type
z/OS Version 1 Release 1, 2, 3, 4 Yes Yes Yes Yes CP
Note 1
0S/390 Version 2 Release 10 Yes Yes Yes Yes CP
0S/390 Version 2 Release 8 or 9 Yes Yes Yes No CP
Linux for zSeries kernel 2.4 based Yes Yes No Yes CP, IFL
Linux for S/390 kernel 2.2 or 2.4 based Yes Yes Yes No CP, IFL
z/V\M Version 4 Release 1, 2, and3 Yes Yes Yes Yes CP, IFL
z/VVM Version 3 Release 1 Yes Yes Yes Yes CP
VM/ESA Version 2 Release 4 Yes Yes Yes No CP
VM/ESA Version 2 Release 3 Yes No Yes No CP
VSE/ESA Version 2 Release 4,5,6and 7 | Yes Yes Yes No CP
TPF Version 4 Release 1 (ESA mode only) | Yes Yes Yes No CP

Note 1. 31-bit mode is only available as part of the z/OS Bimodal Migration Accommodation
software program. This program is intended to provide fallback support to 31-bit mode in the
event that it is required during migration to z/OS in z/Architecture mode (64-bit).

2900 servers do not support S/370 modes of operations. Therefore, the following VM systems
or functions do not execute on a z900 server:

» Any unsupported release of VM
» 370-mode CMS virtual machines

» 370-mode guests

See 2.3, “Modes of operation” on page 29 for additional details.

7.2 z/0OS and 0S/390

228

Functions support

Table 7-2 illustrates the functions supported under z/OS and OS/390 and the minimum
supported releases to provide that function.

Table 7-2 Function summary on z/OS and OS/390

Functions

Minimum required operating system level

64bit Real Addressing

0S/390 2.10, z/OS 1.1 and newer

IRD - LPAR CPU Management

z/OS 1.2 required on at least one image in the
LPAR Cluster
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Functions

Minimum required operating system level

IRD - Dynamic Channel Path Management z/OS 1.1
IRD - Channel Subsystem Priority Queuing z/0OS 1.1
Workload License Charges (WLC) z/0OS 1.1

Concurrent Upgrade - CUoD, CIU, CBU

0S/390 2.8 and above
z/OS 1.1 and above

Fibre Channel Protocol SCSI (FCP)

Not supported

FICON

0S/390 2.8 and above
z/OS 1.1 and above

Hipersockets

z/OS 1.2 and higher with PTFs

PCI Cryptographic Accelerator (PCICA)

z/0S 1.2

OSA functions

Table 7-3 summarizes the minimum supported software releases for zOS or OS/390 to

provide the following OSA features.

The Queued Direct Input/Out (QDIO) mode described here is for TCP/IP traffic only. The

non-QDIO mode described here is for Systems Network Architecture/Advanced Peer-to-Peer

Networking/High Performance Routing (SNA/APPN/HPR) traffic and/or TCP/IP traffic (LAN
Channel Station - LCS).

The QDIO mode and the non-QDIO mode are mutually exclusive. Each port on an
OSA-Express feature can be configured for only one mode, QDIO or non-QDIO. The

non-QDIO mode requires the use of the Open Systems Adapter Support Facility (OSA/SF) for

setup and customization.

Table 7-3 Minimum releases of z/OS or OS/390 for OSA functions

Mode and CHPID OSA-Express OSA-Express OSA-Express OSA-Express OSA-2 FDDI
type Gigabit Fast Ethernet 155ATM Token Ring
Ethernet
QDIO (OSD) 0S/390 2.8 08/390 2.8 0S/390 2.8 0S/390 2.10 0S/390 2.8
TCP/IP only z/0OS 1.1 z/0OS 1.1 z/0OS 1.1 z/0S 1.1 z/0S 1.1
Non-QDIO (OSE) 0S/390 2.8 0S/390 2.8 0S/390 2.8
TCP/IP Passthru z/0OS 1.1 z/0OS 1.1 z/0OS 1.1
Non-QDIO (OSE) 0S/390 2.8 0S/390 2.8 0S/390 2.8
SNA, APPN, HPR z/0OS 1.1 z/0S 1.1 z/0S 1.1
Non-QDIO (OSE) 0S/390 2.8
HPDT ATM native z/0OS 1.1

The Open Systems Adapter Support Facility Version 2 Release 1 (OSA/SF) is required for the

OSA features under the following circumstances:

» For setup and customization of OSA-Express Fast Ethernet, OSA-Express Token Ring,
and OSA-2 FDDI if not using the default OSA Address Table (OAT), or if configured for
TCP/IP LAN Channel Station - LCS.

» For setup and customization of the OSA-Express 155 ATM features if running in
non-QDIO mode or if using the QDIO mode with 155 ATM Ethernet LAN Emulation.
OSA/SF is used for the definition of the emulated/logical ports.
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7.3 z/VM

The minimum OS/390 software releases to support specific OSA features are as follows:

» For OSA-Express Gigabit Ethernet; QDIO mode only
— 08/390 Version 2 Release 8 and Communications Server
» For OSA-Express Fast Ethernet
— QDIO mode
e (0S/390 Version 2 Release 8 and Communications Server with PTFs
— Non-QDIO mode
e (0S/390 Version 2 Release 8 and Communications Server
» For OSA-Express 155 ATM Ethernet
— LAN Emulation QDIO mode
e (0S/390 Version 2 Release 8 and Communications Server with PTFs
— Non-QDIO mode

e (0S/390 Version 2 Release 8 and Communications Server for ATM LAN Emulation

(Ethernet or Token Ring) or native ATM (classical IP - RFC 1577, RFC 2225)
» For OSA-Express Token Ring
— QDIO mode
e (0S/390 Version 2 Release 10 and Communications Server
— Non-QDIO mode
e (0S/390 Version 2 Release 8 and Communications Server
» For OSA-2 Fiber Distributed Data Interface (FDDI)
— 08/390 Version 2 Release 8 with Communications Server

and VM/ESA

Functions support
Table 7-4 identifies the functions supported under z/VM and VM/ESA and the minimum
supported releases to provide that function.

Table 7-4 Function summary under ZVM and VM/ESA

Function Minimum required operating system level
64bit Real Addressing z/VVM Version 3 Release 1
IFL support z/\\M Version 4 Release 1
Concurrent Upgrade - CUoD, CIU, CBU VM/ESA 2.4 or higher
(support for CP only) z/VVM Version 3 Release 1
Hipersocket z/\N\M Version 4 Release 2
(APAR VM62938)
Fibre Channel Protocol SCSI (FCP) z/\N\M Version 4 Release 3
for Linux guest support only
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OSA functions on z/VM or VM/ESA

Table 7-5 shows the minimum supported software releases for z/VM or VM/ESA to provide
the specified OSA features.

Table 7-5 Minimum releases of z/VM or VM/ESA for OSA functions

Mode OSA-Express OSA-Express Fast OSA-Express OSA-Express OSA-2
Gigabit Ethernet Ethernet 155ATM Token Ring FDDI
QDIO (OSD) VM/ESA V2R4 for VM/ESA V2R4 for VM/ESA V2R4 for | z/VNMV4R2with | VM/ESA
TCP/IP only guest support guest support guest support TCP/IP feature V2R4
z/VM V3R1 for z/VM V3R1 for z/VM V3R1 for 330
native QDIO native QDIO native QDIO
Non-QDIO (OSE) VM/ESA V2R4 VM/ESA V2R4 VM/ESA V2R4
TCP/IP Passthru
Non-QDIO (OSE) VM/ESA V2R4 VM/ESA V2R4 VM/ESA V2R4
SNA, APPN, HPR
Non-QDIO (OSE) VM/ESA V2R4
HPDT ATM Native

The minimum VM/ESA and z/VM software releases to support specific OSA features are as
follows:

>

For OSA-Express Gigabit Ethernet, QDIO mode only
— z/VM Version 3 Release 1 with TCP/IP feature 330 for IP Multicast support
— VM/ESA Version 2 Release 4 with TCP/IP feature for guest support
For OSA-Express Fast Ethernet
— QDIO mode
e z/VVM Version 3 Release 1 with TCP/IP feature 330 - For IP Multicast support
e VM/ESA Version 2 Release 4 with TCP/IP feature
— Non-QDIO mode
* VM/ESA Version 2 Release 4
e TCP/IP feature in VM/ESA Version 2 Release 4
e ACF/NVTAM for VM/ESA Version 4 Release 2.0
For OSA-Express 155 ATM Ethernet LAN emulation
— QDIO mode
e z/VVM Version 3 Release 1 with TCP/IP feature 330 for IP Multicast support
— non-QDIO mode
e VM/ESA Version 2 Release 4 with TCP/IP feature for native ATM (classical IP)
VM/ESA Version 2 Release 4 for LAN Emulation (Ethernet or Token Ring)
TCP/IP feature in VM/ESA Version 2 Release 4
ACF/NTAM for VM/ESA Version 4 Release 2.0
For OSA-Express Token Ring
— QDIO mode
e 7z/VVM Version 4 Release 2 with TCP/IP feature 330
— non-QDIO mode
e VM/ESA Version 2 Release 4
e TCP/IP feature in VM Version 2 Release 4
e ACF/NTAM for VM/ESA Version 4 Release 2
For OSA-2 FIBER DISTRIBUTED DATA INTERFACE (FDDI)
— VM/ESA Version 2 Release 4
e TCP/IP feature in VM/ESA Version 2 Release 4
e ACF/NTAM for VM/ESA Version 4 Release 2

Chapter 7. Software support 231




7.4 Linux

The z900 server is supported by Linux:
— Kernel 2.2 based Linux for S/390 - 31 bit Distribution
— Kernel 2.4 based Linux for S/390 - 31 bit Distribution
— Kernel 2.4 based Linux for zSeries - 64 bit Distribution

VM support for LINUX using FCP and TCP/IP Broadcast is in z/VM Version 4 Release 3.

IBM is not a distributor of Linux software. Commercial distributions of Linux for zSeries are
available from third-party Linux distributors, such as Red Hat, SUSE, and TurboLinux. To learn
more about distributor offerings, contact these distributors through their representatives or
through the following Web sites:

» Red Hat
http://www.redhat.com
» SuSE

http://www.suse.com
» TurboLinux
http://www.turbolinux.com

For details regarding functions that are not yet available via distributor offerings, refer to:

http://www.ibm.com/developerworks

Table 7-2 illustrates the functions supported under Linux for zSeries and Linux for S/390 and
the minimum supported releases to provide that function.

Table 7-6 Function summary under Linux for zSeries and Linux for S/390

Function Minimum required operating system level

64bit Real Addressing Kernel 2.4 based Linux for z/Series, 64-bit distribution

Fiber Channel Protocol SCSI (FCP) Linux for zSeries running native or Linux for zSeries running
as a guest on z/VM V4R3

For information on LINUX support for FCP, VLAN, IPv6, SNMP, TCP/IP Broadcast, Query
ARP, and Purge ARP see:

http://www.ibm.com/developerworks

For Linux support, visit the website at:

http://wwwl0.software.ibm.com/developerworks/opensource/1inux390

7.5 VSE/ESA
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The z900 server is supported by VSE/ESA Versions 2.4, 2.5, 2.6, and 2.7.

The minimum VSE/ESA software levels required to support thespecified OSA features are as
follows:

» For OSA-Express Gigabit Ethernet, QDIO mode only
— VSE/ESA Version 2 Release 6
e TCP/IP for VSE/ESA Version 1 Release 4
» For OSA-Express Fast Ethernet
— QDIO mode
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* VSE/ESA Version 2 Release 6
e TCP/IP for VSE/ESA Version 1 Release 4
— Non-QDIO mode
e VSE/ESA Version 2 Release 6 (TCP/IP support only; LAN Channel Station - LCS)
e TCP/IP for VSE/ESA Version 1 Release 4
» For OSA-Express 155 ATM Ethernet
— LAN EMULATION QDIO mode
* VSE/ESA Version 2 Release 6
— non-QDIO mode
* VSE/ESA Version 2 Release 6 for LAN Emulation (Ethernet or Token Ring). Native
ATM is not supported.
e TCP/IP for VSE/ESA Version 1 Release 4
» For OSA-Express Token Ring
— QDIO mode
* VSE/ESA Version 2 Release 6
— non-QDIO mode
* VSE/ESA Version 2 Release 6
e TCP/IP for VSE/ESA Version 1 Release 4
» For OSA-2 Fiber Distributed Data Interface (FDDI)
— VSE/ESA Version 2 Release 4
e TCP/IP for VSE Version 1 Release 4
e ACF/VTAM for VSE/ESA Version 4 Release 2

7.6 TPF

The 2900 server is supported by TPF Version 4.1.

Support for OSA-Express Gigabit Ethernet, QDIO mode only is provided by TPF Version 4.1
with PUT 13 or higher and APAR J27333.

7.7 64-bit addressing OS considerations

2900 architecture modes

The z900 supports two architecture modes, ESA/390 or z/Architecture. Each architecture
mode supports addressing modes.

» ESA/390 supports 2 addressing modes:

— 24-bit, up to 16 MB
— 31-bit,upto 2 GB

» z/Architecture supports 3 addressing modes:
— 24-bit, up to 16 MB
— 31-bit,upto 2 GB
— 64-bit, upto 16 EB
The following bits are set in the PSW based on the architecture mode:
— PSW Bit 12 = 0 in z/Architecture mode
— PSWBIit 12 =1 in ESA/390 mode
ESA/390 addressing modes:

— PSW Bit 32 = 0 for 24-bit addressing mode
— PSW Bit 32 = 1 for 31-bit addressing mode
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z/Architecture Addressing modes:

— PSW Bit 31 & 32 = 00 for 24-bit addressing mode
— PSW Bit 31 & 32 = 01 for 31-bit addressing mode
— PSW Bit 31 & 32 = 11 for 64-bit addressing mode

z/Architecture mode supports both the Load PSW (LPSW) and Load Extended PSW
(LPSWE) instruction. Neither instruction changes the architecture mode. The LPSW and
LPSWE instruction operand format content rules apply.

The operating system issues instructions to set the required architecture mode at IPL time.
This depends on the OS level, the LOADxx member, and the. See 7.8, “Migration
considerations” on page 235.

The required architecture mode is specified in the LOADxx for OS/390 R10 with the ARCHLVL
keyword:

» ARCHLVL= 1 (instruction set ESA/390 mode)

» ARCHLVL= 2 (instruction set z/Architecture mode)

The z/Architecture mode is not selected from any hardware panel or screens. Once the
system has been IPLed, the architecture mode can be determined with the D IPLINFO

command from the operating system. See Figure 7-1 for the output of the command and note
the ARCHLVL.

d iplinfo

IEE2541 17.58.35 IPLINFO DISPLAY 786
SYSTEM IPLED AT 17.50.56 ON 07/13/2002
RELEASE z/0S 01.03.00 LICENSE = z/0S
USED LOADRZ IN SYSO.IPLPARM ON 3800
ARCHLVL = 2 MTLSHARE = N
IEASYM LIST = XX
IEASYS LIST = (R3,LM,50) (OP)

IODF DEVICE 3800

IPL DEVICE 377D VOLUME ZO3RD1

Figure 7-1 D IPLINFO command output
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Note: Starting with z/OS 1.2 APAR OW51521 enforces the selection of the proper
architecture level.

If you are running on a 9672 G5, G6, or Multiprise 3000, ARCHLVL=1 should be specified
or allowed to default. If ARCHLVL=2 is specified, you will receive the following message:

IEA3681 INVALID RECORD IN LOADxx. FIRST 17 BYTES ARE: 'ARCHLVL 2'

The system ignores the incorrect record and system initialization continues in ESA/390
mode.

If you are running on a z900 server, ARCHLVL=2 should be specified or allowed to default.
If ARCHLVL=1 is specified, you will receive the following message:

IEA3681 INVALID RECORD IN LOADxx. FIRST 17 BYTES ARE: 'ARCHLVL 1 '

The system ignores the incorrect record and system initialization continues in
z/Architecture mode.

IBM recommends that the ARCHLVL statement be removed from any LOADxx member
beginning with zZ/OS 1.1. The proper architecture level default will be selected at IPL time.

7.8 Migration considerations

7.8.1 Software and hardware requirements

Each operating system level provides support for a series of servers, as follows:

» 0S/390 V2R10 only supports 9672-Rn2 and later and z900
» z/OS supports 9672 G5/G6 server and z900
» z/VM supports any server VM/ESA supports and z900

These requirements should be considered when making a migration plan to the z900. To
review the latest status of the software requirements, obtain a current copy of the Preventive
Service Planning (PSP) Bucket (UPGRADE: 2064DEVICE) from IBM. This contains specific
software planning information, Authorized Program Analysis Reports (APARs) and Program
Temporary Fixes (PTFs) required for each level of support.

Changed/deleted hardware functions
The following functions are changed from the previous 9672 G5/G6 servers.

2900 version code
Every z900 server has the same version code, X‘00’. The STSI instruction must be used. If
the STORE CPUID instruction is issued, the version code returned will always be zero.

Removal of Asynchronous Data Mover Facility (ADMF)

ADMF is a H/W function. ADMF is used to transfer 4KB pages between central and expanded
storage asynchronously to the CPU by the SAP. The z/Architecture mode does not support
expanded storage on the z900 server. Support of ADMF has been removed.

DB2 does not allow the use of Hiperpools unless the ADMF is installed; this requirement is
changed via APAR PQ38174. We recommend testing DB2 without ADMF before migrating to
the z900 server.
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Removal of Integrated Coupling Migration Facility (ICMF)

ICMF was introduced on 9672 models. It was used to define a CF in an LP with simulated CF
links on a single CPC. On z900 servers Internal Coupling Channels should be used instead of
ICMF.

LPAR storage granularity considerations
LPAR storage granularity is the same as in the 9672 G5/G6 except when greater than 32 GB.
The granularity above 32 GB is 128 MB.

This can affect Reconfigurable Storage Units (RSUs), so installations using Dynamic Storage
Reconfiguration (DSR) should check the RSU= parameter in the IEASYSxx PARMLIB member.
See 2.5.4, “LPAR storage granularity” on page 55 for more details.

128-bit Program Status Word (PSW)

The PSW has been changed to incorporate the necessary fields and field lengths to allow for
z/Architecture changes. In general, the PSW is used to control instruction sequencing and to
hold and indicate much of the status of the CPU in relation to the program currently being
executed.

Operationally, concern about the contents of the PSW is most often limited to diagnosing
problems that appear as a hardware message on the HVIC.

IOCP changes

IYP IOCP, is necessary to provide the support for the zZ900 server configuration definition. The
version of IYPIOCP is Version 1 Release 1.1.

z/0S and 0S/390 migration path

The ease of migration to the z900 - z/OS - 64-bit environment is dependent on the current
servers and operating system level. Also, IBM has announced the z/OS Bimodal Migration
Accommodation software to assist customers in migrating from OS/390 to z/OS. This
addresses customer requests to have a "fall-back" option to 31-bit mode when first migrating
to z/OS in 64-bit mode on a z/Architecture server.

The z/OS Bimodal Migration Accommodation software is intended to provide fallback support
to 31-bit mode in the event that it is required during migration to z/OS in z/Architecture mode
(64-bit). This software is available for six months for each z/OS license (5694-A01) starting
from the registration of a z/OS license to a z/Architecture server. It only applies to z/OS
Version 1 Releases 2, 3, and 4, and is being provided at no additional charge.

Figure 7-2 shows an typical migration paths to the z900 - z/OS - 64-bit real (z/Architecture)
mode. It assumes that the current server is a G5/G6 that supports z/OS V1R1.

IBM eServer zSeries 900 Technical Guide



G5/G6

G5/G6

A
G5/G6
0S/390 0S/390
R8 - R9 R8 - R9
31 bit 31 bit

2900

z/0S

64 bit (*)

(*) The z/OS Bimodal Migration Accommodation software provides fallback support to 31-bit mode in the event that it is required during

migration to z/OS in z/Architecture mode (64-bit). It applies to z/OS Version 1 Releases 2, 3, and 4

Figure 7-2 One-step-at-a-time migration

For additional details on migration see the following link:

http://www.ibm.com/servers/eserver/zseries/migration.html
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z/VM and VM/ESA migration path
Figure 7-3 shows two typical migration paths to the z900 - z/VM - 64-bit real (z/architecture
mode).

Current z/VM  peec=- @ EreY z/VM
@ M (32-bit) 64-bit
2900 2900 2900
Current
VM

Current @ @

Processor

z/VM

(32-bit)

Current

Processor
- Software level upgrade
_— Hardware upgrade to z900

........... - Architecture level upgrade to 64-bit

Figure 7-3 One-step-at-a-time migration path examples for VM

The difference between the two paths is whether to start the H/W upgrade or S/W upgrade
first.

» Path#1:a->b ->c, is the preferred path if the current VM operating system level supports
the z900 server.

» Path #2: d-> e -> ¢, is the preferred path if the current VM level operating system level
does not support the z900 server.

You can assign both Central Storage (CS) and Expanded Storage (ES) on z/VM 64-bit
addressing mode so that guest operating systems can use ES.

7.8.2 Considerations after concurrent upgrades

238

Using CUoD, CIU or CBU, you can concurrently upgrade your z900 from one model to
another, either temporarily or permanently. We need to consider the effect on the software
running on a z900 when performing a CUoD, CIU, or CBU upgrade on a z900 processor.

Enabling and using the additional processor capacity should be transparent to all
applications. There is, however, a small class of applications that obtains the processor
model-related information, for example, software monitors and those applications that use the
processor model information as a means of verifying the processor's capacity.

There are two instructions used to obtain the processor model information:

» STIDP: Store CPU ID instruction

STIDP instruction provides a 1-byte hexadecimal version code, which is x'00"' on any
2900 server. The STIDP instruction also provides information on the processor type
(2064), serial number, and model.

IBM eServer zSeries 900 Technical Guide



» STSI: Store System Information instruction

The STSI instruction returns the processor model as a 16-byte character field rather than
the 1-byte hexadecimal version code field returned by the STIDP instruction. It also
returns the same processor type and serial number information that is returned by the
STIDP instruction.

The STSI instruction always returns the latest processor model information, including
information about the new processor model after a dynamic model upgrade has occurred.
This is the key to the functioning of CUoD, CIU and CBU.

After a concurrent upgrade, the channel CPC Node-Descriptor (NED) information is not
updated until after a processor POR.

Additional planning is required in a multisystem environment with CTCs linking different
processors. NED information, which includes serial number, machine type, and model, is
exchanged between systems on the CTC link. As a way to prevent cabling errors, CTCs will
go into a “boxed” state if the NED information changes without having taken the proper
actions. Boxed CTCs may impact XCF, VTAM, IMS, and other vendor products.

Dealing with boxed CTCs in a multisystem environment is not new: it occurs during the POR
after traditional disruptive upgrades. However, in the case of a concurrent upgrade, the
node-descriptor information (model number) will not change until the next POR, which may be
months after the actual upgrade. At that time, the customer needs to be prepared to deal with
the boxed CTCs. It is important to consider and prepare for the case where, during an
unplanned POR of the upgraded process, the CTCs become boxed.

The boxing of CTCs can be avoided if, during the concurrent upgrade, the CTC links between
systems are deallocated and then varied off-line. However, if redundant links are not
available, this may be counter to the nondisruptive nature of the upgrade.

The alternative is to be prepared for the boxed CTCs to occur during the next POR of the
upgraded system. In most cases, using the UNCOND option of the VARY ONLINE command
will un-box the CTCs in a nondisruptive manner. The implications of boxed CTCs, particularly
on vendor products, should be investigated and understood during the Plan-Ahead process
prior to a concurrent upgrade.

7.9 Workload License Charges

Workload License Charges (WLC) is a software license charge type introduced with the
z/Architecture.

WLC requires zSeries server(s) running z/OS operating system(s) in 64-bit mode. All

MV S-type operating system images running in the zSeries server must be z/OS. Any mix of
z/08S, z/VM, Linux, VM/ESA, VSE/ESA and TPF images is allowed, but no OS/390 image can
exist.

There are two types of WLC licenses:

» Flat WLC (FWLC) - Software products licensed under FWLC are charged per copy basis,
one copy for each zSeries server, independently of the server’s capacity (MSUSs).

» Variable WLC (VWLC) - VWLC software products can be charged in two different ways:

— Full-capacity. The server’s total number of MSUs is used for charging. Full-capacity is
applicable when the server is in Basic mode or when not eligible for Sub-capacity.

— Sub-capacity. Software charges are based on the logical partition’s utilization where
the product is running.

Chapter 7. Software support 239



240

WLC sub-capacity allows software charges based on logical partitions utilizations instead of
the server’s total number of MSUs. Sub-capacity removes the dependency between software
charges and server (hardware) installed capacity.

Sub-capacity is based on the logical partition’s rolling 4-hour average utilization. It is not
based on the utilization of each product, but on the utilization of the logical partition or
partitions where it runs. The VWLC licensed products running on a logical partition will be
charged by the maximum value of this partition’s rolling 4-hour average utilization within a
month.

The logical partitions’ rolling 4-hour average utilization can be limited by a “Defined Capacity
definition on the partitions’ image profiles. This activates the “Soft Capping” function of the
PR/SM, avoiding 4-hour average partition utilizations above the defined capacity value. Soft
capping controls the maximum rolling 4-hour average utilization (the “last” 4-hour average
value at every 5 minutes interval), but does not control the maximum “instantaneous” partition
utilization. Even using the soft capping option, the partition’s utilization can reach up to its
maximum, based on the number of logical processors and weights, as usual. Only the rolling
4-hour average utilization is tracked, allowing utilization peaks above the defined capacity
value.

As in the Parallel Sysplex License Charges (PSLC) software license charge type, the
aggregation of servers’ capacities within a same Parallel Sysplex is also possible in WLC,
following the same pre-requisites.

For further information about WLC and details how to combine logical partitions’ utilizations
see z/OS Planning for Workload License Charges, SA22-7506.
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Reliability, availability, and
serviceability functions

This appendix gives an overview of the z900 functions for reliability, availability, and
serviceability (RAS). Mainframes have always been acknowledged as the leaders for RAS.
This appendix covers the following items:

» “RAS concepts” on page 242

» “RAS functions of the processor” on page 243
» “RAS functions of the memory” on page 247
» “RAS functions of the I/O” on page 249

» “Other RAS enhancements” on page 250
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A.1 RAS concepts
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How to avoid errors

Error prevention is accomplished by ensuring a high-quality zZ900 product design, using
reliable components in the product, and implementing an effective manufacturing test
process. The z900 is built using only high-reliability components.

Error prevention is the effort to reduce or eliminate completely the number of errors and
defects that could occur in the field. This effort begins while the server is still in the concept
stage and continues through the design, development, and manufacturing phases. This is a
critical step because:

» It reduces the number of high-severity server-impact events.

» It reduces the complexity of recovery design and the number of recovery events that must
be handled.

» It reduces the need for service intervention and parts replacement.

How to detect errors and protect data integrity

Error detection is fundamental to ensuring the integrity of data. Errors must be detected at the
time of failure, contained, and isolated to the smallest possible entity to make recovery
reasonable and to enable accurate field-replaceable unit (FRU) isolation. The z900 has
built-in self-checking to ensure that the hardware is continually being monitored so that when
an error occurs, it is detected and corrected at its source.

All error-detection mechanisms use redundancy to make errors visible. The particular method
is chosen on the basis of its capabilities and the needs of the function to be protected. For
example:

» Dual execution with compare for processor units (PUs)
» Parity for data and control paths and for arrays (such as L1 cache)

» Error Checking and Correction (ECC) for most arrays (such as L2 cache and main
memory), and for buses (such as the server memory bus)

» Cyclic Redundancy Codes (CRCs) for Licensed Internal Code (LIC)
These methods are designed for instantaneous error detection to ensure data integrity and

support error recovery. Full instantaneous error detection in the data flow and control flow
protects the ongoing operation.

How to recover transient errors

The z900 servers deliver an exceptional error recovery design. Innovative as well as
established fault-tolerant design methods are employed to minimize the impact of errors on
the customer’s applications and the server’s performance. The z900 is built to eliminate single
points of failure.

The major fault-tolerant design functions in z900 are in the area of element sparing. For
example, these functions include:

» “Transparent CP, ICF, IFL and SAP sparing” on page 243

» “L1 and L2 cache line sparing” on page 247

» “Dynamic memory chip sparing” on page 248

» “ESCON channel transparent sparing” on page 249

» “Automatic Support Element switchover” on page 250
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How to repair permanent errors: concurrent repair/maintenance

The z900 provides the capability to make many changes to the platform nondisruptively. For
example, you can do the following while the system is in production:

» Replace hardware components
» Install microcode fixes

» Make software fixes to your systems

The design of z900 includes concurrent repair of the hardware and microcode. This enables
faulty hardware or microcode to be replaced while the server is up and running. There is no
customer involvement, other than approval for the action, and no impact on running
applications. Field data shows that more than 80% of the repairs are performed concurrently.

Hardware components
The concurrently maintainable hardware on z900 is:

— Cryptographic Co-Processors

— External Timer Reference (ETR)/Oscillator ports

— All channels

— Hardware Management Consoles

— Support Elements with the auto switchover function

— Power supplies, cooling units, AC inputs, internal batteries

Licensed Internal Code
The z900 servers can be maintained at the latest LIC level to provide you with the most
current set of problem corrections and the newest functions. Most LIC repairs are
designed for concurrent installation and activation.

Note:

1. Not all parts can be repaired concurrently (while the system is powered on). For
example, a MultiChip Module (MCM), memory chips, CAP/STI cards, I/O cages, Fast
Internal Bus Buffer (FIBB) cards, and Channel Driver (CHA) cards are not
hot-pluggable.

2. Major LIC releases (drivers) that contain not only the latest corrections but new function
as well, require new activation.

3. Partial Restart: The system may be powered off and re-activated via an operator
command with one PU cluster, half memory, or partial I/0. Planning of proper fencing is
necessary to remove failed components concurrently from the configuration.

A.2 RAS functions of the processor

Transparent CP, ICF, IFL and SAP sparing
The z900 servers have implemented full transparent sparing for PUs. This function enables
the hardware to activate a spare PU to replace a failed PU with no involvement from the

operating system or the customer, while preserving the application that was running at the
time of the error.

Transparent CP/ICF/IFL sparing

For all 2900 servers, CP/ICF/IFL sparing is transparent in all modes of operation and requires
no operator intervention to invoke a new CP/ICF/IFL. The Coupling Facility Model 100 also
supports sparing for all ICF features.
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This feature enables you to bring a spare PU online with the same CP number and without
operator intervention.

Example of the transparent CP sparing
Figure A-1 shows PUO3 (CP04) failed, CP04 is recovered on spare PUOE, PUQE is assigned
to CP04, and PUO3 is no longer available.

CP Sparing Flow
PUOO | | PUO1 | | PUO2 [fTPU PUO4 | | PUO5S 2. Error Detection
= 3. Spare PUOE assigned
as CP04
CEO CEf 4. Error Recovery: restart
= application on PUOE
CPOO | |Spare| | CPO3 | | CPO5 | | Spare| [XSAP
PUOA| (PUOB | |PUOC| |PUOD| | PUOE | [PUOF
a N
Crypto Element
Spare | [CPO1 | [ CP02 SAP Chyy .
PU0O | |PUO1 | | PUO2 PUO5 Assigned CP
i Assigned (X)SAP
CEO CEf
o Spare PU
CP0O0 | | Spare| | CPO3 XSAP M )
PUOA| | PU0B| [PUOC PUOF| Failed PU

Figure A-1 Example of transparent CP sparing: z900 Model 107 CP failure

Dynamic SAP sparing/reassignment

Dynamic recovery is provided for failure of the System Assist Processor (SAP). If a SAP fails
and a spare PU is available, the spare PU will be dynamically activated as a new SAP in most
cases. In case there is no spare PU and a master SAP fails, an active CP will be reassigned
as a SAP.

The flow of error detection and recovery

If a CP error is detected, the operation will be retried. If it continues to fail, the CP will be
checkstopped, and the z900 instruction environment will be saved. If a spare PU is available,
the spare will get the CP number of the failed one and be taken online. The instruction
environment will be restored on the new CP. Processing continues without operator
intervention. This flow is shown in Figure A-2.
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G PUOE
2900 Hardware Actions A
PUO3
Error | PUO3 (CP04) .
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Application Preservation b .
Save the CP's 2900 RIS
Error . . . Application
Correction instruction environment o
Check Point
Retry PUOE (CP04)
Sparing
Configure Online
cpP Restore 2900 Environment Recovery
Check Stop || Dispatch Processor
Log Out
h

Figure A-2 The flow of error detection and recovery

Error detection: Dual execution with compare
The PU consists of two completely duplicated Instruction/Execution (I/E) units, a Level 1 (L1)
cache, and a register unit (R-unit) (see Figure A-3).

7900 PU

R unit
Comparator

I/E Unit -A

L2 Cache

I/E Unit -B

| Unit: component to fetch and decode instructions
E Unit: instruction-execution element Retry!
R Unit: ECC-protected

Figure A-3 Dual execution with Compare

The R-unit contains the compare circuitry and the ECC-protected checkpoint arrays
containing all of the critical architectural facilities, including register contents and instruction
addresses. At the completion of every instruction, the results produced by both I/E units are
compared and, if equal, the results of the instruction are checkpointed for recovery in case the
next instruction fails.
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If the results differ, an error trigger is set and instruction-retry recovery is attempted.

Error recovery: Enhanced Application Preservation
The application that was running on the failed CP will be preserved and will continue
processing on a new CP with no customer intervention required.

Application Preservation was introduced on the 9672 G4 servers and was enhanced on the
G5/G6 models to provide more comprehensive application recovery. Application Preservation
captures the machine state in the event of a CP failure and, in most cases, switches
processing to a spare PU or another active CP without customer intervention. The z900
uniprocessor models recover work due to a CP failure, in most cases, on a spare PU using
Application Preservation. This capability helps eliminate unplanned outages, eliminates
customer intervention in the recovery process, and preserves the customer's application
processing environment.

All 2900 models will attempt to recover an application that was running on a failed CP on
another active CP, in case there is no spare PU.

Cryptographic coprocessors

The CMOS Cryptographic Coprocessor Facility (CCF) is implemented in CMOS technology
on a single chip providing more capability than any previous cryptographic offering.
Depending on the system model, there may be one or two coprocessor chips in operation.
There are two Cryptographic Coprocessor Elements available on the z900 general purpose
models. Models 101, 1C1 and 2C1, however, use only one cryptographic coprocessor.

The PCI Cryptographic Coprocessor (PCICC) and PCI Cryptographic Accelerator (PCICA)
features coexist with and augment CCF functions. ICSF for z/OS transparently routes
application requests for cryptographic services to one of the integrated cryptographic
engines, either a CCF or a PCICC/PCICA, depending on performance or requested crypto
function.

Recovery of a cryptographic coprocessor element that reports errors is done by the operating
system. This means that in the case of a failure, the operating system reschedules and
dispatches the failed instruction on the other cryptographic coprocessor element.

Error prevention

The CMOS cryptographic coprocessors are physically secure. They provide a
tamper-sensing and tamper-responding environment fitting the needs of sensitive
applications. Upon detection of physical attack, including penetration, radiation, voltage,
excessive cold or heat, the device is “zeroized” and the sensitive information erased.

Twin-tailed paths

Each cryptographic coprocessor in the 2900 features a primary path to a PU and an alternate
path to a second PU. Only one path is active at a given time. The two PUs associated with the
alternate path from the cryptographic coprocessor are the last to be configured as CPs,
SAPs, ICFs, or IFLs. This increases the likelihood that these PUs will be available as spares.
Normally, each cryptographic coprocessor is configured to the primary CP. In case the
primary CP fails, the spare PU with the alternate path replaces the primary CP transparently,
maintaining the cryptographic coprocessor function.

Note: If the primary CP is not available at IML, the cryptographic element is configured with
its associated alternate PU.

Concurrent operation for CCFs
For the 9672 G5/G6 servers, crypto coprocessors were on the MCM. For the z900 servers,
they are packaged on the SCMs so that they can be replaced or upgraded without disruption.
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A.3 RAS functions of the memory

Memory hierarchy fault tolerance

The design objective of the memory hierarchy is to continue uninterrupted operation when
data errors occur. An overview of the z900 memory hierarchy, “binodal cache architecture”, is
shown in Figure A-4.

L1 [ L1 | Lt || Lt ||t Memory

/ Card

1/0
L1 L1 L1 L1 L1 /
: Memory
\: Card
L2 cache
1/0
L1 L1 L1 L1 L1 Memory
~ W A / Card
L1t (L [ v B \
: Memory
\\: Card
L2 chace

~ -

Level 1 cache: 512KB/PU| |Level 2 cache: 8MB/16MB x 2| Memory: up to 64GB
v Parity protected v SEC/DED ECC v SEC/DED ECC
v Store_th rough to L2 -SEC/DEIE): Single-Error-Correct/Double-Error-Detect One bit per Chip
Store buffer with ECC on PU v Line/directory delete v Background scrubbing
v Line delete/sparing v Line sparing v Dynamic chip sparing

Figure A-4 z900 memory hierarchy fault tolerance

The failure model predicts a predominance of transient failures, so all levels of the hierarchy
must transparently recover from them. Additional fault tolerance provides recovery from many
permanent failures. Data redundancy is provided by two primary means, store-through
(write-through) cache design and error-correcting codes (ECCs). This binodal cache design
contains several innovations in unparalleled fault tolerance and recovery capabilities with
sustained high performance.

L1 and L2 cache line sparing

Parity

L1 is the store-through microprocessor cache. Pending instruction results are maintained
both in L1 and in an ECC-protected store buffer. When instruction execution completes,
updated results are immediately stored into L2.

Because L1 data is always replicated, byte parity is adequate for protection.

Error-correcting codes (ECCs)

Error correction is applied to arrays, such as store-in caches (L2) and z900 main storage,
which contain persistent data. Error correction is also applied to data buses and
command/status buses used for system-related operations. Correction of a single-line failure
is required to continue operation until a deferred repair can be performed. ECC with
single-error correction (SEC) and double-error detection (DED) capability is used.

Appendix A. Reliability, availability, and serviceability functions 247



248

L1/L2 cache line delete and relocation

The z900 servers implement a cache-line relocation mechanism to self-repair the cache by
using a spare cache line to replace the one containing the failure. Without this capability, the
built-in logic and array self-test, which is executed when the servers are powered on, would
detect the single-bit failure in the cache array and mark the whole cache data chip as faulty,
causing degradation of the server to half of the cache size.

Simply put, if a parity error or ECC error occurs, the failure is retried. If the problem is
permanent, the cache line is deleted.

For a permanent failure, depending on the scope, a cache-line or quarter-cache delete is
performed dynamically. A deleted line may be restored with a spare line at the next power-on.
Also, if a CPU experiences a permanent failure, all of its changed data is accessible to other
CPUs because L2 is shared and L1 is store-through.

Permanent faults in L2 that might result in an uncorrectable data error can be avoided by
using a cache-delete capability. Faulty locations either in the data array or in the address
directory can be dynamically marked as invalid, and the system continues operating with a
very slightly smaller L2. In addition, a spare line can be substituted for a failed one. Spare
lines are commonly designed on array chips for use by chip manufacturers to increase yield.

Dynamic memory chip sparing

The memory structure design also makes it possible to correct a single memory chip failure.
2900 performs ECC, background scrubbing, and dynamic sparing of memory chip storage.
This built-in function is done in the background and keeps memory running reliably and
efficiently.

Memory scrubbing

The z900 servers avoid the accumulation of soft errors in seldom-accessed storage by
continuously “scrubbing” the complete storage to correct single-bit errors. Scrubbing uses the
error syndrome to count the errors in each DRAM module. When the count of errors exceeds
a specified threshold, based on the DRAM technology, a spare DRAM module is activated.
Exceeding the threshold indicates that the module may contain multiple cell failures, a bit-line
failure, or a total module failure.

Dynamic memory chip sparing

DRAM sparing copies the contents of the faulty module into the spare module. Any store
operation stores the data bit into both DRAMs. When copying is completed successfully, the
faulty module is replaced by the spare module. The replacement cannot be done when any
checking block affected by the faulty module indicates an uncorrectable error, because the
error syndrome cannot be used to locate the faulty bits. The error counts of all DRAM
modules are accumulated and logged to be transmitted to IBM with the next service data
upload.

Each z900 memory card is shipped with four spare DRAMSs. The probability that a memory
card will have to be replaced because of DRAM failures during the lifetime of the server is
extremely low.

Partial memory restart

In the event of a memory card failure, the system can be restarted with half of the original
memory. Processing can be resumed (after the restart) with half the memory until a
replacement memory card is installed.
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Enhanced Dynamic Storage Reconfiguration

Dynamic Storage Reconfiguration (DSR) on z900 servers allows a System Control Program
(SCP) running in a partition to add its reserved storage to its configuration, if any unused
storage exists. With DSR, the unused storage does not have to be continuous. When the SCP
running in a partition requests an assignment of a storage increment to its configuration,
LPAR checks for any free storage and brings it online dynamically.

A.4 RAS functions of the I/O

ESCON channel transparent sparing

The last ESCON port on the card is dedicated to be a spare port. In case a “LIC-CC enabled”
ESCON port in the card fails, the spare port can be used to replace it. If the spare port is
already in use and if a second “LIC-CC enabled” port fails, then the lowest “LIC-CC protected”
port can be used to replace it.

Channel sparing is not performed across channel cards (i.e., a failing ESCON port cannot be
spared with another port on a different ESCON card).

See 3.3, “ESCON channel” on page 88 for more details on LIC-CC enabling and channel
sparing.

Dynamic Channel-path Management

Dynamic Channel-path Management (DCM) is a new function to allow operating systems to
move CHPIDs from one Control Unit (CU) to another without customer intervention.

Whenever DCM investigates adding or removing a path to a Logical Control Unit (LCU), it
tries to select the path with the best availability characteristics that will deliver the required
performance. It does this by comparing the points of failure of all potential paths with the
points of failure of all existing paths to that LCU.

See 5.5.3, “Dynamic Channel Path Management” on page 197 for more details.

Nondisruptive replacement of 1/0

License Internal Code (LIC) enables z900 servers to remove traditional I/O cards (Parallel,
ESCON, and OSA-2) and replace them with higher bandwidth 1/0 cards (FICON and
OSA-Express) in a nondisruptive manner. An Initial Machine Load (IML) or a re-Initial
Program Load (IPL) is not required when replacing Parallel or ESCON channels. Installations
at or near the 256 CHPID limit will find this capability a valuable enabler to maximize their
configurations when adding higher bandwidth connections.

This enhancement does not extend to CHA cards and FIBB cards.

Partial I/O restart

In a system configured for maximum availability, an alternate path maintains access to critical
I/0. If an MBA fails, the system can be restarted to run with the 1/0 associated with the failed
MBA de-configured. The system can run partially degraded until the failing part is replaced to
restore full capacity.
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Automatic Support Element switchover

Every z900 server includes a standard second Support Element (SE) that serves as a backup
for the primary SE. The alternate SE is a mirrored copy of the primary SE. Its function is
continuously checked. In case of a malfunction of the primary SE, the system automatically
attempts a switchover to the alternate SE.

See Appendix B, “Hardware Management Console and Support Element” on page 251 for
more details.

Power Service and Control Network (PSCN)

The z900 Support Elements communicate with each other and control the CPC through two
independent, redundant internal Ethernet LANs. This network is the PSCN.

See Appendix B, “Hardware Management Console and Support Element” on page 251 for
more details on SE communication and power control design.

Clustering solution - Parallel Sysplex

The Parallel Sysplex technology is a highly advanced commercial processing clustered
system. It supports high-performance, multisystem read/write data sharing, enabling the
aggregate capacity of multiple systems to be applied against common workloads. This, in
turn, facilitates dynamic workload balancing, helping to maximize overall system throughput
and providing consistent application response times.

Further, through data sharing and dynamic workload balancing, continuous availability and
continuous operations characteristics are significantly improved for the clustered system,
because servers can be dynamically removed or added to the cluster in a nondisruptive
manner.
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Hardware Management Console
and Support Element

This appendix describes the features of the zSeries Hardware Management Console and
z900 Support Element.

There is also a discussion of some of the connectivity options available for customers to
remotely manage their zSeries data center environment through a Corporate Enterprise LAN
or Web connection, using either Hardware Management Consoles or Web-based client
terminals.

For further information, see the following manuals:

» Hardware Management Console Operations Guide, SC28-6815

» Support Element Operations Guide, SC28-6818

These manuals are available on the IBM Resource Link web site:

http://www.ibm.com/servers/resourcelink
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B.1 Hardware Management Console (HMC)
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The HMC is used to manage multiple systems via a customer’s Local Area Network (LAN).
The recommendation is that the LAN be a private LAN and that physical and routing access
to the LAN be planned and controlled by the customer.

HMCs supporting the z900 server can also be used to manage previous generation S/390
processors such as 2003, 9672, 9674 and Multiprise 3000 (7060), as well as some 9037
Sysplex Timer and 9032 ESCON director models. Limited function is also provided for the
IBM Fiber Saver (2029) Dense Wave Division Multiplexer.

One HMC can control up to 100 servers.

To support the z900 servers, HMICs must be at driver 3G or higher. Driver 3G corresponds to
Licensed Internal Code (LIC) version 1.7.3.

HMC feature codes

HMCs shipped with the 2900 servers are feature code (FC) 0061 or FC 0073. There are
optional FCs to support the customers’ communication requirements. Existing FC 0061
HMCs can be upgraded with a DVD-RAM Kit FC 0047 to support the z900 server (see
Table B-1).

Pre-FC 0061 HMC models cannot be upgraded and cannot be used to control the z900
server.

Table B-1 HMC feature codes

Daughter feature | Description 0061 0073 0074
Default Default (Optional) | Default (Optional)
(Optional)

0023 Token Ring Card | 1 (1) 1(1) 1(1)

0024 Ethernet Card n/a (see note 2) 1(1) 1(1)

0026 3270 Card 1(0-1) n/a n/a

0036 (see note 1) | 3270 PCI Card n/a 0(0-1) n/a

0038 (see note 1) | WAC Card 1(0-1) 0(0-1) n/a

0047 DVD 1(1) 1 1

Note 1: FC 0036 and 0038 are mutually exclusive.
Note 2: FC 0061 HMC has a built-in Ethernet adapter.

HMC hardware changes

A DVD drive with a capacity of 4.7 GB provides all the functions of the CD-ROM drive and the
R/W Optical drive installed in previous HMC models. The z900 HMC does not have a
CD-ROM drive or R/W Optical drive installed. The DVD drive is used to:

» Back up HMC and SE data.

Copy and archive security logs.

Off-load Retain data to DVD-RAM.

Upgrade or restore licensed internal code on HMC and SE hard disks.

»
»
»
» Load system software or utility programs.
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B.2 Support Elements

The HMC is used to control and monitor the z900 server via the Support Elements. The SEs
are used to manipulate the z900 server, store configuration information, load Licensed
Internal Code, and to monitor and control the operating state of the z900 server hardware.

A z900 server can be controlled by up to 32 different HMCs.

Two ThinkPad SEs are mounted in the front of frame A. One ThinkPad acts as the primary
(active) SE and the other acts as an alternate (spare).

The primary SE (see “Primary support element” on page 253) is used for all interactions with
the z900 server by any of the following methods:

» Using any of the Hardware Management Console tasks to start a specific function on the
selected CPC.

» Starting a Single Object Operation task from any of the Hardware Management Consoles
that have this CPC defined.

» Logging on to the primary SE built into the z900 server.

The Alternate SE (see “Alternate SE” on page 255) has a special workplace with limited tasks
available. The alternate SE workplace is only used by IBM service personnel.

Both SEs are connected to the Central Processor Complex (CPC) via the Power Service and
Control Network (PSCN), detailed in “Support elements to CPC interface” on page 258.

For certain SE errors an automatic switch-over is made to assign the formerly alternate SE as
the primary.

Automatic mirroring copies critical configuration and log files from the primary SE to the
alternate SE twice a day. Mirroring is also available as a manual task.

SE feature codes
» Two LAN adapters per SE are available for a customer LAN connection.

» The default configuration consists of one Token Ring adapter and one Ethernet adapter.
» A Multistation Access Unit (MAU) is provided when a Token Ring adapter is ordered.
» An Ethernet Hub is only provided if no Token Ring adapter is ordered.

Table B-2 SE feature codes

Feature code Description Default (Optional) Comment
0083 Support Element 2 (n/a) 2 per system
0063 Ethernet adapter 2(2-4) 1 or 2 per SE
0062 Token Ring adapter 2(0-2) O or 1 per SE
Total of Token Ring and Ethernet adapters cannot exceed two per SE.

Primary support element

The primary SE is used for all user interactions with the z900 server by any of the following
methods:

» Using any of the Hardware Management Console tasks to start a specific function on the
selected CPC.
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» Starting a Single Object Operation task from any of the Hardware Management Consoles
that have this CPC defined.

» Logging on to the primary SE built into the z900 server.

The z900 server primary SE workplace has the familiar look of previous S/390 servers (see
Figure B-1), but has been improved with several new tasks implemented for the z900 server.

One of the new tasks is the Alternate Support Element task described in more detail in
“Alternate SE tasks” on page 256.

Some of the other new tasks are summarized in B.5, “HMC and SE functions” on page 270.

Primary CPC Details and primary SE-to-alternate SE communication status can be displayed
by selecting the CPC icon in the CPC Work Area (see Figure B-2 on page 255).

WE| P0051516: Primary Support Element Workplace (Yersion 1.7.0)

Hardware
Messages.

[m]m]m]
Groups
Operating :
System Messages

= =

Change
"Intern.al Code

System

Information
- CPC Work Area

El

Force Channel
Internal Code
Change

__Authorize_ Internal__ -
- Code Changes

Authorize
Concurrent Internal
- Code Change '

g e ey Q@ )

= = Alternate .
== Support Element

Figure B-1 Primary SE Workplace example
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Figure B-2 Primary SE details

Alternate SE

The alternate SE has a special workplace with a different wallpaper and limited tasks

available, as shown in Figure B-3. The alternate SE workplace is only used by IBM service

personnel.

Alternate SE Details and primary SE-to-alternate SE communication status can be displayed

by selecting the Alternate icon in the CPC Work Area (see Figure B-4 on page 256).

Y| ALTSE: Alternate Support Element Workplace (Yersion 1.7.0)

ﬂ Hardware

7| Messages
System
Information

5|§E Alternate
El“1E Support Element

Q Help

CPC Work Area

58

Alternate

Figure B-3 .Alternate SE Workplace
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Figure B-4 Alternate SE details

Alternate SE tasks

The following three new tasks, described in detail in the next sections, deal with the primary
and alternate SEs. Most of these tasks (see Figure B-5) are available on the HMC, the
primary SE, and the alternate SE:

» Mirror the Primary SE data to the Alternate SE
» Switch the Primary SE and the Alternate SE

» Query switch capabilities

O} Alternate Support Element =

Select one of the following actions:

(o Mirror the Primary Support Element data to the Alternate Support Eleme
(2 Switch the Primary Support Element and the Alternate Support Element
(_ Query Switch capabilities

Figure B-5 Alternate SE tasks

Mirror the Primary SE data to the Alternate SE
Automatic mirroring copies the critical configuration and log files from the primary SE to the
alternate SE twice per day at pre-set intervals.

The task “Mirror the Primary Support Element data to the Alternate Support Element” can be
manually invoked to ensure any configuration updates made on the primary SE are copied
immediately to the alternate SE. Typical usage of this task would be to immediately mirror
data after the following:

» Changes to profiles have been made
» A new IOCDS has been written

This task is not available from the Alternate SE workplace.
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Switch the Primary SE and the Alternate SE
A manual switch-over should only be initiated under the guidance of the IBM Support Center.

Provided Automatic SE Switch-over is enabled on the Enable Support Element Console
Services screen (see Figure B-6), the system will automatically attempt a switch-over for any

of the following conditions:
» The primary SE has a serious hardware problem.

» The primary SE detects a loss of communication with the z900 server through its PSCN
network (see “Support elements to CPC interface” on page 258).

» The alternate SE detects a loss of communications to the primary SE over both the
service network and the customer’s LAN.

Some conditions will prevent the switch-over from taking place, for example:

» A mirroring task is in progress

» A Licensed Internal Code update is in progress

» A hard disk restore is in progress

=l=! Enable Support Element Console Services Z B[
~Exclusive control ——— (Netfinitg— —
(_Enabled (o DisabledJ () Enabled ‘e Disabled

—

—Automatic SE Switchover —— ™\ |—Capacitg BackUp
(e Enabled i Disabled (_ Enabled () Disabled

S~ - 12

Figure B-6 Enable SE Console Services

Query switch capabilities
This task provides a quick check of the communication path between the SEs, the status of

the automatic switch task, and the SE status.

This task can be used before attempting a manual switch to the alternate SE or to check the
status of the automatic switch task. See examples in Figure B-7, Figure B-8 and Figure B-9.

Switch Capabilities

User Interface Switch: Enabled

User Interface Switch Concurrency: Concurrent

Automatic Switch: Enabled

Figure B-7 Switch capabilities, switchover possible
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i} 5witch Capabilities

User Interface Switch: Enabled
User Interface Switch Concurrency: Concurrent

Automatic Switch: Disabled (due to the following)
—-- User configuration has Automatic Switch disabled.

v

Figure B-8 Switch capabilities, automatic switchover not possible

Oi} 5witch Capabilities ol [

User Interface Switch: Disabled (due to the following)
—-— Primary Support Element state information was not succesfully
received at Alternate Support Element.

User Interface Switch Concurrency: Hot Applicable (Disabled)

Automatic Switch: Disabled {due to the following)
—-— Primary Support Element state information was not succesfully
/received at Alternate Support Element.
—-— Alternate Support Element has CPC Status Check.
—-— Alternate Support Element Licensed Internal Code is different
than that of the Primary Support Element.
-- User configuration has Automatic Switch disabled.

Figure B-9 Switch capabilities, automatic and manual switchover not possible

Support elements to CPC interface

In previous S/390 and zSeries servers (G6 and earlier servers), the SEs communicated with
the CPC using a single connection from the SE’s parallel port to the CPC’s UPC card.

This has been completely changed for the 2900 servers. For enhanced reliability the z900
server SEs communicate with the CPC and with each other through two independent,
redundant internal Ethernet networks known as the Power Service and Control Network
(PSCN).

Each SE communicates with the CPC through its own, independent PSCN for redundant logic
and power control. The PSCN is also the main path used for primary SEs to alternate SE
communication. The customer LAN, which also has the HMCs connected, serves as a
backup path for SE-to-SE communication.

The 2900 internal Ethernet LANs (PSCN) have no connection to the customer LANs and do
not use either of the two LAN adapters available to the customer in each SE.

Figure B-10 on page 259 shows an overview of the PSCN.
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Figure B-10 SE to Power Service and Control Network: High level overview

B.3 HMC to SE connectivity

A local Hardware Management Console must be connected to the Support Elements using a
LAN. The z900 servers provide both Token Ring and Ethernet options for HMC and SE LAN
connections.

Each SE can be connected to HMCs via two different customer LANS.

Local HMC to SE communication for the z900 server requires NetBios and either SNA or
TCP/IP protocols for communication with the SEs. At least one local HMC supporting this
requirement must be connected to the SEs in each z900 server. The NetBios protocol is
required for auto-discovery of SEs and to maintain and service the z900 server.

We recommend that you have at least two HMCs per installation site, one in the same room
as the z900 server and another in the operations area.

Up to 32 HMCs can access a z900 server via the SEs.

HMCs shipped with the z900 server are at microcode driver level 3G or higher, which
corresponds to Licensed Internal Code version 1.7.3. HMCs not at this level can be
connected to the LAN, but they cannot support the z900 servers.

HMC and SE TCP/IP address requirements have changed from previous S/390 models. An
additional TCP/IP address per LAN adapter is required for the alternate SE.

» Each HMC requires one TCP/IP address per LAN adapter.

» The primary SE requires one TCP/IP address per LAN adapter.

» The alternate SE requires one TCP/IP address per LAN adapter.

» LAN adapter 1 in both the primary and the alternate SE must be connected to the same
LAN and their TCP/IP addresses must be in the same subnet. See the examples in
Figure B-12 on page 261 or Figure B-13 on page 262.
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» Configuration for LAN adapter 2 must follow the same rules.

» LAN adapter 1 and LAN adapter 2 must be connected to different LANs and their TCP/IP
addresses must be in a different subnet. See the examples in Figure B-14 on page 263
and Figure B-15 on page 264.

» We recommend that you assign adjacent TCP/IP addresses to the LAN adapters in each
SE.

Figure B-11 is an example of the Customer TCP/IP information setup for primary and
alternate SEs on the Support Element Settings page.

Customer TCP/IP information for Primary and Alternate SE ‘

Address 1 information Address 2 information
Primary; @ -7 .9 |54 (192 . f161 . [158 . {154
Alternate: [ .7 .jsa . [1s5  [192 .Jie1 . [i50 . [155
Metwork Mask:  [255 . [255 . 255 . [0 255 . [255 . [255 . [0

HMOTE: The -q Option is an internally implemented option and is always set.

Routed: _|Enabled @giicns |---<g

Figure B-11 Customer TCP/IP information for Primary and Alternate SE

HMC to SE LAN wiring scenarios

The combination of HMC and SE LAN adapters (see Table B-1 on page 252 and Table B-2 on
page 253) allows four possible wiring scenarios:

1. Token Ring

2. Ethernet, single path

3. Ethernet, dual path

4. Token Ring and Ethernet

Wiring with multiple adapters
» Multiple adapters in an HMC allow that HMC to connect with two independent sets of SEs
via two different LANSs.

» Multiple adapters in an SE are intended to allow two different HMCs to have independent
paths to the SE for backup purposes.

» An HMC and an SE must be connected to each other by only one LAN connection.

HMC to SE Token Ring connection

This Token Ring only scenario is the standard approach used in earlier generations of the
S/390 and zSeries servers’ (G6 and earlier) HMC and SE.

As in previous servers, each z900 server includes a Multistation Access Unit (MAU) that may
be used to interconnect the Token Ring adapter of the SEs to the HMC. Multiple MAUs may
be connected to form a larger private LAN where multiple systems are to be controlled by a
single HMC (see Figure B-12 on page 261).

» Each FC 0061 HMC must be ordered with an FC 0023 Token Ring adapter.
» Each SE must be ordered with an FC 0062 Token Ring adapter.
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» The SE Token Ring adapter FC 0062 must always be installed in the top slot and is

automatically configured as LAN adapter 1.
» A MAU is provided with the zZ900 server when a Token Ring adapter is ordered.

FC 0061 VHMC 1 FC 0061
FC 0047 FC 0047
FC 0023 | | FC 0023
B - — = 9.117.59.1 9.117.50.2 gy = v g
T Token Ring TN
LAN
9.117.59.154, 9.117.59.155
FC 0083 ' M FC 0083
FC 0062 FC 0062
Note: W
Primary and Secondary SE each
require their own TCP/IP address 2900

Figure B-12 HMC to SE Token Ring connection

HMC to SE Ethernet connection, single path

This Ethernet only scenario is intended for enterprises that currently have Ethernet installed

and do not want Token Ring wiring introduced into their environment.
» Each FC 0061 HMC has a built-in 10/100 Mbps Ethernet adapter.
» Each SE must be ordered with an FC 0063 Ethernet adapter.
» One 10 Mbps Ethernet Hub is provided with the z900 server.

» The customer can connect the two SEs to his own network via his own Ethernet hub

(10 Mbps or 100 Mbps).
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9.117.59.1 9.117.59.2

FC 0061 rHMC1 FHMCZ FC 0061
FC 0047 FC 0047
- ———
| — | —

Ethernet
LAN

9.117.59.154 9.117.59.155

FC 0083
FC 0063

FC 0083
FC 0063

Note:
Primary and Secondary SE each ’, 7900 —‘

require their own TCP/IP address

Figure B-13 HMC to SE Ethernet connection example, single path

HMC to SE Ethernet connection, dual path

This Ethernet only wiring scenario is intended for enterprises that currently have an Ethernet

LAN infrastructure and do not want Token Ring LAN segments introduced into their
environment. (See Figure B-14 on page 263.)

Multiple adapters in an SE are intended to allow two different HMCs to have independent,

redundant paths to the SE for backup purposes.

The second LAN adapter in each SE must be connected to a different LAN and assigned a

TCP/IP address on a subnet that is different from the first LAN adapter.
» Each FC 0061HMC has a built-in Ethernet adapter.

» Each SE must be ordered with two FC 0063 Ethernet adapters.

» One 10 Mbps Ethernet Hub is provided with the z900 server.

» The customer must provide the second Ethernet hub.

» The customer can connect the two SEs to his own network via his own Ethernet hub

(10 Mbps or 100 Mbps).
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Figure B-14 HMC to SE Ethernet connection example, dual path

HMC to SE Token Ring and Ethernet connection

This Token Ring and Ethernet wiring scenario is intended for enterprises that have both Token
Ring and Ethernet LAN segment requirements. It allows control of the Support Elements from

Token Ring HMCs and Ethernet HMCs at the same time. (See Figure B-15 on page 264.)

Multiple adapters in an SE are intended to allow two different HMCs to have independent,

redundant paths to the SE for backup purposes.

The second LAN adapter in each SE must be connected to a different LAN and assigned a
TCP/IP address on a subnet that is different from the first LAN adapter.

» FC 0061 HMCs connected to the Token Ring LAN must be ordered with a FC 0023 Token

Ring adapter.
» Each FC 0061HMC has a built-in Ethernet adapter.

» Each SE must be ordered with one FC 0063 Ethernet adapter and one FC 0062 Token

Ring adapter.

» The SE Token Ring adapter FC 0062 must always be installed in the top slot and is

automatically configured as LAN adapter 1.

» An MAU is provided with the zZ900 server when a Token Ring adapter is ordered.

» No Ethernet Hub is provided with the z900 server.

» The customer must provide his own Ethernet Hub (10 Mbs or 100 Mbs).
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Figure B-15 HMC to SE Token Ring and Ethernet connection example

B.4 Remote operations

264

Remote operations become increasingly important as:

» Data center operations and staff consolidate, with operations centers separate from those
data centers.

» Primary and secondary (dark/dim site) data centers are implemented for Geographically
Dispersed Parallel Sysplex (GDPS), data mirroring, and business continuity and recovery.

» Corporations and their data center operations and support staffs merge.

» World-wide operations become more common.

Overview
When considering remote operation of zSeries servers, there are several options available.

The first set of options deals with manual interaction and provides various methods of
allowing a person to interact with the user interface. Manual control allows an operator to
monitor and control the hardware components of the system using:

» AnHMC

» A Web browser

» A remote control program management product

A second set of options deals with machine interaction and provides methods of allowing a
computer to interact with the consoles through an Application Program Interface (API). These

automated interfaces allow a program to monitor and control the hardware components of the
system. The automated interfaces are used by various automated products, including:

» NetView and System Automation for OS/390 Processor Operations Component (SA
0S/390 ProcOps)

» Vendors of other system management products
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Manual remote operations

This interface allows an operator to monitor and control the hardware components of the
system from anywhere when you have the appropriate connectivity between the remote
control device and the SE.

Remote versus local operation of a server is a function of the communication path and
supported protocols, not the physical distance between the server and its controlling HMC.

For a z900 server HMC to be considered as a local HMC, the NetBios and either SNA or
TCP/IP protocols must be flowing between the HMC and server's SE. The NetBios protocol
allows the local HMC to auto-discover the SE. A server's SE must be managed by at least
one local HMC.

A remote HMC does not have NetBios flowing between HMC and SE (only SNA or TCP/IP)
and is therefore not able to auto-discover the SE. The SE’s SNA or TCP/IP address must be
manually defined to the remote HMC. Defining an SE to a remote HMC is described under
the “CPC Manual Definition Template” task in the Hardware Management Console
Operations Guide, SC28-6815.

Using a remote HMC
Use of a remote HMC is the recommended method for continuous monitoring of remote
servers.

A remote HMC gives the most complete set of functions because it is a complete HMC; only
the connection configuration is different from a local HMC. It also provides the same interface
as is used locally so no additional operator training is required.

A remote HMC may be connected using either Token Ring or Ethernet wiring and either SNA
or TCP/IP protocols. Using a remote HMC allows multiple control points for the servers and
allows multiple sites to be controlled from a single HMC assuming that appropriate
connectivity exists.

Performance associated with a remote HMC to an SE is very good due to the concise nature
of the messages. However, the Single Object Operation function can be highly sensitive to
transfer rates and network traffic.

Availability of the status information and access to the control functions are highly dependent
on the reliability, availability, and throughput of the interconnecting customer network.

A remote HMC monitors the connections to each SE and attempts to recover any lost
connections and reports those that cannot be recovered.

Security for a remote HMC is provided by the HMC user logon procedures, the secure
transmissions between the HMC and SEs, and domain security controls.

It is also recommended that customers consider implementing their own corporate LAN
network security and access control standards on the remote HMC LAN network, such as
Virtual Private Networks (VPN), firewalls, and physical security.

Remote HMCs can communicate with the z900 and z800, 9672 R2/R3/G3/G4/G5/G6, 9674
C02/C03/C04/C05, 2003, and 3000 models as well as some 9032 ESCON directors and
9037 Sysplex Timer models and the 2029 Fiber Saver.

9032 models 3 and 5 ESCON Director Consoles, 9037 model 2 Sysplex Timer Consoles, and
2029 Fiber Savers can be manually defined as long as TCP/IP protocol flows.
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Using a Web browser
Use of a Web browser is the recommended method for occasional monitoring and control of
SEs connected to a single local HMC.

An example of use of the Web browser might be an off-hours monitor from home by an
operator or system programmer.

Each HMC shipped with a z900 server has a built-in Web server. When enabled and properly
configured, the Web server of an HMC can provide a representation of the HMC user
interface to any PC with a supported Web browser, connected through the customer-provided
LAN, or an asynchronous SLIP dial connection, using TCP/IP protocols.

Availability of the status information and access to the control functions are highly dependent
on the reliability, availability, and throughput of the interconnecting customer network.

Security for a browser connection is provided by the HMC Web server enablement functions
and user logon controls. Encryption of the browser data may be added by selecting the
“Enable secure only” selection under the HMC Web server enablement functions. This
requires that the user's Web browser supports the HTTPS protocol.

It is also recommended that customers consider implementing their own corporate LAN
network security and access control standards, such as Virtual Private Networks (VPN),
firewalls, and physical security.

Two options are available on the Hardware Management Console home page (see
Figure B-16 on page 267):

Perform Hardware Management Console Applications tasks
The layout of the HMC Web pages, as shown through a Web browser (see Figure B-17 on
page 267) is similar to the HMC workplace.

Functions available include:

» Monitoring system activity

» Monitoring of status, monitoring and responding to operating system messages and
hardware messages

Performing activate, deactivate, load, reset, PSW restart, system activity, configure
channel path on/off tasks

LPAR controls for partitioning weights and capping

Customizing activation profiles

Changing the TOD (on HMC only) to support daylight savings time changes
Reassigning CHPIDs between logical partitions

v

vVvyyy

Remote Entire Hardware Management Console desktop
Access to the full HMC desktop is provided by selecting “Remote Entire Hardware
Management Console Desktop” on the HMC home page.

This task invokes the IBM Desk Top on Call (DToC) program product, which is built into the
HMC. This makes it possible to “remote control” the complete HMC, including all its SEs, via
any PC running a supported Web browser (see Figure B-18 on page 268).

Using this function, only one user at a time can control the HMC. If a remote user is
controlling an HMC, this HMC cannot be used by a local user at the same time. Depending on
usage, it may therefore be necessary to dedicate an HMC for remote control via a Web
browser.

IBM eServer zSeries 900 Technical Guide



ardware Management Console - Netscape
File Edit Yiew Go Communicator Help

Hardware Management Console

Welcome to the home page for the Hardware Management
Console! The Hardware Management Console Web server allows
you to do the following:

Perform Hardware Management Console Application tasks

View the Hardware Management Console Overview

@ Remote entirte Hardware Management Console desktop

| (== | |Document: Done VEE T = YAl
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Figure B-18 Web server: Desktop on Call

Using remote control program management products
A third option is the use of a program product that can provide remote control of a local HMIC
user interface for occasional or short duration monitoring and control of a server.

An example of this use might be an emergency backup for a remote HMC via an
SNA-switched connection. The IBM Distributed Console Access Facility (DCAF) program
product, NetOp, or a similar third party program product may be used.

Even though the DCAF product has been withdrawn from marketing by IBM, the HMC will
continue to support its use. Each current HMC has the DCAF Target function built in. When
enabled and properly configured, an HMC can present the HMC user interface to a DCAF
Controller connected through the customer LAN using TCP/IP or SNA protocols, or a
switched connection using either SNA or TCP/IP protocols.

All local HMC functions, including Single Object Operation, are available through this type of
interface. Performance of this class of remote operation is generally slower than other
operations and in particular, switched connections should be considered for emergency use
only as they are usually very slow.

Security is provided by the HMC enablement functions, HMC user logon controls, and
customer network access controls.
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It is also recommended that customers consider implementing their own corporate LAN
network security and access control standards, such as Virtual Private Networks (VPNs),
firewalls, and physical security.

Automated remote operations
There are two interfaces available for automation:

» The HMC APIs provide monitoring and control functions via TCP/IP SNMP to an HMC.
These APIs provide the ability to get/set a managed object's attributes, issue commands,
receive asynchronous notifications, and generate SNMP traps.

» The CPC Operations Management interface provides monitoring and control functions for
individual SEs via SNA and NetView RUNCMDs. This interface is modeled after the SNA
Management Services architecture and is implemented as a set of requests and
responses to RUNCMDs issued from a NetView application directly to the SEs.

Controls available for automated remote operations
Following is a list of controls available for automated remote operations:

» Inthe SEs:

Based on SNA and NetView RUNCMD

Provides 20 operational commands and 66 supporting parameters
Provides SNA generic alert notification of problems

Supports a “console integration” interface to the operating system

» Inthe HMCs:

— Based on TCP/IP SNMP

— Provides 9 operational commands and 8 supporting parameters
— Provides SNMP traps for state change and problem notification

— Supports a “console integration” interface to the operating system
— Also provides an application transitioning interface

HMC and SE complex connectivity example
Figure B-19 on page 270 is an example of a complex HMC/SE network with the following
characteristics:

» The z900 server is connected to a Token Ring and an Ethernet LAN.

» HMCs 1, 2, and 3 are all at microcode driver 3G or higher and can therefore support the
z900 server as well as all the other equipment shown. All other HMCs are down-level
microcode (driver 26 and below) and cannot support the z900 server or 2029 Fiber Saver.

» HMC 1 is installed in the Operations area and is connected to the z900 via a local Token
Ring LAN. Since NetBios, SNA and TCP/IP protocols are flowing between HMC 1 and the
7900 server, HMC 1 is considered a local HMC, even though it may be installed in a
different physical location than the z900 server.

» HMC 2 is installed in a backup Operations area and is connected to the z900 server via a
remote Ethernet LAN. Assuming that only TCP/IP flows between HMC 2 and the z900
server, HMC 2 can be considered a remote HMC.

» HMC 3 is connected to the z900 server via a local Ethernet LAN and is installed in the
same room as the server. It can be used to service the z900 server.

» HMCs 1, 2, and 3 can also be used to communicate with the 2029 Fiber Saver.

» Additional remote operation can be achieved if HMC 3 is enabled and configured to run
the built-in Web server. Any PC running a supported Web browser can then use HMC 3 to
control the z900 server via the Perform Hardware Management Console Applications
tasks selection (Figure B-17 on page 267). Full control of HMC 3 and all defined
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equipment can be achieved by using the Remote Entire Hardware Management desktop
function as shown in Figure B-18 on page 268.
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Figure B-19 HMC to SE connectivity

B.5 HMC and SE functions

270

This section summarizes some of the HMC and SE key functions of the z900 server.

Service required state

A Service required condition is caused when a redundant resource in a z900 server is
inoperable. This results in a color change of the HMC Views area to red and a color change of
the CPC icon to the service required color as defined on the CPC details screen. The system
is not yet running in degraded mode, but another failure could put the system in jeopardy.

Currently, the following conditions are checked:

» N mode power (loss of a redundant power supply or power feed)

» Primary SE loses communication to alternate SE

» No more spare PUs available

» Not enough spare PUs to support Capacity Backup (CBU) activation if the Disaster
Recovery feature is installed

Memory sparing threshold reached

High humidity inside the evaporator

» IML would cause the CPC to go down or to an unacceptable condition

vy

IBM eServer zSeries 900 Technical Guide




These conditions are checked at the following intervals:

At the end of each IML

During any RSF call to Retain

Twice daily at the end of each alternate SE mirroring function
During the close of any repair action

vVvyyy

These failures also create the usual Hardware Messages and generate a problem report to
Retain. The Service required condition serves as a reminder that the system still requires
service until the cause of the problem has been eliminated.

Degraded indicator
The text “Degraded” may appear under a z900 server CPC icon on the HMC and SE when:

» Memory is degraded
» /O is degraded due to Memory Bus Adapter (MBA) failure

These failures also create the usual Hardware Messages and generate a problem report to
Retain. The Degraded indicator serves as a reminder that the system is running in degraded
mode and requires service.

Desktop on Call

Each HMC shipped with the z900 server has a Web server built in. When enabled and
properly configured, an HMC can provide a representation of the HMC user interface to any
PC with a supported Web browser connected through the customer LAN using the TCP/IP
protocol.

Access to the full HMC desktop is provided by selecting “Remote entire Hardware
Management Console desktop” on the Hardware Management Console home page (see
Figure B-16 on page 267).

This is in addition to the functions provided by the “Perform Hardware Management
Application tasks” selection already available on previous HMCs.

Figure B-18 on page 268 shows an example of the Desktop on Call function as seen from a
PC running Windows NT and Netscape 4.7.

IBM Fiber Saver (2029) managed by HMC

An IBM Fiber Saver 2029 can be manually defined to a z900 server HMC using the “Fiber
Saver Definition Template” in the Undefined Fiber Savers folder on the HMC.

Communication between HMC and the 2029 is via TCP/IP protocol only.

For all defined 2029s the HMC can surface 2029 alarms via the Hardware Messages task.
The HMC will also call Retain and create a problem report in Retain for a certain class of
2029 errors. Figure B-20 shows the Defined Fiber Savers group available in the Hardware
Management Console Groups Work Area.
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Figure B-20 HMC: New Fiber Saver group

The IBM Fiber Saver 2029 is defined using the Fiber Saver Definition Template shown in
Figure B-21. The TCP/IP address and community name of the 2029 shelf to be defined are
required.

IBM Fiber Saver (2029) Manual Add Object Definition

Specify the TCP{IP address and community name of the IBM Fiber Saver
to be added, then select the Find button to try and contact the device.

TCP/IP address (192 . [101 . |35 . |9

Community name qublic|

| Find I | Cancel | ‘ Help |

|
Figure B-21 HMC: IBM Fiber Saver (2029) Manual Add Object Definition menu

Figure B-22 shows the details of the defined 2029 shelf.
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8 SF Local Band 6 Details

—Instance information

Status: Communications not active
Group: Defined Fiber Savers

~Last task information
Task name: Hardware Messages
Task status:

—Acceptable status

[¥1 Operating - |1 Alert Pending - B
[_iserious Alert Pending — [ | [ Communications not active - [ ]
~Alarm information —
Last alarm: Tue May 9 15:14:25 2000 Last event: Tue May 9 15:13:49 2000
Critial alarms: 0 Alert alarms: 0

Major alarms: 2 Minor alarms: 8

—Product information

Site name: San Fransisco
Network name: Andreas Network
Serial: SF Local Band 6
Yersion: 2.1.22.0

TCP/IP address: 192.101.35.9
Community name: public

I Save I | Cancel | ‘ Help |

Figure B-22 HMC: IBM 2029 details

Figure B-23 shows an example of a 2029 Alert.

=
~Alert information -
Alert text:  Ipower Feed B Low/Missing =
&
Shelf: SF Local Band 6
Date: 05/09/00
Time: 03:13:39PHM
State: Active
Severity: Major
Slot: Shelf
| Description: |possible causes:

1. AC input rectifier off or missing customer input power

Recommended actions:
4| [T [| o

[EN TN

Lgelete Howquest Service Cancel I | Help |

Figure B-23 HMC: IBM 2029 Alert details
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2900 upgrade paths

The tables in this appendix list the S/390 G5 and G6 server upgrade paths to z900 server
models, and the upgrade paths within the 2900 server models.

S/390 G5 server models include:

» General Purpose Models: RA6, R16, RB6, R26, RC6, RD6, T16, T26, R36, R46, R56,
R66, R76, R86, R96, RX6, Y16, Y26, Y36, Y46, Y56, Y66, Y76, Y86, Y96, and YX6
» Coupling Facility Model: R06 (1-4 way systems, 5-10 way systems)

S/390 G6 server models include:

» X17,X27, X37, X47, X57, X67, X77, X87, X97, XX7, XY7, and XZ7
» 717,727,737, Z47, Z57, 267, Z77, 287, 297, ZX7, ZY7, and ZZ7

2900 models include:

» 12 PU Models:
- 101,102, 103, 104, 105, 106, 107, 108, and 109

» 20 PU Models:
- 1C1, 1C2,1C3, 1C4, 1C5, 1C6, 1C7, 1C8, and 1C9
- 110, 111, 112, 113, 114, 115, and 116
— 2C1,2C2, 2C3, 2C4, 2C5, 2C6, 2C7, 2C8, and 2C9
— 210,211, 212, 213, 214, 215, and 216

» Coupling Facility Model: 100
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C.1 Vertical upgrade paths within z900
Table C-1 lists the upgrade paths within the z900 general purpose server models.

Table C-1 Vertical upgrade paths in z900

Original model Upgrade model

101 1C2-1C9*, 102-116, 2C1-2C9*, 210-216
102 1C3-1C9*, 103-116, 2C2-2C9*, 210-216
103 1C4-1C9*, 104-116, 2C3-2C9*, 210-216
104 1C5-1C9*, 105-116, 2C4-2C9*, 210-216
105 1C6-1C9*, 106-116, 2C5-2C9*, 210-216
106 1C7-1C9*, 107-116, 2C6-2C9*, 210-216
107 1C8-1C9*, 108-116, 2C7-2C9*, 210-216
108 1C9*, 109-116, 2C8-2C9*, 210-216

109 110-116, 2C9, 210-216

1C1 1C2-1C9*, 110-116, 2C1-2C9*, 210-216
1C2 1C3-1C9*, 110-116, 2C2-2C9*, 210-216
1C3 1C4-1C9*, 110-116, 2C3-2C9*, 210-216
1C4 1C5-1C9*, 110-116, 2C4-2C9*, 210-216
1C5 1C6-1C9*, 110-116, 2C5-2C9*, 210-216
1C6 1C7-1C9*, 110-116, 2C6-2C9*, 210-216
1C7 1C8-1C9*, 110-116, 2C7-2C9*, 210-216
1C8 1C9*, 110-116, 2C8-2C9*, 210-216

1C9 110-116, 2C9*, 210-216

110 111-116, 210-216

111 112-116, 211-216

112 113-116, 211-216

113 114-116, 212-216

114 115-116, 213-216

115 116, 213-216

116 214-216

2C1 2C2-2C9*, 210-216

2C2 2C3-2C9*, 210-216

2C3 2C4-2C9*, 210-216

2C4 2C5-2C9*, 210-216

2C5 2C6-2C9*, 210-216
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Original model

Upgrade model

2C6 2C7-2C9*, 210-216
2C7 2C8-2C9*, 210-216
2C8 2C9%, 210-216
2C9 210-216

210 211-216

211 212-216

212 213-216

213 214-216

214 215-216

215 216

Table C-1 notes:

* All 1Cn and 2Cn models are Capacity models.

>

>

Installed Internal Coupling Facilities (ICFs) and Integrated Facilities for Linux (IFLs) are

carried forward (converted) to the new model.

ICF and IFL are not available on models 109, 116, and 216.
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C.2 Horizontal upgrade paths from S/390 G5/G6 to z900

Table C-2 lists the upgrade paths from S/390 G5 and G6 general purpose server models to
2900 server models.

Table C-2 Horizontal upgrade paths from S/390 G5/G6 to z900

Original model Upgrade model

RA6 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
R16 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
T16 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
RB6 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
R26 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
T26 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
RC6 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
R36 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
RD6 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
R46 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
R56 1C3-1C9*, 103-116, 2C3-2C9*, 210-216
R66 1C3-1C9*, 103-116, 2C3-2C9*, 210-216
R76 1C4-1C9*, 104-116, 2C3-2C9*, 210-216
R86 1C4-1C9*, 104-116, 2C4-2C9*, 210-216
R96 1C5-1C9*, 105-116, 2C4-2C9*, 210-216
RX6 1C5-1C9*, 105-116, 2C5-2C9*, 210-216
Y16 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
Y26 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
Y36 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
Y46 1C3-1C9*, 103-116, 2C3-2C9*, 210-216
Y56 1C4-1C9*, 104-116, 2C3-2C9*, 210-216
Y66 1C4-1C9*, 104-116, 2C4-2C9*, 210-216
Y76 1C5-1C9*, 105-116, 2C4-2C9*, 210-216
Y86 1C5-1C9*, 105-116, 2C5-2C9*, 210-216
Y96 1C5-1C9*, 105-116, 2C5-2C9*, 210-216
YX6 1C6-1C9*, 106-116, 2C5-2C9*, 210-216
X17 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
X27 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
X37 1C3-1C9*, 103-116, 2C2-2C9*, 210-216
Xa47 1C3-1C9*, 103-116, 2C3-2C9*, 210-216
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Original model

Upgrade model

X57 1C4-1C9*, 104-116, 2C4-2C9*, 210-216
X67 1C5-1C9*, 105-116, 2C4-2C9*, 210-216
X77 1C5-1C9*, 105-116, 2C5-2C9*, 210-216
X87 1C6-1C9*, 106-116, 2C5-2C9*, 210-216
X97 1C6-1C9*, 106-116, 2C6-2C9*, 210-216
XX7 1C7-1C9*, 107-116, 2C6-2C9*, 210-216
XY7 1C7-1C9*, 107-116, 2C7-2C9*, 210-216
XZ7 1C8-1C9*, 108-116, 2C7-2C9*, 210-216
217 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
227 1C2-1C9*, 102-116, 2C2-2C9*, 210-216
237 1C3-1C9*, 103-116, 2C3-2C9*, 210-216
247 1C4-1C9*, 104-116, 2C3-2C9*, 210-216
Z57 1C5-1C9*, 105-116, 2C4-2C9*, 210-216
267 1C5-1C9*, 105-116, 2C5-2C9*, 210-216
277 1C6-1C9*, 106-116, 2C5-2C9*, 210-216
287 1C7-1C9*, 107-116, 2C6-2C9*, 210-216
297 1C7-1C9*, 107-116, 2C7-2C9*, 210-216
ZX7 1C8-1C9*, 108-116, 2C7-2C9*, 210-216
Y7 1C9*, 109-116, 2C8-2C9*%, 210-216

277 1C9*, 109-116, 2C8-2C9*, 210-216

Table C-2 notes:

* All 1Cn and 2Cn models are Capacity models.

>

'S

Installed Internal Coupling Facilities (ICFs) and Integrated Facilities for Linux (IFLs) are
carried forward (converted) to the new model.

ICF and IFL are not available on models 109, 116, and 216.
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C.3 Upgrade paths for z900 Coupling Facility model
Table C-3 lists the upgrade paths within the z900 Coupling Facility model 100.

Table C-3 Vertical upgrade paths for z900 Coupling Facility Model 100

Original model Upgrade model

100 with 1 ICF 100 with 2-9 ICFs
100 with 2 ICF 100 with 3-9 ICFs
100 with 3 ICF 100 with 4-9 ICFs
100 with 4 ICF 100 with 5-9 ICFs
100 with 5 ICF 100 with 6-9 ICFs
100 with 6 ICF 100 with 7-9 ICFs
100 with 7 ICF 100 with 8-9 ICFs
100 with 8 ICF 100 with 9 ICFs

Table C-4 lists the upgrade paths from the z900 Coupling Facility model 100 to z900 general
purpose server models.

Table C-4 Upgrade paths from z900 CF Model 100 to general purpose models

Original model Upgrade model

100 with 1 ICF 1C1-1C9*, 101-116, 2C1-2C9*, 210-216
100 with 2 ICFs 1C2-1C9*, 103-116, 2C2-2C9*, 210-216
100 with 3 ICFs 1C3-1C9*, 104-116, 2C3-2C9*, 210-216
100 with 4 ICFs 1C4-1C9*, 105-116, 2C4-2C9*, 210-216
100 with 5 ICFs 1C5-1C9*, 106-116, 2C5-2C9*, 210-216
100 with 6 ICFs 1C6-1C9*, 107-116, 2C6-2C9*, 210-216
100 with 7 ICFs 1C7-1C9*, 108-116, 2C7-2C9*, 210-216
100 with 8 ICFs 1C8-1C9*, 109-116, 2C8-2C9*, 210-216
100 with 9 ICFs 1C9*, 110-116, 2C9*, 210-216

Table C-4 notes:

* All 1Cn and 2Cn models are Capacity models.

» You can upgrade the z900 Coupling Facility model to general purpose or Capacity models
by adding Central Processors (CPs), ICFs or IFLs. Additional CPs/ICFs/IFLs are available
as optional features.
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Table C-5 lists the upgrade paths from the 9672 Coupling Facility model R06 to z900 server

models.

Table C-5 Upgrade paths from 9672 Coupling Facility Model R06 to z900

Original Model Upgrade Model

110-116, 2C2-2C9*, 210-216

9672 R06 100 (with 1-9 ICFs), 102-109, 1C2-1C9*,

Table C-5 note:

* All 1Cn and 2Cn models are Capacity models.
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Resource Link

This appendix provides information on the IBM z/Series information portal called Resource
Link. The Resource Link is the new single repository and interface for all z/Series hardware
and software information; in addition, it providing various tool.

Resource Link is an IBM website that can be accessed at the following URL:

www . ibm.com/servers/resourcelink/

Home Products & services Support & downloads | My account 1-888%-SHOP-1IBM

-+ Select a country

Resource Link

Resource Link
Resource Link is a customized web-hased solution, providing everything vou

Signin need to plan for, install, and maintain vour IBM @ server zSeries 800, zSeries
‘ 900, and IBM S/390 servers and associated software.

Ifyou have a user ID and password, use the "Sign in" button.

« Reqister for a user D and password.
- Ifyou have previously signed in, you can Beset vour password.

- Sunggested browser levels or hrowser related prohlems.
- Ifyou needta contactus, send an e-mailto: reslinkigus ibm.com.

About IEM Privacy Legal Contact

Figure D-1 Resource Link initial signon screen
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To access the Resource Link site you need a user ID and a password. These can be obtained
by selecting Register for a user ID and password on the login screen.

After signing on to the website, the screen shown in Figure D-2 in displayed.

Home Products & services Support & downloads My account 1-888-SHOP-IBM

-+ Select a country

Resource Link
Resource Link
[sionows i
- User profiles
. - i i i i =+ Suggested browser
- P Tl Mote: Web version of the CHPID Mapping tool withdrawn mid August
p— - - Upgrade yourzSeries senverwith Customer Initiated Uporade (Sl
16 Seart = Limited availability of Fibre Channel Protocol suppoart for Lindx on Z5eries
Planning - zBeries Systern Prograrmer Portal now available
Education - Mew Systerns Assurance Review Confirmation Form and SAPE Guide (SAPED
Library - Custornized planning news
e - Fiber cabling service now available I‘k w
. Archived news =+ Plug-ins you'll need
Fixas ALEREws . e A ...
Problem solving Key Resource Link Areas
Senices Planning Forums
Tools Plan for the installation of your [BM Caollaborate with fellow product owners
hardweare and software products. to find answers to common questions,
Feedback read postings from other users and ask

Education guestions of your awn.
Train and refresh skills at your
convenience. Bersonal folders

Qrganize your subscriptions and
Libra provide "shortcuts” to the information
Library you access most.
Wiew print, or download documents an

1B hardware and software products,

About IEM Privacy Legal Contact

Figure D-2 Resource Link main panel
The site is divided into different functions, as follows:

Planning

Includes links to planning information for z/Series hardware and software products, including
physical planning, systems assurance, migration planning, capacity planning and tools such
as the CHPID mapping tool. See Appendix E, “CHPID Mapping Tool” on page 285 for
additional information.

Education
Links to education on topics for both z/Series hardware and software.

Forums
Collaborate with fellow product owners to find answers to common questions, read postings
from other users and ask questions of your own.

Library
View, print, or download documents on z/Series hardware and software products.

Personal Folders
Provides the capability to organize website information according to the user’s personal
interests.
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CHPID Mapping Tool

Overview

The CHPID Mapping Tool provides a method of customizing the CHPID assignments for a
zSeries server. It is to be used after the machine order is placed and before the server is
delivered for installation. The tool is not intended for making changes to an already installed
machine or as part of an MES to the machine.

When a new zSeries server arrives there are default CHPIDs assigned to the 1/O ports that
are stored in a file on the support element. The method used for determining these default
values is described later. A list of the default assignments is provided to the customer from
the IBM configurator (e-config) in the CHPID Report when the zSeries server is ordered. If the
default assignments are acceptable and the HCD/IOCP definitions are changed to match,
there is no need to use the CHPID Mapping Tool or to change the default values.

The Channel CHPID Assignment task (at the support element) is provided for the service
representative to view the CHPID-to-port assignments, make individual CHPID-to-port
assignment changes or to import a new mapping file from diskette. If, after viewing the default
assignments on the CHPID Report, the customer chooses to change any or all of the
CHPIDs, they can use the CHPID Mapping tool. If changes are made, the tool will provide a
new CHPID Report and a new mapping file on diskette. The report and diskette should be
provided to the service representative when the zSeries server is delivered. The service
representative will then import the new mapping file using the Channel CHPID Assignment
task when directed to do so by the Installation Manual.

There are two different methods for using the CHPID Mapping tool:

» The manual method allows the customer to specifically define the relationships between
logical CHPIDs and physical ports on the server. It is basically the same as the method
that can be used by the service representative on the support element, but it can be done
prior to the installation of the server. As with the task on the support element, there is no
availability checking and the accuracy of the mapping with HCD definitions is dependent
on the user's knowledge of the server’s availability characteristics.

» Availability mapping is the recommended method for mapping. This method allows you to
input the IOCP deck for the proposed server configuration and then define the order in
which channel and control unit mapping should be done. This function takes into account
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the availability characteristics of the server and will insure that the highest levels of
availability will be achieved.

The intended use of the CHPID Mapping Tool is for new build z800s and z900s or upgrades

from a G5/G6 to a z900. It is not intended for making changes to an already installed server,
either to change the mapping or as part of an MES action to add or remove channel features
on the server. Some limited mapping can be accomplished on an already installed server but
this will not involve the use of the mapping tool. Rather, there is a task provided on the system
Support Element (SE) to accommodate this case. Since the results of remapping are stored

as part of the VPD, future default CHPID assignments from e-config will reflect these mapped
values.

There are default CHPIDs assigned to ports as part of the initial configuration process. If the
customer wishes to accept these default assignments and change the HCD/IOCP definitions
to match, then there is no need to use the CHPID Mapping Tool. It should be noted that the
use of the mapping function of the z800/z900 and the use of the tool is strictly an option
available to the customer. There are benefits to having this capability but it is not necessary
that the tool be used for the installation of the server to be successful. Before deciding on any
approach, the customer should clearly understand the implications to the infrastructure of the
environment in its entirety. For example, remapping may cause an undue amount of recabling
or might impact an installed fiber transport system. All aspects should be considered before
deciding to map the CHPIDs on the z800/z900.

Mapping Function of the z900

The z900 server introduced a new capability which allows a customer to assign the CHPID
number for any feature on the processor that would have a CHPID number associated with it.
In previous generations of servers, these CHPID assignments were fixed and could not be
changed. This capability provides several opportunities for the customer. For example:

» The existing IOCP definitions for CHPID assignments to control units can be maintained.
This minimizes any changes that might need to be made to in-house documentation, cable
labels, as well as changes to the HCD definitions.

» The customer has the ability to implement a numbering scheme for associating different
device types to ranges of CHPID addresses. For example, the customer might want to
have all disk devices within a certain CHPID range.

» The customer has the ability to specify that CHPID assignments across different servers
will always be physically in the same locations when looking at the server.

It is important that customers understand that the use of the mapping function should not
require massive changes to their existing infrastructure, but rather can minimize or eliminate
any changes. Several customers have expressed concern that they will need to readdress all
of the existing control units in their environment and recable all of their existing wiring. With
CHPID mapping, all of the existing structures can be maintained.

For purposes of this document, consider a CHPID assignment as a logical value which will be
associated with a physical entity that will be referred to as a port. Now, a port can be a
specific port on an ESCON card, parallel card, OSA-Express card, FICON card, ICB, ISC link,
PCI-CC card, and so forth. The term port will also include items that really do not have a
physical location associated with them, such as an Internal Coupling Link Channel (IC
channel). A CHPID will merely be an arbitrary number defined by the customer within the
IOCP. The mapping tool relates that logical assignment to a physical port location in the
server, and so on.
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Requirements
Prior to use of the tool, there are certain requirements that must be satisfied as noted below:

1. ResourceLink ID

Before using the tool, the user must have a valid userid and password for ResourceLink.
The URL for ResourcelLink is as follows:

http://www.ibm.com/servers/resourcelink

There is an option on the welcome screen to obtain a userid and password for
ResourcelLink.

2. Registration to use the mapping tool

Once a ResourceLink ID has been obtained, a user needs to also register for the CHPID
Mapping tool. Part of the menu for accessing the mapping tool will be an option to register
for the tool. It should be noted that, among other things, a customer number and IBM
representative must be listed in the panel to obtain access. If there are multiple servers to
be mapped that reside in different areas of the country, it is probable that each server will
have been ordered under a different customer number. Users will need to register for the
tool for each separate customer number. Since the IBM representative identified will be
the one authorizing the use of the tool, make sure to name an individual who reads their
e-mail often.

3. CCN Number for the new server

When the machine to be mapped is configured and sent to the manufacturing database
from the IBM configurator (e-config), there is a CCN number associated with the
configuration. This CCN number appears on the output listing of the configurator and must
be used for the mapping function to identify the appropriate machine configuration. Users
should ask their IBM representatives to verify that they have the latest CCN number
associated with the machine order.

4. 10CP Source input (Availability Mapping)

If the user plans to use the Availability Mapping function, an IOCP source input must be
provided. This is the same source input that is normally used on a new server for input into
the standalone IOCP program. There is an option under HCD/HCM to output this as an
ASCII text file. Some things that must be considered regarding this IOCP source file:

— This file must represent the configuration of the server that is on order. For example, if
the current server has parallel channels and the new machine will not, then the IOCP
needs to be changed to remove the parallel channel definitions.

— Do not include in the IOCP source file items that might be added later as part of
concurrent feature adds. The mapping tool attempts to find a home on the machine for
every CHPID defined in the IOCP. If there are definitions for CHPIDs that will be added
at a later time, the tool will not be able to determine that from the source deck.

— ltis not necessary that the IOCP input be generated by a level of HCD which supports
the z800/z900 server, although this is definitely preferred and recommended. It is only
important that all of the channels to be used on the z800/z900 are defined and the
associated control unit statements included and CHPID types accurately defined. (For
example, OSA and OSA-Express have different CHPID types, the z800 and z900 do
not support ICS/ICR CHPIDs, and so forth.) However, since the IOCDS that will reside
on the z800/z900 must be generated by an HCD or IYPIOCP program that supports
the z800/z900, it is definitely advantageous to use the correct version of HCD or
IYPIOCP to verify the source definitions.

— The IOCP source input should be validated by HCD/HCM. A manually generated
source file might have errors associated with it that would be invalidated by HCD/IOCP.
The mapping tool does not do any extensive validation of the source file. It is presumed
to be correct by IOCP standards.
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— Any editing of the source input should be done with an ASCII file editor. Use of word
processing editors might imbed hidden characters which will cause the source file to be
invalidated.

— The tool does not consider Logical Partitions (that is, which CHPIDs are assigned to
what LPs), switch configurations, or control unit availability characteristics. For these
reasons the tool results may not be acceptable for all users.

5. JAVA Runtime Environment

The standalone mapping tool requires a minimum runtime environment of Java 1.3.0. This
can be verified via the following command from the command prompt:

java -version

There are plans to include this with the downloaded tool at some point. However, at this
time, it will not be provided. The Java runtime environment can be obtained via a separate
download at the Resource Link website under the tools section.

Additional information
For more information see the Resource Link website at:

http://www.ibm.com/servers/resourcelink
Look under the tools selection on the left, then selecting the CHPID mapping tool.

Figure E-1 shows the CHPID Mapping Tool main Web page. From this page you can access
an online course in how to use the CHPID Mapping tool. This course provides excellent
availability considerations for different hardware features on the zSeries. It is well worth
spending the time to go through the course.

Home | Products & services | Support® downloads |\ My account 1-888-5HOP-IBM

CHPID Mapping Tool

-+ Select a counbry,

Resource Link

Site search The CHPID Mapping Tool allows you to change the default CHPID nurmbers for
Flanning the channels onyour IBM @ server zSeries 800 and z8eries 900 processor.

i Default CHPID numbers are assigned by manufacturing and you can reassign
Education them by either of two methods:
Library » Manual - vou enter the new CHPID values individually. The CHPID
B Mapping tool checks your input far errars.

= Ayailability Mapping - vou supply the IOCP source and the CHRID
Fixes Mapping tool assigns CHPID locations for maximum system availability.
In either case, the CHRID Mapping tool provides a diskette with the new CHFID
_ values, The IBM Service Representative uses the diskete at system installation
Senices to provide the updated CHPIDs.

Tools

Froblem sohing

To access the tool, you'll need to be registered and know your CCH number,

- Producttools Reuister forthe CHPID Mapping Tool and receive authorization

Custamer Initiated
Upgrade If you are already registered and authorized

EIEE e » access the Standalone version of the CHPID Mapping Tool

Befare you use the CHPID Mapping tool you may want to review the following:
= Acourse deseribing the toal - Using the CHPID Mapping Tool
- Answers to Frequently Asked Questions (FAQ) - CHPID Mapping Tool FAGS

About IBM | Privacy | Legal | Contact

Figure E-1 CHPID Mapping Tool main page
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Environmental requirements

This appendix provides an overview of the environmental requirements of the z900 server. It
can be used as a quick reference for the physical planning of a z900 installation.

For the most current and detailed information refer to the IBM zSeries 900 Installation Manual
for Physical Planning, available on the IBM Resource Link web site:

http://www.ibm.com/servers/resourcelink
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F.1

Server dimensions - plan view

Figure F-1 shows the physical dimensions of the z900 server’s frame configurations. The
z900 frame A contains the CPC cage and one new I/O cage. The z900 frame B is attached to
frame A only when the Integrated Battery feature (feature code 2210) is ordered. The z900
frame Z is attached to frame A when compatibility I1/0 cages and/or additional new I/0O cages
are required to support the quantity and type of channel features ordered.
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Rear 1 E (0.8 in)
0 mm 4 [
(118in) _y /TN
Aol l=d, | S—
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Raar NTx403 462159
+ +|+
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+|:E:+ +IE+ + +E]+ +[E:+ .|.|-E+ +E+ +
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(31.1in} (36.9in) (81.0in) (B5.8in)

Figure F-1 z900 server dimensions
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Figure F-2 on page 291 shows the minimum service clearance area required.

Service clearance area includes the machine area (the actual floor space covered by the
z900), plus additional space required to open the doors for service access to the z900 server.
The front and rear doors access all of the serviceable areas in the 2900 server.

2900 servers require specific service clearances to insure the fastest possible repair in the
unlikely event that a part may need to be replaced. Failure to provide enough clearance to
open the front and rear covers will result in extended service time. Service clearances can be
achieved with another z900 server installed side cover-to-side cover, or with obstacles such
as poles or columns against the side covers.
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Figure F-2 Service clearances

F.2 Shipping specifications

2900 servers are shipped in two ways:

» Packaged systems are protected with heavy cardboard and rolled on their own casters.

» Crated systems are protected with wooden shipping boxes and are mounted on pallets

requiring commercial lift transportation.

Table F-1 on page 292 shows the shipping specifications for packaged and crated systems.

2900 servers can be ordered with height and width reduction shipping features:

» Specify Feature Code 9978 - Reduced Height Shipping Feature is available to reduce the

shipped height of the processor frame. This may be necessary to facilitate moving the

machine through doorways that are 2032 mm (80 in) or less. When this feature is ordered,
the tops of both frame A and frame B (if present) are removed and shipped as separate
pieces. The front and rear covers of frame A are also shipped separately.

» Specify Feature Code 9979 - Reduced Width Shipping Feature is available to remove

frame B from frame A to allow for passage through doorways less than 915 mm (36 in)

wide.

Consult your marketing representative before requesting either of these feature codes.
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Table F-1 Packaged and crated frame shipping specifications

Packaging Width Depth Height Weight
mm (in) mm (in) mm (in) kg (Ib)
Packaged Frame A 836 (32.9) 1765 (69.5) 2042 (80.4) 955 (2106)
Packaged Frames A + B 975 (38.4) 1765 (69.5) 2042 (80.4) 1234 (2721)
Packaged Frame Z 815 (32.1) 1621 (63.8) 1791 (70.5) 774 (1707)
Packaged Frame A w/FC 9978 795 (31.3) 1120 (44.1) 1791 (70.5) 692 (1525)
Packaged Frames A + B w/FC 9978 | 960 (37.8) 1120 (44.1) 1791 (70.5) 782 (1725)
Crated Frame A 991 (39.0) 1857 (73.1) 2294 (90.3) 1028 (2267)
Crated Frames A + B 1156 (45.5) 1857 (73.1) 2294 (90.3) 1443 (3181)
Crated Frame Z 973 (38.3) 1715 (67.5) 2026 (79.8) 902 (1989)
Crated Frame A w/FC 9978 907 (35.7) 1298 (51.1) 2027 (79.8) 828 (1825)
Crated Frame A+ B w/FC 9978 1070 (42.1) 1298 (51.1) 2027 (79.8) 941 (2075)
Table F-2 shows the z900 frame specifications when unpackaged.
Table F-2 z900 frame physical specifications
Packaging Width Depth Height Weight
mm (in) mm (in) mm (in) kg (Ib)
Frame A w/o Covers 750 (29.5) 1070 (42.1) 2014 (79.3) 816 (1800)
Frame A w/ Covers 790 (31.1) 1666 (65.6) 2026 (79.8) 917 (2021)
Frame A + B w/o Covers 897 (35.3) 1070 (42.1) 2014 (79.3) 1129 (2490)
Frame A + B w/ Covers 937 (36.9) 1666 (65.6) 2026 (79.8) 1234 (2721)
Frame Z w/o Covers 750 (29.5) 1070 (42.1) 1740 (68.5) 680 (1500)
Frame Z w/ Covers 770 (30.9) 1519 (59.8) 1778 (70.0) 737 (1632)

Cover description

Weight kg (Ib)

Usage

Side covers, 1 or 2 frames 45 (100) 3 per system
Front cover, frame A 26 (57) 1 per frame
Rear cover, frame A 29 (64) 1 per frame
Front cover, frame Z 15 (33) 1 per frame
Rear cover, frame Z 22 (49) 1 per frame
Battery cover, frame B 4 (10) 2 per frame
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F.3 Power requirements

2900 servers require a minimum of 3 customer power feeds:

» Two identical (redundant) three-phase feeds for each z900 server

» One single-phase feed for customer-supplied service outlets
The service outlets require standard 100V to 130V or 200V to 240V, 50/60Hz,
single-phase power.

2900 servers operate with:

» 50/60Hz AC power

» Voltages ranging from 200V to 480V

» Three-phase wiring

Power specifications

The 2900 server operates from two fully-redundant three-phase line cords. These redundant
line cords allow the z900 server to survive the loss of customer power to either line cord. If
power is interrupted to one of the line cords, the other line cord will pick up the entire load and
the z900 server will continue to operate without interruption. Table F-3 and Table F-4 show
the input power specifications of the z900 server.

Table F-3 Power supply ranges and tolerances

NIl Voltage Tol- Frequency
Feature Supply Type Voltage
Range (V) erance (V) Range (Hz)
FC10xx Two redundant three-phase line cords 200-480 180-509 49-61
Table F-4 System power rating
Input Voltage Rated Input
Models Source Type Frequency Range Current
= 200 - 240V * 45A
All Three-phase 50/60 Hz = 380 - 415V = 32A
« 480V « 25A

Table F-5 on page 294 shows z900 server utility input power based on configuration feature
codes. In the table:

» The processor feature codes specify the available zZ900 server models.

» Feature code 2023 is the z900 new I/O cage and feature code 2022 is the z900
compatibility 1/0 cage.

» For feature codes 106x, 107x, and 20xx, if the z900 server configuration results in two
frames, power will reside in frame Z. All other configurations will have power in frame A.

» The power factor is approximately unity.
» Input power (kVA) equals heat output (kW).
» For heat output expressed in KBTU per hour, multiply table entries by 3.4.

» Power dissipation for all processor feature codes is the same. System power varies
according to 1/0 cage configuration.
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» For all two-frame servers with feature codes 2061 - 2076, frame A requires 32.45 cubic
meters (1146 cubic ft) of airflow. The remainder of the airflow is required by frame Z.

» BALANCED power means the currents on pins 1, 2, and 3 are approximately equal.

» UNBALANCED power means the phase current is approximately 33% unbalanced. For
example, if pins 2 and 3 are equal, the current on pin 1 is approximately 1.73 times the
current on either of the other two pins.

Table F-5 z900 server utility input power

Processor Feature Codeas
VO Cage Processor Feature Codes 1061 - 1076 (20 PUs) Processor Feature Codes
Feature Code 1051 - 1059 (12 PUs) Models 1C1 - 19 1081 - 1089 (12 PUs)
Models 101 =109 Models 110 - 116 Model 100
KVA |BallUnbal| kBTUMr | KVA  |BalUnbal| kBTWHr | KVA  |BaliUnbal | kKBTUhr
Maona - - - - - - 39 u 10 54
1FC 2023 40-56 U 13680- | 73 75 U 24 82 - 38 U 292
19,04 2584
19.72 - 205G -
55-TE U B4-9.9 B - - -
2 FC 20235 9% = 0
3 FC 2023 TE-96 ] 2L2- lgg-117 B 33 66 - ) _ _
= 32 64 3078
- 14 28 - i} 24872 - _ _ _
1FC 2023+ 1FC2022 | 42-87 u oz | 73-88 1] NS
45-73 1] 1632- 1 73.94 0] 24 82 - - - -
1FC 2023 + 2 FC 20225 54 52 395
E3-87 ] 2142 - Ig7_ 408 B 2856 - - - _
2 FC 20235 + 1 FC 2022 - 672

Processor Feature Codes

/O Cage 2061 - 2076 (20 PUs)
Feature Code Meodels 2C1 - 2C9
Models 210 - 216
KW Ballinbal] kBETUWhr
1FC 2023 50-83 U 27.2-282
2FC2023s 8.1-106 B 30.9-35.0
3FC 2023s ms-124 B Jg0-421
1FC 2023+ 1FC2022 | B0-98 u 272-3286
1FC 2025+ 2 FC 2022 | 8.0-101 u 27.2-3.3
2FC 20235+ 1FC 2022 | 9.4-115 B 32.0- 3.1
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Table F-6 Power plugs and receptacles - 208-480 volts

Power plugs and receptacles
Plugs are shipped with the machine line cords in USA and Canada. The line cord lengths are
4250 mm (14 ft.) except in Chicago, lllinois, USA where the length is 1830 mm (6 ft.). Power
plugs in the Table F-6 are approved for use with specified models and meet the relevant test
laboratory or country/testhouse standards. The power plug must be connected to a correctly
wired and grounded receptacle. The customer is responsible for receptacle wiring.

For countries that require other types of plugs or receptacles, the z900 server is shipped
without plugs on the line cords, and the customer is responsible for supplying and installing
both plugs and receptacles.

Voltage Description Watartight watartight Back Box
Flug Receptacle
2000 - Cual line cords IEC-302 IEC-308 &0 Amp Hubbell tack box
240V Thrae-phass B0 AMp Type 460RIW (HUbbell) Condult slzs:
208-240 VAZ nominal or EE&D-1W, 31.75 mm {125 In)
Apoie 4 wire AS 480R9W [Russallstoll) BEEO-2W, 3210 mm {1.50 In}
egamp ] e
Russa [Stoll ﬂl'l';llJlElF enclosurs
Condult slzs:
AEG-B125, 31.75 mm {1.25 In)
AEG-B150, 3B.10 mm {1.50 In)
S8 - Lina cords supplled inat provided | inot spaciied)
415y without plugs. with system)
{Customer-instalked
EDIJI'IlF‘g."—'ZIEIZ‘BI'I'jBI’Il Con-
nectar or hardwired)
480y Dual line cords IEC-310E IEC-2308 30 Amp Hubbell back box
Thras-phass 30 Amp 430RTW (Hubkbell) Condull slza:
420 WAC nominal or EBEZ0-1W, 19.05 mm (0.75 In)
Apoe s 4 wire AS 430R7TW (Russ2lStoll) BB30-2W, 2540 mm (1.00 In}
oAmp o ] e
RussellStoll angular enclosurs
Condull slzs:
BE3-B7S, 12.05 mm {0.75 In)
EEZ-B100, 25.40 mm {1.00 In)
Mote:
1. ou must obtaln the appropriate plugs and receptacies, based on exlsting elecircal codes, whers those plugs and recepta-
cles are not provided wiin the system.
2. The backboy used with the receplacle musl ba made of matal to prcn.d-:la ';II'III_II'IIZI EDI’I[lI’IIJll'!.I' from the I;II'IIILII'IIZI wire to 1he cable
Shleld.
3. All 12 PU systems (Models 100 - 109) and =ingle frame 20 PU systems have the power cord exiting from frame &, Two
frame sysems have the power cord exing from frame Z.

Line cord wire specifications
Table F-7 on page 296 lists the 2900 power line cord information. In US installations the line
cord must meet National Electric Code (NEC) requirements. When line cords are run on the
surface of the floor, they must be protected against physical damage (see NEC 645-5). For

other countries, local codes apply.

Appendix F. Environmental requirements

295



Table F-7 Line cord specifications

Style Number Bulk Outside
Feature (AWG/Number of connections) Sh?:l ds Dlt}:;:l:ersr;lm
FC10xx low votage (200V - 240V) 6/4 (three-phase) #4 AWG (60 Amp) 1 22.5 (0.885)
FC10xx high votage (380V - 415V) 8/4 (three-phase) #8 AWG (35 Amp) 1 18.9 (0.745)
FC10:xx high votage (480V) 10/4 (three-phase) #10 AWG (25 Amp) 1 14.5 (0.570)

Customer circuit breakers (CBs)
The maximum permissible CB rating is 60A. In geographic areas where the breaker sizes

given are not available, the standard size circuit breaker giving the closest higher numerical
value of current rating should be used.

It is recommended that a 60A CB for 200-240V or 30A CB for 380-480V be used for each

2900 server power feed.

It is also recommended that the customer CB for each z900 server power feed be of a
time-delayed type. This does not imply “Motor Start Characteristics.” Should a fault occur

within the IBM equipment, the z900 server CB, which has a very fast trip curve, will open. The
customer CB, which can be anything slower than the z900 server CB, such as a thermal trip
circuit breaker, will not open. This will improve z900 server problem determination in the event

of a malfunction.
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Fiber cabling services

This appendix describes the following IBM fiber optic cabling services available to customers:

» IBM Network Integration and Deployment Services for zSeries Fiber Cabling (zSeries
Fiber Cabling Service), for z800 and z900 servers.

» Fiber Transport Services (FTS) offering from IBM Global Services. This offering includes
the zSeries Fiber Quick Connect (FQC) feature used to integrate zSeries (G5, G6, and
z900 servers) ESCON channels into an FTS solution.
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G.1 Fiber connectivity solution options

When integrating a zSeries server into a data center, an IBM Installation Planning
Representative (IPR) provides planning assistance to customers for equipment power,
cooling, and the physical placement of the zSeries server.

However, the cable planning and connecting of the zSeries server channels to 1/0 equipment,
Coupling Facilities, networks, and other servers is the responsibility of the customer.

IBM offers customers the option of either engaging IBM to help plan and implement their
zSeries server connectivity with a service contract, or using their own planning and
implementation personnel.

Customers with the resources to plan and implement their own connectivity, or those with less
complex system configurations, can consult the following manuals to help them determine
and order the required fiber optic cabling.

» IBM zSeries 900 Installation Manual for Physical Planning, 2064-IMPP

» IBM zSeries G5/G6 Installation Manual for Physical Planning, GC22-7106

» Planning for Fiber Optic Links, GA23-0367

These manuals are available on the IBM Resource Link web site:
http://www.ibm.com/servers/resourcelink

Customers, especially those with complex system integration requirements, may request
connectivity assistance from IBM via the services described in the following sections.

G.2 zSeries Fiber Cabling Service for z800 and z900

298

IBM Network Integration and Deployment Services for zSeries Fiber Cabling, or zSeries Fiber
Cabling Service, assists customers in integrating z800 and z900 servers into a data center.
The zSeries Fiber Cabling Service is designed for customers who:

» Do not have the skills required to perform fiber optic planning and migration

» Have a system environment that includes multiple generations of products

» Do not have dedicated personnel trained to address changing fiber optic technologies
The zSeries Fiber Cabling Service for z800 and z900 servers is designed to provide
customers with:

» Fiber optic connectivity expertise; personnel trained to deploy a proven fiber optic cabling
methodology

» Scalable, flexible, and personalized services to plan and install the fiber optic cabling
needed to interoperate with current infrastructure, while also planning for future needs

» Reliable cabling components that meet IBM physical interface specifications

The open systems environment is seeing the adoption of new small form factor (SFF) fiber
optic connectors, short wavelength (SX 850nm) and long wavelength (LX 1300nm) laser
transceivers, and increasing link speeds from 1 gigabits per second (Gbps) to 10 Gbps.

New industry-standard SFF fiber optic connectors and transceivers, such as MT-RJ and
LC-Duplex, are utilized on the new zSeries ESCON, FICON Express, and ISC-3 features.
They must coexist with the current infrastructure that utilizes a different "family" of fiber optic
connectors and transceivers, such as ESCON-Duplex and SC-Duplex.
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The zSeries Fiber Cabling Service for z800 and z900 servers provides a fixed price
contracted service to meet the needs of the customer’s system configuration. Included in this
service is an analysis of the existing fiber optic infrastructure and the zSeries server
configuration to determine the possible cabling options available to integrate the z800 or z900
server, including jumper cables, conversion kits, and Mode Conditioning Patch (MCP) cables.
Copper cables can also be provisioned for attaching OSA-2 Token Ring and Fast Ethernet
features and OSA-Express Token Ring and Fast Ethernet features.

The services performed include:

On-site survey by an IBM data center specialist

Evaluation of customer’s existing fiber optic infrastructure
Analysis of the zSeries server fiber optic cabling requirements
Bill of materials for the zSeries server fiber optic cables
Procurement and project management of the fiber optic cables
Labeling and installation of the fiber optic cables

Connection report for the installed fiber optic cables

vVvVvyYvYyVvYYvYYyvyYyYy

For further information on the zSeries Fiber Cabling Service for z800 and z900 servers, see
the IBM Resource Link website:

http://www.ibm.com/servers/resourcelink

G.3 Fiber Transport Services (FTS)

Fiber Transport Services is an IBM Global Services (IGS) connectivity offering that aids in the
migration from an unstructured fiber optic cabling environment to a proper, flexible, and
easy-to-manage fiber optic cabling system. This offering incorporates planning, fiber optic
trunking commodities, and installation activities, all performed by IBM personnel.

The FTS factory-installed direct-attach trunking system for z900 and G5/G6 servers is called
Fiber Quick Connect (FQC).

With the proliferation of industry-standard fiber optic interfaces and connector types, the
management of a data center fiber optic cable environment is becoming increasingly
important.

7900 and G5/G6 server channel features use the following fiber optic cable and connector
types (see Figure G-1 on page 300):

» 2900 16-port ESCON feature: multimode (MM) fiber optic cable with MT-RJ connector
» 4-port ESCON feature: MM fiber optic cable with ESCON-Duplex connector

» 2900 Intersystem Channel (ISC-3) feature, and FICON-Express LX feature: single-mode
(SM) fiber optic cable with LC-Duplex connector

» FICON LX, OSA-Express GbE LX, OSA-Express 155Mbps ATM SM, G5/G6 OSA-2
155Mbps ATM SM, and G5/G6 ISC SM features: SM fiber optic cable with SC-Duplex
connector

» FICON SX, OSA-Express GbE SX, OSA-Express 155Mbps ATM MM, G5/G6 OSA-2
155Mbps ATM MM, and OSA-2 FDDI features: MM fiber optic cable with SC-Duplex
connector

» FICON-Express SX feature: MM fiber optic cable with LC-Duplex connector
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Figure G-1 Fiber optic connector types

Although there are now various fiber optic cable and connector types, the most prevalent data
center connectivity environment that uses fiber optic cabling is IBM's Enterprise Systems
Connection (ESCON). In this appendix, ESCON fiber optic cabling is used as the example;
however, the same fiber optic cabling principles can be applied to other fiber optic connectivity
environments such as IBM's FICON, Coupling channels, and OSA.

The ESCON connectivity environment utilizes dynamic connections between servers and I/0O
devices through IBM 9032 ESCON Directors. Dynamic connectivity provides higher
availability, more efficient use of interconnection resources, and the ability to grow with
minimal disruption. The path between each point-to-point interconnection is called a link.

FTS connectivity
There are two choices when implementing ESCON fiber optic cabling. The first uses
discrete fiber optic jumper cables, as illustrated in Figure G-2 on page 301.
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Figure G-2 Unstructured cable environment

Each jumper cable connects one machine port directly to another to form a link; for example,
one z900 CHPID to one ESCON Director port. In today’s data centers, with the huge number

of fiber optic cables and their diversity, an underfloor cabling system could soon get out of
control and show deficiencies such as: unknown cable routing; no cable documentation

system; unpredictable impact of moves, adds, and changes; or presenting unknown risk at
every underfloor activity.

The second choice for ESCON fiber optic cabling is a structured trunking system, as

shown in Figure G-3 on page 302.
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Figure G-3 Fiber Quick Connect trunking system in an ESCON environment

A structured fiber optic trunking system greatly reduces the number of discrete jumper cables
running under the raised floor.

FTS offers complete end-to-end connectivity of the fiber optic environment plant for all zZ900
and G5/G6 server link applications.

The fiber optic trunk cables connect the machine ports to the back of patch panels that are
located in the Central Patching Location (CPL). The CPL is usually made up of cabinets or
racks that hold the patch panels. The fronts of the patch panels have individual ports which
now represent the machine ports. Connections between two machine ports can be done
quickly and easily by running a short jumper cable to connect the two patch panel ports.

The most apparent benefit of the structured trunking system is the large reduction in the
number of fiber optic cables under the raised floor. The smaller number of cables makes
documenting what cables go where much easier. Better documentation means tracing a fiber
optic link is much easier during problem determination and when planning for future growth.

A less apparent and often overlooked benefit of a structured system is its ability to make
future data center growth implementation much easier. With a structured system installed,
channels, ESCON Director ports, and control unit I/O ports are connected by fiber optic trunk
cables to patch panels in the CPL. All the connections between the equipment are made with
short jumper cables between the patch panels in the CPL. When new equipment arrives, it is
connected to patch panels in the CPL as well. Then the actual reconfiguration takes place in
the CPL by moving short jumper cables between the patch panels, not by moving long jumper
cables under the raised floor.

Also, none of the change activity is done near the active equipment, unlike the case with the
discrete jumper cable solution. Future equipment additions and changes can be done in the
same manner and will not be affected by the amount of equipment already installed on the
floor.

The FTS structured cabling solution, developed for the zZ900 and G5/G6 server data center
environment, has two implementation solutions. Both use direct attach trunking at the server
to connect to the CPL. The main difference is the type of panel-mount boxes used at the CPL.
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Modular panel-mount connectivity
The first solution is called modular panel-mount connectivity. This uses MTP-to-MTP trunk
cables to connect to the CPL, as shown in Figure G-4.

Benefits:
» MTP-to-MTP trunks connect quickly to the panel-mount box.
» The connector type in front of the panel-mount can be easily changed.

» Panel mount capacity can be customized.

Drawbacks:

» Machine ports’ order at the panel-mount is dependent on harness plugging at the
machine.

» Ports are not factory-labeled with machine card addresses.

IBM @ server zSeries IBM 9032-005
ESCON DIRECTOR

/ 72 port Fiber Trunk Cables \

72 port ESCON connector 72 port ESCON connector
panel-mount box panel-mount box

“““““““““““““““““““

Jumper cable connects

CHPID80 to PortA8

Figure G-4 FTS solution 1: Modular panel-mount connectivity

SC-DC connectivity
The second solution is called SC-DC connectivity. It uses MTP-to-SC-DC (Single
Connector-Dual Contact) trunk cables to connect to the CPL, see Figure G-5.

Benefits:

» Machine ports’ order at the panel-mount is independent of the harness plugging at the
machine.

» Panel-mount ports come factory-labeled with the machine port addresses.

» Single connector type at the CPL.
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Drawbacks:
» Trunk cable connection at the CPL takes longer.
» The connector type in front cannot be changed.
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Figure G-5 FTS Solution 2: SC-DC connectivity

Fiber Quick Connect (FQC) feature for zSeries servers
Fiber Quick Connect (FQC) is an option in the configuration tool when ordering a new build
G5/G6 or z900 server or an upgrade to an existing G5/G6 or z900 server.

The FQC features are for factory installation of IBM Fiber Transport Services (FTS) fiber optic
harnesses for connection to ESCON channels in G5/G6 servers, to ESCON channels in
zSeries I/O cages of the z900 server, and to ESCON channels in the Compatibility I/O cages
of the z900 server. FTS fiber optic harnesses enable connection to FTS direct-attach fiber
optic trunk cables from IBM Global Services.

The FQC feature for zSeries servers, coupled with Fiber Transport Services (FTS) from IBM
Global Services, delivers a solution to reduce the amount of time required for on-site
installation and setup of cabling, to minimize disruptions, and to isolate the activity from the
active system as much as possible. FQC facilitates adds, moves, and changes of ESCON
multimode fiber optic cables in the data center and reduces fiber optic cable installation time.

IBM Global Services provides the direct-attach trunk harnesses, patch panels, and central
patching location (CPL) hardware, as well as the planning and installation required to
complete the total structured connectivity solution. Four trunks, each with 72 fiber optic pairs,
can displace up to 256 fiber optic cables, the maximum quantity of ESCON channels in one
new I/O cage on the z900 server. This significantly reduces ESCON cable bulk.

CPL planning and layout is done prior to arrival of the server on-site, and documentation is
provided showing the CHPID layout and how the direct-attach harnesses are plugged.
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Note: FQC supports all of the ESCON channels in all of the G5/G6 servers or z900 servers
I/O cages. FQC cannot be ordered for selected channels and cages within the G5/G6 server
or z900 server.

For further information on Fiber Transport Services, Fiber Quick Connect, and related topics,
see:

» Fiber Transport Services Direct Attach Planning, GA22-7234

» Installing the Direct Attach Trunking System in zSeries 900 Servers, GA27-4247

» ZzSeries Connectivity Handbook, SG24-5444

» ESCON I/O Interface Physical Layer Document, SA23-0394

» Coupling Facility Channel I/O Interface Physical Layer, SA23-0395

» Fiber Channel Connection for S/390 I/O Interface Physical Layer, SA24-7172

» Fiber Optic Link Planning, GA23-0367

» S/390 Fiber Optic Link (ESCON, FICON, Coupling Links) Maintenance Information,
SY27-2597

» The IBM Resource Link website:

http://www.ibm.com/servers/resourcelink
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Glossary

active configuration. In an ESCON environment, the
ESCON Director configuration determined by the
status of the current set of connectivity attributes.
Contrast with saved configuration.

allowed. In an ESCON Director, the attribute that,
when set, establishes dynamic connectivity capability.
Contrast with prohibited.

American National Standards Institute (ANSI). An
organization consisting of producers, consumers, and
general interest groups, that establishes the
procedures by which accredited organizations create
and maintain voluntary industry standards in the
United States.

ANSI. See American National Standards Institute.
APAR. See authorized program analysis report.

authorized program analysis report (APAR). A
report of a problem caused by a suspected defect in a
current, unaltered release of a program.

basic mode. A S/390 central processing mode that
does not use logical partitioning. Contrast with logically
partitioned (LPAR) mode.

blocked. In an ESCON Director, the attribute that,
when set, removes the communication capability of a
specific port. Contrast with unblocked.

CBY. Mnemonic for an ESCON channel attached to an
IBM 9034 convertor. The 9034 converts from ESCON
CBY signals to parallel channel interface (OEMI)
communication operating in byte multiplex mode (Bus
and Tag). Contrast with CVC.

chained. In an ESCON environment, pertaining to the
physical attachment of two ESCON Directors (ESCDs)
to each other.

channel. (1) A processor system element that controls
one channel path, whose mode of operation depends
on the type of hardware to which it is attached. In a
channel subsystem, each channel controls an 1/O
interface between the channel control element and the
logically attached control units. (2) In the ESA/390
architecture, the part of a channel subsystem that
manages a single 1/O interface between a channel
subsystem and a set of controllers (control units).

channel path (CHP). A single interface between a
central processor and one or more control units along
which signals and data can be sent to perform 1/0
requests.

© Copyright IBM Corp. 2002

channel path identifier (CHPID). In a channel
subsystem, a value assigned to each installed channel
path of the system that uniquely identifies that path to
the system.

channel subsystem (CSS). Relieves the processor of
direct /0O communication tasks, and performs path
management functions. Uses a collection of
subchannels to direct a channel to control the flow of
information between 1/0O devices and main storage.

channel-attached. (1) Pertaining to attachment of
devices directly by data channels (I/O channels) to a
computer. (2) Pertaining to devices attached to a
controlling unit by cables rather than by
telecommunication lines.

CHPID. Channel path identifier.

cladding. In an optical cable, the region of low
refractive index surrounding the core. See also core
and optical fiber.

CNC. Mnemonic for an ESCON channel used to
communicate to an ESCON-capable device.

configuration matrix. In an ESCON environment, an
array of connectivity attributes that appear as rows and
columns on a display device and can be used to

determine or change active and saved configurations.

connected. In an ESCON Director, the attribute that,
when set, establishes a dedicated connection between
two ESCON ports. Contrast with disconnected.

connection. In an ESCON Director, an association
established between two ports that provides a physical
communication path between them.

connectivity attribute. In an ESCON Director, the
characteristic that determines a particular element of a
port's status. See allowed, blocked, connected,
disconnected, prohibited, and unblocked.

control unit. A hardware unit that controls the reading,
writing, or displaying of data at one or more
input/output units.

core. (1) In an optical cable, the central region of an

optical fiber through which light is transmitted. (2) In an
optical cable, the central region of an optical fiber that
has an index of refraction greater than the surrounding
cladding material. See also cladding and optical fiber.
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coupler. In an ESCON environment, link hardware
used to join optical fiber connectors of the same type.
Contrast with adapter.

CTC. (1) Channel-to-channel. (2) Mnemonic for an
ESCON channel attached to another ESCON channel.

CVC. Mnemonic for an ESCON channel attached to an
IBM 9034 convertor. The 9034 converts from ESCON
CVC signals to parallel channel interface (OEMI)
communication operating in block multiplex mode (Bus
and Tag). Contrast with CBY.

DDM. See disk drive module.

dedicated connection. In an ESCON Director, a
connection between two ports that is not affected by
information contained in the transmission frames. This
connection, which restricts those ports from
communicating with any other port, can be established
or removed only as a result of actions performed by a
host control program or at the ESCD console. Contrast
with dynamic connection.

Note: The two links having a dedicated connection
appear as one continuous link

default. Pertaining to an attribute, value, or option that
is assumed when none is explicitly specified.

destination. Any point or location, such as a node,
station, or a particular terminal, to which information is
to be sent.

device. A mechanical, electrical, or electronic
contrivance with a specific purpose.

device address. In the ESA/390 architecture, the field
of an ESCON device-level frame that selects a specific
device on a control-unit image.

device number. (1) In the ESA/390 architecture, a
four-hexidecimal-character identifier, for example
19A0, that you associate with a device to facilitate
communication between the program and the host
operator. (2) The device number that you associate
with a subchannel that uniquely identifies an 1/0
device.

direct access storage device (DASD). A mass
storage medium on which a computer stores data.

disconnected. In an ESCON Director, the attribute
that, when set, removes a dedicated connection.
Contrast with connected.

disk drive module (DDM). A disk storage medium that

you use for any host data that is stored within a disk
subsystem.
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distribution panel. (1) In an ESCON environment, a
panel that provides a central location for the
attachment of trunk and jumper cables and can be
mounted in a rack, wiring closet, or on a wall.

duplex. Pertaining to communication in which data or
control information can be sent and received at the
same time. Contrast with half duplex.

duplex connector. In an ESCON environment, an
optical fiber component that terminates both jumper
cable fibers in one housing and provides physical
keying for attachment to a duplex receptacle.

duplex receptacle. In an ESCON environment, a fixed
or stationary optical fiber component that provides a
keyed attachment method for a duplex connector.

dynamic connection. In an ESCON Director, a
connection between two ports, established or removed
by the ESCD and that, when active, appears as one
continuous link. The duration of the connection
depends on the protocol defined for the frames
transmitted through the ports and on the state of the
ports. Contrast with dedicated connection.

dynamic connectivity. In an ESCON Director, the
capability that allows connections to be established
and removed at any time.

Dynamic I/O Reconfiguration. A S/390 function that
allows 1/O configuration changes to be made
non-disruptively to the current operating 1/O
configuration.

EMIF. See ESCON Multiple Image Facility.

Enterprise Systems Architecture/390 (ESA/390). An
IBM architecture for mainframe computers and
peripherals. Processors that follow this architecture
include the S/390 Server family of processors.

Enterprise System Connection (ESCON). (1) An
ESA/390 computer peripheral interface. The 1/O
interface uses ESA/390 logical protocols over a serial
interface that configures attached units to a
communication fabric. (2) A set of IBM products and
services that provide a dynamically connected
environment within an enterprise.

ESA/390. See Enterprise Systems Architecture/390.

ESCD. Enterprise Systems Connection (ESCON)
Director.

ESCD console. The ESCON Director display and
keyboard device used to perform operator and service
tasks at the ESCD.

ESCON. See Enterprise System Connection.



ESCON channel. A channel having an Enterprise
Systems Connection channel-to-control-unit 1/0
interface that uses optical cables as a transmission
medium. May operate in CBY, CNC, CTC or CVC
mode. Contrast with parallel channel.

ESCON Director. An I/O interface switch that provides
the interconnection capability of multiple ESCON
interfaces (or FICON FCV (9032-5) in a distributed-star
topology.

ESCON Multiple Image Facility (EMIF). In the
ESA/390 architecture, a function that allows LPARs to
share an ESCON channel path (and other channel
types) by providing each LPAR with its own
channel-subsystem image.

FCS. See fibre channel standard.
fiber. See optical fiber.
fiber optic cable. See optical cable.

fiber optics. The branch of optical technology
concerned with the transmission of radiant power
through fibers made of transparent materials such
asglass, fused silica, and plastic.

Note: Telecommunication applications of fiber optics
use optical fibers. Either a single discrete fiber or a
non-spatially aligned fiber bundle can be used for each
information channel. Such fibers are often called
optical fibers to differentiate them from fibers used in
non-communication applications.

fibre channel standard. An ANSI standard for a
computer peripheral interface. The I/O interface
defines a protocol for communication over a serial
interface that configures attached units to a
communication fabric. The protocol has four layers.
The lower of the four layers defines the physical media
and interface, the upper of the four layers defines one
or more logical protocols (for example, FCP for SCSI
command protocols and FC-SB-2 for FICON for
ESA/390). Refer to ANSI X3.230.1999x.

FICON. (1) An ESA/390 computer peripheral interface.
The /0O interface uses ESA/390 logical protocols over
a FICON serial interface that configures attached units
to a FICON communication fabric. (2) An FC4
proposed standard that defines an effective
mechanism for the export of the SBCON command
protocol via fibre channels.

field replaceable unit (FRU). An assembly that is
replaced in its entirety when any one of its required
components fails.

FRU. See field replaceable unit.

Giga bit. Usually used to refer to a data rate, the
number of Giga bits being transferred in one second.

half duplex. In data communication, pertaining to
transmission in only one direction at a time. Contrast
with duplex.

hard disk drive. (1) A storage media within a storage
server used to maintain information that the storage
server requires. (2) A mass storage medium for
computers that is typically available as a fixed disk or a
removable cartridge.

HDA. Head and disk assembly.
HDD. See hard disk drive.

head and disk assembly. The portion of an HDD
associated with the medium and the read/write head.

ID. See identifier.

Identifier. A unique name or address that identifies
things such as programs, devices or systems.

initial program load (IPL). (1) The initialization
procedure that causes an operating system to
commence operation. (2) The process by which a
configuration image is loaded into storage at the
beginning of a work day or after a system malfunction.
(3) The process of loading system programs and
preparing a system to run jobs.

input/output (I/0). (1) Pertaining to a device whose
parts can perform an input process and an output
process at the same time. (2) Pertaining to a functional
unit or channel involved in an input process, output
process, or both, concurrently or not, and to the data
involved in such a process. (3) Pertaining to input,
output, or both.

input/output configuration data set (IOCDS). The
data set in the S/390 processor (in the support
element) that contains an I/0O configuration definition
built by the input/output configuration program (IOCP).

input/output configuration program (IOCP). A S/390
program that defines to a system the channels, /O
devices, paths to the I/O devices, and the addresses of
the 1/0 devices.The output is normally written to a
S/390 IOCDS.

interface. (1) A shared boundary between two
functional units, defined by functional characteristics,
signal characteristics, or other characteristics as
appropriate. The concept includes the specification of
the connection of two devices having different
functions. (2) Hardware, software, or both, that links
systems, programs, or devices.

1/0. See input/output.
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1/0 configuration. The collection of channel paths,
control units, and I/O devices that attaches to the
processor. This may also include channel switches (for
example an ESCON Director).

I0CDS. See Input/Output configuration data set.
IOCP. See Input/Output configuration control program.

IODF. The data set that contains the S/390 I/O
configuration definition file produced during the
defining of the S/390 I/O configuration by HCD. Used
as a source for IPL, IOCP and Dynamic I/O
Reconfiguration.

IPL. See initial program load.

jumper cable. In an ESCON and FICON environment,
an optical cable having two conductors that provides
physical attachment between a channel and a
distribution panel or an ESCON Director port or a
control unit/devices, or between an ESCON Director
port and a distribution panel or a control unit/device, or
between a control unit/device and a distribution panel.
Contrast with trunk cable.

LAN. See local area network.

laser. A device that produces optical radiation using a
population inversion to provide light amplification by
stimulated emission of radiation and (generally) an
optical resonant cavity to provide positive feedback.
Laser radiation can be highly coherent temporally, or
spatially, or both.

LCU. See Logical Control Unit.
LED. See light emitting diode.

licensed internal code (LIC). Microcode that IBM
does not sell as part of a machine, but instead,
licenses it to the customer. LIC is implemented in a
part of storage that is not addressable by user
programs. Some IBM products use it to implement
functions as an alternate to hard-wire circuitry.

light-emitting diode (LED). A semiconductor chip that
gives off visible or infrared light when activated.
Contrast Laser.

link. (1) In an ESCON environment, the physical
connection and transmission medium used between an
optical transmitter and an optical receiver. A link
consists of two conductors, one used for sending and
the other for receiving, thereby providing a duplex
communication path. (2) In an ESCON I/O interface,
the physical connection and transmission medium
used between a channel and a control unit, a channel
and an ESCD, a control unit and an ESCD, or, at times,
between two ESCDs.
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link address. On an ESCON interface, the portion of a
source or destination address in a frame that ESCON
uses to route a frame through an ESCON director.
ESCON associates the link address with a specific
switch port that is on the ESCON director. See also
port address.

local area network (LAN). A computer network
located in a uses premises within a limited geographic
area.

logical control unit (LCU). A separately addressable
control unit function within a physical control unit.
Usually a physical control unit that supports several
LCUs. For ESCON, the maximum number of LCUs that
can be in a control unit (and addressed from the same
ESCON fiber link) is 16; they are addressed from x’0’
to X'F.

logical partition (LPAR). A set of functions that create
a programming environment that is defined by the
ESA/390 architecture. ESA/390 architecture uses this
term when more than one LPAR is established on a
processor. An LPAR is conceptually similar to a virtual
machine environment except that the LPAR is a
function of the processor. Also LPAR does not depend
on an operating system to create the virtual machine
environment.

logically partitioned (LPAR) mode. A central
processor mode, available on the Configuration frame
when using the PR/SM facility, that allows an operator
to allocate processor hardware resources among
logical partitions. Contrast with basic mode.

logical switch number (LSN). A two-digit number
used by the 1/0 Configuration Program (IOCP) to
identify a specific ESCON Director.

LPAR. See logical partition.

megabyte (MB). (1) For processor storage, real and
virtual storage, and channel volume, 220 or 1 048 576
bytes. (2) For disk storage capacity and
communications volumes, 1 000 000 bytes.

multi-mode optical fiber. A graded-index or
step-index optical fiber that allows more than one
bound mode to propagate. Contrast with single-mode
optical fiber.

National Committee for Information Technology
Standards. NCITS develops national standards and its
technical experts participate on behalf of the United
States in the international standards activities of
ISO/IEC JTC 1, information technology.

NCITS. See National Committee for Information
Technology Standards.

ND. See node descriptor.



NED. See node-element descriptor.

node descriptor. In an ESCON environment, a node
descriptor (ND) is a 32-byte field that describes a
node, channel, ESCD port or a control unit.

node-element descriptor. In an ESCON environment,
a node-element descriptor (NED) is a 32-byte field that
describes a node element, such as a DASD (Disk)
device.

OEMI. See original equipment manufacturers
information.

open system. A system whose characteristics comply
with standards made available throughout the industry
and that therefore can be connected to other systems
complying with the same standards.

optical cable. A fiber, multiple fibers, or a fiber bundle
in a structure built to meet optical, mechanical, and
environmental specifications. See also jumper cable,
optical cable assembly, and trunk cable.

optical cable assembly. An optical cable that is
connector-terminated. Generally, an optical cable that
has been terminated by a manufacturer and is ready
for installation. See also jumper cable and optical
cable.

optical fiber. Any filament made of dialectic materials
that guides light, regardless of its ability to send
signals. See also fiber optics and optical waveguide.

optical fiber connector. A hardware component that
transfers optical power between two optical fibers or
bundles and is designed to be repeatedly connected
and disconnected.

optical waveguide. (1) A structure capable of guiding
optical power. (2) In optical communications, generally
a fiber designed to transmit optical signals. See optical
fiber.

original equipment manufacturers information
(OEMI). A reference to an IBM guideline for a
computer peripheral interface. More specifically, refer
to IBM S/360 and S/370 Channel to Control Unit
Original Equipment Manufacture’s Information. The
interfaces uses ESA/390 logical protocols over an I/0O
interface that configures attached units in a multi-drop
bus environment.

parallel channel. A channel having a System/360 and
System/370 channel-to-control-unit I/O interface that
uses bus and tag cables as a transmission medium.
Contrast with ESCON channel.

path. In a channel or communication network, any
route between any two nodes. For ESCON this would
be the route between the channel and the control
unit/device, or sometimes from the operating system
control block for the device and the device itself.

path group. The ESA/390 term for a set of channel
paths that are defined to a controller as being
associated with a single S/390 image. The channel
paths are in a group state and are on-line to the host.

path-group identifier. The ESA/390 term for the
identifier that uniquely identifies a given LPAR. The
path-group identifier is used in communication
between the system image program and a device. The
identifier associates the path-group with one or more
channel paths, thereby defining these paths to the
control unit as being associated with the same system
image.

PCICC. (IBM’s) PCI Cryptographic Coprocessor.

port. (1) An access point for data entry or exit. (2) A
receptacle on a device to which a cable for another
device is attached. (3) See also duplex receptacle.

port address. In an ESCON Director, an address used
to specify port connectivity parameters and to assign
link addresses for attached channels and control units.
See also link address.

port card. In an ESCON environment, a
field-replaceable hardware component that provides
the optomechanical attachment method for jumper
cables and performs specific device-dependent logic
functions.

port name. In an ESCON Director, a user-defined
symbolic name of 24 characters or less that identifies a
particular port.

processor complex. A system configuration that
consists of all the machines required for operation; for
example, a processor unit, a processor controller, a
system display, a service support display, and a power
and coolant distribution unit.

program temporary fix (PTF). A temporary solution
or bypass of a problem diagnosed by IBM in a current
unaltered release of a program.

prohibited. In an ESCON Director, the attribute that,

when set, removes dynamic connectivity capability.
Contrast with allowed.
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protocol. (1) A set of semantic and syntactic rules that
determines the behavior of functional units in achieving
communication. (2) In SNA, the meanings of and the
sequencing rules for requests and responses used for
managing the network, transferring data, and
synchronizing the states of network components. (3) A
specification for the format and relative timing of
information exchanged between communicating
parties.

PTF. See program temporary fix.

route. The path that an ESCON frame takes from a
channel through an ESCD to a control unit/device.

saved configuration. In an ESCON environment, a
stored set of connectivity attributes whose values
determine a configuration that can be used to replace
all or part of the ESCD's active configuration. Contrast
with active configuration.

self-timed interconnection (STI). An interconnect
path cable that has one or more conductors that transit
information serially between two interconnected units
without requiring any clock signals to recover that data.
The interface performs clock recovery independently
on each serial data stream and uses information in the
data stream to determine character boundaries and
inter-conductor synchronization.

service element (SE). A dedicated service processing
unit used to service a S/390 machine (processor).

Small Computer System Interface (SCSI). (1) An
ANSI standard for a logical interface to a computer
peripherals and for a computer peripheral interface.
The interface uses a SCSI logical protocol over an I/0
interface that configures attached targets and initiators
in a multi-drop bus topology. (2) A standard hardware
interface that enables a variety of peripheral devices to
communicate with one another.

subchannel. A logical function of a channel
subsystem associated with the management of a
single device.

subsystem. (1) A secondary or subordinate system,
or programming support, usually capable of operating
independently of or asynchronously with a controlling
system.

SWCH. In ESCON Manager, the mnemonic used to
represent an ESCON Director.

switch. In ESCON Manager, synonym for ESCON
Director.
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trunk cable. In an ESCON environment, a cable
consisting of multiple fiber pairs that do not directly
attach to an active device. This cable usually exists
between distribution panels and can be located within,
or external to, a building. Contrast with jumper cable.

unblocked. In an ESCON Director, the attribute that,
when set, establishes communication capability for a
specific port. Contrast with blocked.

unit address. The ESA/390 term for the address
associated with a device on a given controller. On
ESCON interfaces, the unit address is the same as the
device address. On OEMI interfaces, the unit address
specifies a controller and device pair on the interface.
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Referenced Web sites

These Web sites are also relevant as further information sources.
» Examples of environments that can benefit from the use of HiperSockets:
http://www.ibm.com/servers/eserver/zseries/networking/hipersockets.html

» Coupling Facility Configuration Alternatives, GF22-5042, available from the Parallel
Sysplex Web site:

http://www.ibm.com/servers/eserver/zseries/pso/
» Fibre Channel Standard publications:
— Fibre Channel Physical and Signaling Interface (FC-PH), ANSI X3.230:1994
— Fibre Channel - SB 2 (FC-SB-2), Project 1357-D
— FC Switch Fabric and Switch Control Requirements (FC-SX), NCITS 321:1998
— FC Fabric Generic Requirements (FC-FG), ANSI X3.289:1996
— FC Mapping of Single Byte Command Code Sets (FC-SB), ANSI X3.271:1996
Find these publications, as well as more information about FC standards, at:

http://www.t10.0rg
http://www.tll.org
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http://wwwl0.software.ibm.com/developerworks/opensource/1inux390/index.shtml

» Alist of storage controllers and devices that have been verified to work in a Fibre Channel
network attached to a zSeries FCP channel, and specific software requirements to
support FCP and SCSI controllers or devices:

http://www.ibm.com/servers/eserver/zseries/connectivity

» ZzSeries Capacity Backup User’s Guide, SC28-6810, available on the IBM Resource Link:
http://ibm.com/servers/resourcelink

» z/OS Internet Library:
http://www.ibm.com/servers/eserver/zseries/zos/bkserv/

» IBM zSeries Resource Library:

http://www.ibm.com/servers/eserver/zseries/Tibrary

How to get IBM Redbooks

You can order hardcopy Redbooks, as well as view, downioad, or search for Redbooks at the
following Web site:

ibm. com/redbooks
You can also download additional materials (code samples or diskette/CD-ROM images) from
that site.

IBM Redbooks collections

Redbooks are also available on CD-ROMs. Click the CD-ROMs button on the Redbooks Web
site for information about all the CD-ROMs offered, as well as updates and formats.
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